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Abstract: Cultural heritage represents a reliable medium for history and knowledge transfer. Cultural
heritage assets are often exhibited in museums and heritage sites all over the world. However,
many assets are poorly labeled, which decreases their historical value. If an asset’s history is lost, its
historical value is also lost. The classification and annotation of overlooked or incomplete cultural
assets increase their historical value and allows the discovery of various types of historical links.
In this paper, we tackle the challenge of automatically classifying and annotating cultural heritage
assets using their visual features as well as the metadata available at hand. Traditional approaches
mainly rely only on image data and machine-learning-based techniques to predict missing labels.
Often, visual data are not the only information available at hand. In this paper, we present a novel
multimodal classification approach for cultural heritage assets that relies on a multitask neural
network where a convolutional neural network (CNN) is designed for visual feature learning and a
regular neural network is used for textual feature learning. These networks are merged and trained
using a shared loss. The combined networks rely on both image and textual features to achieve better
asset classification. Initial tests related to painting assets showed that our approach performs better
than traditional CNNs that only rely on images as input.

Keywords: cultural heritage; convolutional neural networks; multimodal classification; digital
heritage; digital preservation

1. Introduction

Cultural heritage is the most effective medium for the transfer of historical information between
generations and civilizations. Cultural heritage assets are distinguished by their variety and
importance. These items are generally priceless as they represent great moral values. Unfortunately,
cultural heritage assets face various risks related to physical degradation and information loss.
Therefore, many researchers all over the world are placing much effort into finding reliable approaches
to increase the value of these assets through preservation and curation using digital tools [1]. Today,
new technologies provide cost-effective yet reliable techniques for the documentation and management
of cultural heritage. However, several challenges have arisen regarding the curation and completion
of missing information for these assets. The classification and annotation of cultural assets is a
tedious and labor-intensive task that requires the involvement of highly qualified and experienced
art specialists. This is mainly due to the nature and the specificities of cultural assets, as they usually
come from various locations, old civilizations, or else their level of degradation simply prevents
accurate annotation. To increase the value of their collections, heritage institutions are currently
funding numerous research efforts to develop innovative methods for the completion and annotation
of cultural data.
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Recent advances in data science and machine intelligence are being applied in the cultural context.
Many researchers are developing tools that can classify and annotate cultural assets based only on
their visual features. Cultural assets are generally partially annotated with textual labels that may be
used as additional information for their classification. To our knowledge, leveraging this additional
information has not yet been used for the classification of cultural data.

In this paper, we propose a novel approach for the classification of cultural content. Our approach
is multimodal, as, in addition to asset visual features, we leverage the available asset metadata.
The experimental results for a painting dataset show that leveraging additional data in the classification
improves the classification performance.

In the following sections, we present the impact of digital technologies on cultural heritage,
and also give a literature review of the work related to cultural data classification and annotation using
computer vision and machine learning.

1.1. Art and Culture in the Digital Era

Today, cultural heritage collections are enriched using digital technologies. Technologies such as
2D and 3D capturing, along with their respective visualization tools, have introduced new methods of
content consumption and broadcasting. Digital heritage is widely used not only for entertainment and
historical transfer, but also for long-term digital preservation and data analytics [2–4]. This is mainly
due to the increasing reliability and falling costs of IT systems. As a result, cultural assets are now more
accessible for larger audiences than ever before. However, one of the limiting factors is the quality
and effectiveness of cultural asset digitalization. An asset with unavailable or incomplete metadata is
automatically devalued. Consequently, the research community is focusing on how to leverage recent
advances in data science and machine learning to promote and increase the value of cultural assets
through an automatic and effective labeling process [4]. Semantic web technologies have been used in
the past for cultural knowledge management by linking cultural assets using semantic relations and
then inferring missing data using the acquired knowledge [5,6]. However, the use of these techniques
is unfortunately limited to certain contexts. The exploitation of 2D or 3D acquisition and visualization
technologies by heritage institutions has resulted in big data collections of cultural assets that have
presented numerous challenges [4,7–9]. In this paper, our aim is to address the challenge of how to
efficiently mine large data collections to effectively label and annotate overlooked cultural assets in
order to increase their value.

1.2. Cultural Heritage Annotation and Classification

To raise the value of a cultural asset and boost its social and cultural impact, heritage organizations
and researchers are combining efforts to develop methods that can overcome the problems of cultural
asset mis-annotation and the associated lack of metadata. The studied approaches are mainly related
to big data analytics for which the main goal is to reach a satisfactory accuracy of annotation [10,11].

Much research has been dedicated to the classification and annotation of visual cultural
content [8,10,12–15], in which researchers generally try to analyze visual features in the digital 2D
capture of a cultural artifact and then leverage these features for the classification of the asset. Usually,
the classification is performed using a certain class of supervised machine learning models to categorize
the data. There are two main types of approaches distinguished by the manner by which they capture
visual features from the data samples. The first type is based on feature extraction techniques, where a
feature extractor is used to identify a certain type of known (generally low level) visual features from
the data. These features are then used to categorize the data sample at hand (high-level classification).
The second type of approach does not require any prior feature extraction; the features are learned
directly from the data.

The rapid progress of machine learning through deep learning and image processing has positively
impacted cultural heritage [8,12]. The proven performance of these techniques is making the visual
recognition of cultural heritage reliable and cost-effective [10,15,16] and many contributions have
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been dedicated to the classification and annotation of cultural heritage through visual recognition.
Traditional approaches rely on visual feature extractors and other specific features associated with
cultural heritage, such as brush strokes in the case of paintings. Unfortunately, even if these techniques
work well in some scenarios, their generalization to other domains or to new data samples is limited
and very complicated. However, since the rise of deep learning techniques, and with their proven
performance, the focus of the computer vision community regarding image recognition techniques
moved from conventional techniques (feature extraction) towards ones based on deep learning (feature
learning), such as convolutional neural networks (CNNs) [17]. The benefit of these new techniques
compared to traditional methods is their very high performance in the context of big data, as well
as their capacity for effective generalization [17]. In the following, we present a short review of the
methods frequently used among researchers for visual feature extraction and feature learning for
cultural heritage images.

1.2.1. Feature Extraction Approaches

In the past, visual recognition and image classification were performed using feature extraction
approaches. These approaches are designed to examine the low-level features of an image by analyzing
its pixel structure. The approaches used to extract these features include SURF, SIFT, HoG, GIST, Color
Features, etc. Once extracted, the low-level features are used as inputs for supervised or unsupervised
machine learning models such as SVM, KMeans, Random Forests, etc. The resulting models are
then used to classify or cluster the images [16,18–20]. These methods perform very well in some
applications and scenarios, but their performance is limited in general classification tasks and big data
environments where deep-learning-based approaches outperform feature extraction approaches [21].

Using feature extraction techniques, many methods have been proposed to tackle the challenge of
cultural heritage classification. The authors of [11] published a dataset collected from the Rijksmuseum
of Amsterdam consisting of more than 100 thousand artifacts. They also provided baseline results
of a four-task classification challenge using SIFT features and Fisher vector encoding. The authors
of [10] combined HoG, SIFT, GIST and Color Features to classify painting genres, while the authors
of [22] proposed a ranking-based method to classify paintings using Random Forests. The authors
of [23] presented a histogram-based combination of local and global features for the classification
of paintings. Several other researchers have attempted to combine feature extraction and feature
learning. A comprehensive study investigating the correlations between feature maps for image style
identification is presented in [24], and the authors of [15] combined GIST and CNN features for the
classification of paintings. Additionally, in [25], the authors presented a hybrid method dedicated for
the identification of copyrighted paintings in TV shows and movies. The technique uses deep learning
to identify objects and a local feature detector to identify paintings. Furthermore, in [26], a study
comparing CNNs to feature extraction methods clearly shows that CNNs have better performance
than handcrafted features in the classification of cultural artwork. Nevertheless, feature extraction
methods still perform well in many scenarios related to cultural heritage such as the identification of
forged paintings [27].

1.2.2. Feature Learning Approaches

The majority of feature learning approaches related to the visual identification of cultural heritage
assets are based on deep learning. CNNs, which represent the state-of-the-art in visual recognition,
are used to categorize and annotate images. These approaches are more straightforward than those
based on feature extraction as they do not require any prior feature extraction step. Instead, the
developed models learn to identify patterns and features directly from the data. However, deep
learning approaches often suffer from overfitting, where the model is unable to accurately classify
samples that were not used in the training stage. Several deep-learning-based approaches have tackled
the challenge of cultural heritage classification and annotation. The most remarkable contribution
was made by PigeoNET [28], as it delivered a reliable confirmation that deep learning approaches
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outperform handcrafted feature-based approaches for the categorization of paintings. Indeed, the
results of this contribution surpassed the baseline results of the Rijksmuseum challenge set in [11].
The authors of [29] studied the use of multiple image patches to improve the accuracy of CNNs for
the classification of paintings using transfer learning. In [30], the authors tried to use both painting
images and brush stroke information for the identification of paintings using two parallel deep residual
networks. The approaches in [31,32] explore Siamese convolutional networks for painting matching
and retrieval in large databases. Both solutions can be used to capture visual links between assets and
thus cluster assets sharing the same visual features. A large cultural dataset, called OmniArt, consisting
of more than half a million assets in addition to a multitask classification approach, is published in [33].
Architectural heritage classification and annotation are addressed in [8,13].

Overall, deep learning approaches are effective, however there are still many challenges related
to the effectiveness of model training, such as the need for powerful computing platforms, the time
required to train networks and the risk of overfitting. In comparison, feature extraction approaches
have lesser requirements in terms of computational resource requirements [21].

1.3. Our Contribution

In this paper, we present a novel approach based on designing and implementing a new
multimodal classifier for cultural data that takes both images and textual labels as input. The aim is to
leverage the available information related to an asset along with its visual capture when performing a
classification. The majority of approaches found in the literature address this problem from a single
point of view where a classifier that relies on the visual features of a cultural asset is used for its
categorization. To our knowledge, our approach is the only one to study a real-world scenario where a
small set of metadata is used as additional input for classification. The use of multimodal classification
and multiple outputs is set to boost the performance of the proposed model, as it has been designed to
learn more correlations between the input and output labels.

The remainder of this paper is organized as follows. In Section 2, we present the different
techniques and tools used to design and implement our approach. These include the various datasets,
the machine learning tools such as CNNs and concepts such as transfer learning. In this section, we also
describe the architecture of our framework. In Section 3, we depict some of the experimental results
using a designed experimental setup with data relating to paintings and compare our multimodal
input architecture with single input traditional CNNs. In Section 4, we discuss the results and interpret
the pros and cons of our approach. Finally, in Section 5, we draw our conclusion and give some
perspectives for future work.

2. Materials and Methods

In this section, we outline the general concept and the tools used to design and implement our
multimodal classification approach. This includes a presentation of the datasets collected and used
within this work, followed by a description of the design and implementation of the technical approach
along with the different key concepts related to deep learning.

2.1. Data Collection and Pre-Processing

Several cultural datasets were collected from various heritage institutions. In the following,
we present those datasets, which were used to design, test, tune and validate our approach.
The pre-processing step, used before feeding the data to the model, is also described, outlining
the encoding in addition to filtering techniques. More information related to the datasets discussed in
this section are provided in the Supplementary Materials section.
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2.1.1. Data Collection

• The WikiArt Dataset

This dataset is a collection of more than 140,000 paintings which can be accessed from the
Wikiart.org website. However, the website does not provide an easy means, such as a public API,
to perform data collection. We designed a custom script based on the Python library beautifulsoup [34]
to capture the most relevant data fields directly from the site’s webpages. The data were then inserted
into a MySQL database for further filtering while preserving the integrity of the original data scheme.
The data fields selected were the artist, the media, the genre, the year and the style. Some samples
from the dataset are shown in Figure 1.
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• The Metropolitan Museum of New York (MET) Dataset

The Metropolitan Museum of New York (MET) recently published a collection of more than
200,000 cultural artifacts under the Creative Commons open access license. The data represent images
of assets along with their metadata, however the metadata are not fully available for the majority of
the assets. The collection is accessible from a CSV file, nevertheless, the downloading of the images
required the writing of a custom script to harvest them from the asset webpages on the museum
website. The script was also based on the Python library beautifulsoup [34]. Some samples from the
dataset are shown in Figure 2.
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• The Rijksmuseum Dataset

More than 100,000 assets have been published by the Rijksmuseum of Amsterdam (which is often
referred to as the Rembrandt museum, as it hosts a large collection of the artist’s works). The collection
is accessible via an API and has been the subject of multiple research contributions [11,33]. As a
result, many researchers have hosted the collection on archival platforms. However, we noted that the
museum had updated its collection with multiple new assets, and thus we relied on the museum’s
API to collect and organize the harvested assets. In this work, we only focused on paintings. Some
samples from the dataset are shown in Figure 3.
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2.1.2. Data Pre-Processing

The data pre-processing step is very critical for our approach. For this phase, we discarded the
non-relevant samples in the aforementioned datasets. Unfortunately, the required labels for the data
we collected were incomplete. We found that paintings were the most complete and fully annotated
category, especially the samples collected from Wikiart.org. The most relevant labels we selected for the
paintings were the artist name, the year of creation, the genre, the style and the medium. We selected
a total of 43,594 paintings annotated for all of these labels. To fully evaluate the performance of our
approach, we created four datasets regarding the number of paintings per artist, as we found that the
artist attribution is the most relevant task for painting categorization (see Table 1). Each of the new
sub-datasets retains only paintings of the artists that have a higher artwork count than the dataset
threshold. For example, the >50 dataset will only host paintings by artists that painted more than
50 paintings. This was intended to evaluate the impact of the number of paintings per artist on the
results, as often artists do not change style or genre, and their paintings are only created within a
specific time frame. This can help the model in learning correlations between labels.

Table 1. Selection of the painting datasets used in this study.

Number of Samples Per Artist Data Samples Included Number of Artists Involved

all 43,594 917
>50 34,759 227
>100 26,141 107
>300 11,166 19

The five textual labels were encoded using One Hot Encoding and the year label was divided into
bins of 10 years. Each entry in the datasets consists of a painting identified by its content ID, which
points to the image file and its five annotations. At the training stage, the media, the style and the
genre are fed to the model along with the asset image. The artist and the year are the output of the
model. Table 2 represents a dataset sample of five entries.

Table 2. Dataset sample.

Content ID Artist Creation Year Media Genre Style

323653 Anker Albert 1874 Oil, Canvas Portrait Realism
452365 Bierstadt Albert 1858 Oil, Canvas Landscape Luminism
179324 Picasso Pablo 1944 Oil, Canvas Still life Surrealism
197632 Sisley Alfred 1897 Pastel Landscape Impressionism
127801 Leonardo da Vinci 1504 Oil, Panel Portrait High Renaissance

At the training stage, for each item in the dataset, the data are split into two sets: The input set X,
which consists of the visual capture, the genre, the style and the medium; and the output set Y, which
consists of the artist name and the creation year.

For visual data, we chose to resize the images to a minimum of 300 pixels either in length or
width (preserving the aspect ratio). This was mainly done to increase the performance of the online
data augmentation while training the models. The main purpose of data augmentation is to increase
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the validation and generalization performance of the trained CNN by avoiding the phenomenon
of overfitting, where the network becomes unable to accurately classify samples not used in the
training phase. The data augmentation generally extends the training dataset with an augmented
dataset composed of the same images with distortions and adjustments such as flips, zoom, rotations,
whitening, contrast and lighting adjustments, etc. This new augmented set will help the network
avoid overfitting by training the network with slightly modified samples at each iteration. In our
experiments, we initially tested data augmentation with the single input network to evaluate its impact
(comparing the training of normal images with augmented images).

We found that, other than the techniques we used (horizontal flips and random crops), any data
augmentation will decrease and deteriorate the generalization capability of the network, as generally
the visual features found in paintings are the same (see Figure 4). Making distortions or other changes
in the images will force the network to learn non-real samples (generally we only feed the painting to
the network in its normal orientation, etc.).

Figure 5 represents the distribution of the number of paintings per artist, for artists that painted
more than 300 paintings.
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2.2. Convolutional Neural Networks

Deep learning represents a collection of algorithms used in machine learning to model high-level
abstraction or functions. Its architecture consists of several levels, where the initial levels capture
low-level features or characteristics and the top levels capture high-level features resulting from the
lower-level features in a hierarchical way [8]. Recently, different deep neural network structures
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have been proposed such as CNNs, recurrent neural networks (RNNs), long short-term memory
(LSTM), etc.

CNNs are an enhanced version of the multi-layer perceptron model which were mainly intended
for image processing. Today, CNNs are used in many other applications such as natural language
processing (NLP) [35]. They also represent the state-of-the-art in image recognition tasks thanks to their
superior performance, as they introduce a new layer called the convolutional layer. This layer plays a
role in optimizing the detection of local visual features. Each convolutional unit in a layer is responsible
for detecting a certain feature, and many convolutional units can be used in the same layer. To reduce
computational cost, a pooling layer is introduced in order to reduce the size of the feature set learned
by the convolutional layer. For classification tasks, fully connected layers are attached to the output
of convolutional layers in order to aggregate the features learned and to perform the classification.
Figure 6 represents a basic CNN with five convolutional layers and three fully connected dense layers.
CNNs are trained with the same backpropagation algorithm used in multilayer perceptrons. The main
drawbacks of CNNs are their slow convergence and high computational complexity.Appl. Sci. 2018, 8, x FOR PEER REVIEW  8 of 19 
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2.3. Transfer Learning

In machine learning, transfer learning is the process of transferring knowledge from a model that
performs well at a certain task to a new model used for a different task. Generally, the model from
which transfer occurs is trained and tuned in a high-performance computing environment. However,
due to the lack of resources, similar performance cannot be achieved using consumer-level hardware.
Additionally, the models from which transfer occurs are generally trained on millions of samples over
a long period of time. Transfer learning has been proven to be an efficient technique that helps newer
models to generalize faster by benefiting from previously acquired knowledge [36].

For CNNs, there are multiple ways to reuse features or transfer knowledge from a trained network
to a new model. The most widely used techniques are:

1. CNN feature extraction: A fully trained CNN can be repurposed and treated as a feature extractor
by removing its output layer. For a network such as the VGG16 [37], the first dense layer of
4096 units can be seen as a CNN features vector. A lightweight linear classifier can be used such
as a Support Vector Machine (SVM) that takes this CNN features vector as input and outputs the
data classes. In most cases, CNN features can provide a fast way of implementing an accurate
image classifier with few data samples on low-end hardware.

2. Fine-tuning: Fine-tuning consists of retraining or replacing the classification layer of a CNN (final
layer). There are multiple fine-tuning approaches. The first is straightforward, and consists of
removing the last layer, freezing the weights of the already trained network and training the
last classification layer. The second approach consists of removing the last classification dense
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layer, connecting a new output layer and then training the whole network with a smaller learning
rate; this helps the model to converge faster as it benefits from the weight initialization of the
previously trained network. The third approach consists of freezing only the weights of the first
few convolutional layers and then training the remaining layers. Previous work [38] has shown
that the first layers perform very accurate universal low-level feature extraction. As a result,
transferring these features from a well-trained network is beneficial.

In this work, we used the ResNet50 network [39], which is a residual network with fine-tuning of
all its layers. We removed the last dense layers and used average pooling to compress the features of
the last convolutional layer. The output layer of the network consists of 2048 ReLU (Rectified Linear
Unit) activated units.

In the following section, we present an overview of residual networks and justify their selection
in our approach.

2.4. Residual Networks

Residual networks were first introduced by Kaiming He et al. [39]. Theoretically, neural network
depth is important, especially for image recognition tasks. However, once reaching a certain threshold
for the network depth, adding more layers will lead to problems, such as vanishing gradients, where
the network becomes unable to learn from the data and gets saturated. Additionally, the computational
complexity associated with optimizing many network parameters makes the training of the network
much more difficult. Residual networks provide a new way of connecting neurons using skip
connections. These connections are added every two or more layers. Figure 7 shows the normal
CNN connections (left) and residual networks or “skip connections” (right). The principal is as follows:
Let x be the input and H(x) be the “underlying mapping” representing the function that fits two or more
layers (two in the present study). Instead of H(x), we try to approximate a function F(x) = H(x) − x.
Before computing the output of the second layer, x is added to F(x) and passed to the ReLU activation.
We obtain H(x), which is composed of x (the input). This procedure can transfer important information
(x) from any layer to the following layers and prevent the vanishing gradient problem [39].
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Following some preliminary tests of several pretrained CNNs on the ImageNet challenge, such as
the VGG16 and the VGG19 [37], we found that ResNet50 has a small advantage in terms of training
accuracy and offers a considerable improvement in validation accuracy compared to normal CNNs.
This was the main motivation behind the use of residual networks in this work.

2.5. The Proposed Solution

Multimodal classification is a classification technique that requires at least two different data types
to represent a cultural asset in order to better perform the sample classification. In cultural heritage,
and according to several heritage institutions, the data at hand regarding an “incomplete” asset are
not limited to the visual copies (images) of objects. Other information can easily be found along with
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the incompletely annotated asset consisting of a small set of metadata. It would be interesting to
leverage these metadata for the identification and prediction of the missing data. To our knowledge,
the approaches found in the literature do not investigate the impact of adding the available metadata
as additional input to the classification models proposed [8,10,12–14,23]. They rather focus on using
a 2D digital image of the asset and either apply feature extraction or feature learning approaches to
leverage visual features of the asset for its classification.

In this work, we propose a novel approach focused on feeding the model with all of the available
data to hand in order to predict the missing content of other data fields. Our approach is based on
convolutional neural networks used for visual feature learning. The features learned from the asset
image are subsequently merged with textual features which are then fed to the model in parallel.
Adding textual features offloads some of the classification work from the CNN and the classification
will therefore be joint (text + image). Globally, the model will accept two or more types of input.
In the present study, the inputs are a visual input consisting of the asset’s 2D capture and textual
inputs consisting of arrays that represent the encoding of different textual labels. All of the features
will then be concatenated in a shared features layer which will encode a special representation of the
asset features. This features layer is used to perform the classification either for a single or multiple
tasks (outputs). As a proof of concept and for validation, we performed our tests and evaluations on
paintings. In contrast with traditional CNNs, our solution uses multiple inputs while CNNs use a
single visual input. In our case, the additional inputs represent some textual features that are found
along the cultural asset visual capture. These textual features coupled with visual features will form
an aggregated representation of the asset in a higher order feature space. This in fact will result in a
more accurate representation of the asset that improves the categorization and the classification.

In our tests with painting data, we concluded that the most relevant labels are the artist, the year
of creation, the genre, the style and the media. After a further analysis and several consultations
with heritage institutions regarding the metadata for paintings, we found that the missing labels are
generally the artist and the creation year. The media, the genre and the style of a painting can be easily
attributed with standalone models or manually (directly from perception). Our model takes as input
the image, the style, the media and the genre of a given painting. The model is then trained to predict
the artist and the creation year in a multitask fashion using hard parameter sharing [40]. The multitask
attribution is mainly performed to force the model to learn the correlations between the artist and
the painting’s creation year. For example, paintings created by an artist who lived between 1835 and
1875 can never be attributed to 1885, as the artist in question was not alive at that time. For a human,
such correlations are straightforward after identifying the artist. However, for a machine learning
system, these correlations are not so obvious. Our network learns such correlations implicitly by jointly
training it to predict the two output labels and thus making predictions more accurate.

Our selected dataset is smaller than large datasets such as ImageNet used to train large-scale
CNNs [41]. As a result, we relied on transfer learning from models trained for the ImageNet challenge
in order to benefit from their visual feature extraction. A deeper analysis of these networks revealed
that they are very good at extracting and learning low-level image features even for data that were not
used to train them. In fact, the majority of domain-specific image recognition tasks rely on transfer
learning [42]. For the visual features part, we used pretrained CNNs such as ResNet50 with the
ImageNet weights as initialization.

We designed a set of deep-learning-based classifiers using transfer learning (for the visual feature
learning part). We conducted several tests and compared the classification performance for different
base CNNs, including the ResNet50 [39], VGG16, VGG19 [37] and InceptionV3 [43] CNNs (these
networks were the winners of the ImageNet challenge).

We designed four networks based on the following CNNs: ResNet50, VGG16, VGG19 and
InceptionV3. The InceptionV3 network has an input image resolution of 299 × 299 pixels, and we
therefore increased the patch size in the online data augmentation process while training the network.
For each of the networks we conducted the following procedure: We removed the top dense layers
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and connected the last convolutional layer to a global average pooling of 2048 units; this layer was
regularized with 50% dropout; this average pooling layer was then connected to a ReLU activated
dense layer of 1024 units (visual features layer); and finally, we connected the ReLU dense layer to
two output SoftMax activated layers to perform the multitask learning (for artist attribution and year
estimation). It is worth noting that the convolutional layer weights were initialized to the ImageNet
weights and all network layers were fine-tuned. The hyperparameters used are described in Table 3,
and the architecture of the networks is outlined in Figure 8.Appl. Sci. 2018, 8, x FOR PEER REVIEW  11 of 19 
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Following our tests, we chose the ResNet50 (residual networks) CNN as our image feature
extractor. This network was mainly selected for its training and validation performance compared to
the others. The comparison results of the single input network are outlined in Section 3.

2.6. Framework Architecture

Our final network has four inputs and two outputs. The main input are the image data and the
remaining inputs are the associated text labels of the paintings (genre, style, and media). The image
input is fed to a CNN in order to learn and extract the visual features. We used the ResNet50 network
with fine-tuning of all its layers. This was decided after performing several tests with other CNN-based
models such as the VGG16 and the VGG19 for the visual extraction task, from which ResNet50 was
found to yield the best performance. ResNet50 is a convolutional neural network of 50 layers based on
blocks called residual blocks. These blocks were introduced to deal with the problem of the vanishing
gradient in the training stage of the network. Due to GPU memory limitations, we could not use the
ResNet152 network as a base classifier. The textual inputs are encoded with One Hot arrays regarding
the number of samples per class for each of the five textual labels. The textual inputs (three) are then
connected to an aggregation layer of 256 units in order to aggregate textual features and reduce their
dimension. The CNN output is connected to an average pooling layer of 2048 units. We then merged
the 2048 units and the 256 units in a concatenation layer. This concatenation layer was then regularized
with 50% dropout and connected to a final aggregation layer of 1024 units which represents the global
features (text + image). The output SoftMax layers are then connected to the global features layer.
For each of the outputs, the error used is the categorical cross-entropy (CCE) and the global network
error is the sum of the errors of each output. Figure 9 outlines the global architecture of our multimodal
classification network. The final architecture of the network was established after several tests and
assessment of the settings for the network global shape, such as kernel types, layer count, the shared
representation layer length, etc. This architecture was validated through many tests to maximize its
performance and to reduce its complexity.
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The training of the networks requires setting several hyperparameters, particularly when using
the Stochastic Gradient Descent (SGD) optimization. Several strategies can be followed to establish
these hyperparameters [44]. In this study, we initially set their values according to those used in
previous works. These hyperparameters were then tuned through several tests leading to the values
outlined in Table 3.

To train and validate the model, we used five-fold cross validation. At each fold, we used 80% of
the data for training and 20% of the data for validation. The process was performed five times while
changing the training and validation sets. We validated our approach using this protocol as a large
training set was not available.

Table 3. Training hyperparameters.

Optimizer LR Decay Epochs Batch Size Momentum Nesterov

SGD 0.001 1 × 10−6 100 64 0.9 True

3. Results

In this section, we outline the evaluation protocol implemented in this study for the purpose of
testing and validating our approach. We also present the results of the experimental classification
regarding the painting datasets described in the previous section. In particular, we compare the
multimodal classification against the single input (image only) classification in order to evaluate the
benefits and the additional performance of the former.

3.1. Experimental Setup and Implementation

The models that we compared in this study were implemented using the Keras (2.1.5) deep
learning library with Tensorflow GPU (1.7.0) backend [45]. The training was performed on a system
with an Intel i7-7700HQ CPU, 16 GB of RAM and a GeForce GTX 1070 GPU with 8 GB of VRAM.
The average training time of the models for 100 epochs was 5–7 h. We conducted several tests not only
to adjust the hyperparameters but also to tune several of the settings in the architecture of the models
to better fit the training data. To evaluate our new method, we used paintings; however, we believe
that this approach can also be used with other categories of cultural data.

Table 4 shows the results for the Top-1 accuracy measure for the artist attribution task.
These results demonstrate the superior performance of the ResNet50 network compared to the other
networks. The tests were performed on a single-input network; an image of a painting was used as
input, and the two outputs were the artist and the year of creation. The accuracies shown in Table 4 are
the average results after five-fold cross-validation for the dataset of 300 paintings or more per artist.
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Table 4. Performance of base image classifiers for the single-input model.

Base Model Top-1 Accuracy

InceptionV3 0.783
ResNet50 0.802
VGG16 0.752
VGG19 0.775

We found that the difference in performance between the tested networks was not very large.
This was also the case in the ImageNet challenge, where we could only observe single digit
improvements between these networks from year to year. Nevertheless, the ResNet50 network was
found to have the best validation accuracy for our dataset, and fewer training parameters, compared
to the other networks.

After the selection of the ResNet50 network as the base CNN for the image path, and for
comparison purposes, we trained the model on the four datasets mentioned in the data pre-processing
section. We also used the single-input network with the ResNet50 network as the base CNN to compare
a single-input CNN with the multimodal network (multiple inputs).

Both multimodal and single-input networks were trained using the SGD optimizer with the
hyperparameters outlined in Table 3. Our first tests with the Adam optimizer [46] were mostly
comparable to SGD performance, although the SGD was more consistent and yielded slightly
better results.

Figure 10 outlines the training and validation accuracy for the multimodal classifier on the
>300 dataset.
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>300 dataset.

Since we used cross-validation, the training and validation operations were performed five times.
Each time, we perform the training for 100 epochs, which takes 5–7 h. The validation is mostly
instantaneous as it is a feed-forward computation.

3.2. Approach Evaluation

To evaluate our approach, we trained our model on the datasets discussed in Section 2.1.
We mainly evaluated the model prediction accuracy in scenarios where we leveraged the available
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information concerning the asset along with its image (visual features + textual features). We also
compared the performance of the multimodal classification with other scenarios where only the 2D
capture is fed to the model as input while tasked with predicting the same labels. Although we used
two outputs in our implemented models (artist and creation year), for our experiments, we mainly
focused on predicting the artist class, as it is the most relevant and widely used classification metric
for painting categorization. The tests were performed on the four datasets mentioned in Section 2.1 by
comparing the multimodal network performance against the single input network. This resulted in
four pairs of networks, a pair for each dataset (multimodal, single input).

In the following, we outline the classification results of the multimodal and the single-input
classifications. As previously mentioned in the data collection and pre-processing section, we used the
selected data to produce four sub-datasets to compare the impact of varying the number of samples
per class on the classification. To more clearly see and interpret the results, we present the evaluation
details such as the confusion matrix only for the dataset with 19 classes (300 or more paintings per
artist). The limited number of classes enables us to better perceive and discuss these results.

We evaluate the performance of our classification by using the following metrics: precision, recall,
F1 score and Top-1 Accuracy. Following our test protocol, we performed our evaluations on the four
different sub-datasets. For each dataset, we created two networks (single-input and multimodal input)
and split the data into 80% training and 20% testing. To feed the data to the multimodal network,
we wrote a custom batch generation function that yields more than one input. We performed five-fold
cross-validation on the eight models, mainly due to the limited number of samples. Table 5 outlines
the average results for the classification metrics of the trained networks on the validation sets (Top-1
accuracy, precision, recall and F1 score).

Figure 11 outlines the confusion matrices of the single-input and multimodal input networks for
the >300 dataset. For the other datasets, the confusion matrices would not be clear due to the high
number of classes. The results shown are for the best performing networks on the validation set.

Table 5. Classification metrics of our approach (multimodal classification) against a single-input model
(image only classification) on the validation datasets (average results after five-fold cross-validation).

Model-Paintings
Per Artists

Top-1 Accuracy Precision Recall F1 Score

1-Input Multi 1-Input Multi 1-Input Multi 1-Input Multi

ResNet50, all 0.503 0.603 0.472 0.541 0.433 0.529 0.437 0.534
ResNet50, >50 0.531 0.649 0.534 0.607 0.494 0.593 0.496 0.598

ResNet50, >100 0.601 0.753 0.616 0.703 0.603 0.687 0.600 0.694
ResNet50, >300 0.802 0.873 0.826 0.854 0.823 0.842 0.823 0.851
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3.3. Results Interpretation

Based on the previous results, it can be observed that, in the majority of cases, multimodal
classification surpasses the single-input classification in terms of accuracy. Additionally, we can see
that increasing the number of samples from a given artist contributes significantly to the classification
results. This increase can be explained by the fact that more samples per class help deep-learning-based
techniques in the generalization, as the intraclass correlation (features categorizing a specific class)
can be learned easily and more effectively when many samples representing that class are used in
the training.

The largest difference in accuracy between the multimodal and single-input classifications was
observed in the dataset with more than 100 paintings per artist, where the Top-1 accuracy of the
multimodal network was 75% and that of the single-input network was 60%. The confusion matrix of
the multimodal classification reveals that some false positives and false negatives were eliminated by
the use of the additional inputs.

4. Discussion

The main goal of our study was to investigate the impact of adding relevant information describing
cultural data samples on their classification. Besides being innovative, our approach yields very good
results in terms of real-world performance. The idea of including known data along with images
for classification tasks boosted both the classification accuracy and efficiency. Our approach aims to
study real-world scenarios that are often faced by art curators in museums and heritage organizations
when assigned the task of labeling or annotating an asset. The aim is to achieve an efficient metadata
annotation for incompletely labeled assets. Missing labels currently require a deep cultural knowledge
and several experts for their completion. To address this issue, we designed and implemented an
automated annotation procedure based on deep learning for painting annotation when only a part of
an asset’s metadata is known. We leveraged visual features of assets, which were learned using a CNN,
along with textual features learned using a conventional neural network (multi-layer perceptron).
Through this development, we tried several designs and settings, especially for the visual recognition
part (CNN base models). We relied mainly on transfer learning and fine-tuning of networks pretrained
on the ImageNet challenge. Through several comparisons, we found that residual networks yielded the
best performance, a result which validates previous research which considered such networks to be the
state-of-the-art in visual recognition [47]. Our painting classification model, as previously described,
is designed to take as input multiple types of data, such as image and textual labels. At the training
stage, the model receives the data and learns to predict the labels for two tasks, namely the artist
attribution and the creation year estimation. By doing so, we forced the model to learn correlations
between the input labels and, more importantly, between the output labels. This was possible with
hard parameter sharing, as we were using a “shared features” layer that aggregates the features of the
inputs (image + text). This layer was shared between the two output layers (artist and year). After
deep analysis, we found that the network is implicitly forced to learn several correlations between the
input and output layers.

Following our evaluation protocol, we can confidently conclude that adding relevant information
to visual features helps to increase the accuracy of the classification and annotation of cultural assets.
For the most part, this is not surprising, as it is known that deep-learning-based techniques benefit
from large amounts of data. The use of multiple inputs yields better results since, in addition to the
visual capture, the textual labels contribute to the feature encoding of the asset. Moreover, instead of
predicting a single output, we used multitask learning with hard parameter sharing to predict several
output labels at once, leveraging the features extracted from the data samples. This also conditions the
output of the network and helps the model to learn correlations between the output labels.

The real-time usability of such a system is straightforward. It is a fact that the system takes
considerable time to be trained and validated, but once these steps are completed, the predictions are
generated instantly.
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In our study, the first limiting factor was the dataset. The datasets we collected were not complete
regarding the labels required to classify cultural data of other types such as ceramics, weapons, carpets,
etc. After evaluation and testing, another limitation was observed in that some classes were not
classified correctly. This is mainly due to the inherent nature of paintings, as visual similarities and
characteristics are often observed between artists who were inspired by each other, were known to
have the same style or who simply came from the same art school. These artifacts are usually hard
to distinguish and categorize, even for humans. Other limitations related to the performance of the
computer hardware used to train the model (mainly the GPU memory) could be addressed with the
use of high-performance computing systems. Time complexity could also be addressed, either with a
high-performance computing architecture or with future CNN designs that require fewer parameters
while having the same or better feature learning performance.

Several improvements could form foundations for future work. The use of future CNN designs
as base networks could be beneficial, especially with the recent progress achieved in the ImageNet
challenge. Additionally, the inclusion of other data sources and the use of completely annotated
data samples to train the models could significantly help diversify this approach to other cultural
categories. Furthermore, the inclusion of other annotation techniques for textual labels such as the
use of name-entity recognition (NER) to extract tags directly from cultural asset descriptions is highly
likely to improve means of creating cultural datasets and thus the generalization of the classification.

5. Conclusions

In this paper, we propose a novel multimodal and multitask classification approach for
the categorization and annotation of cultural assets. As a preliminary study, we focused on
the categorization of paintings collected from multiple museums and heritage organizations.
Such organizations often face challenges and difficulties in labeling incomplete and partially annotated
assets which could lead to the deterioration of their collections’ values. In contrast to the approaches
found in the literature, and after several consultations with cultural heritage experts, we found that
cultural assets are usually partially annotated, as some additional information can be found along with
their visual copy. For these reasons, in addition to visual data, our cultural annotation and classification
approach relied on other data types, such as textual labels, that can be obtained from partially annotated
assets. We designed and implemented a framework based on convolutional neural networks for visual
feature learning and regular neural networks for textual feature learning. Both visual and textual
features were aggregated and used to perform asset annotation. Our tests on paintings clearly show
that the use of additional textual data boosts the accuracy of asset classification. We compared our
method against a single-input design, and found that the average accuracy increase is between 5% and
15%. We conclude that the reason for this increase is related to the constraints that we introduced to
the inputs and outputs of the network at the training stage. These constraints condition the model
outputs and force the network to learn new types of correlations between the input and output labels.
Through this work, we aim to provide heritage specialists with tools and techniques that can help with
the annotation and classification of unlabeled and incomplete collections. Future improvements and
works were also suggested involving the inclusion of more cultural types and the extraction of textual
labels by directly tagging asset descriptions with natural language processing tools.
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