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Abstract: A balanced diet is the key to a healthy lifestyle and is crucial for preventing or dealing
with many chronic diseases such as diabetes and obesity. Therefore, monitoring diet can be
an effective way of improving people’s health. However, manual reporting of food intake has
been shown to be inaccurate and often impractical. This paper presents a new approach to food
intake quantity estimation using image-based modeling. The modeling method consists of three
steps: firstly, a short video of the food is taken by the user’s smartphone. From such a video,
six frames are selected based on the pictures’ viewpoints as determined by the smartphone’s
orientation sensors. Secondly, the user marks one of the frames to seed an interactive segmentation
algorithm. Segmentation is based on a Gaussian Mixture Model alongside the graph-cut algorithm.
Finally, a customized image-based modeling algorithm generates a point-cloud to model the food.
At the same time, a stochastic object-detection method locates a checkerboard used as size/ground
reference. The modeling algorithm is optimized such that the use of six input images still results in an
acceptable computation cost. In our evaluation procedure, we achieved an average accuracy of 92%
on a test set that includes images of different kinds of pasta and bread, with an average processing
time of about 23 s.
Keywords: automatic diet monitoring; image analysis; interactive segmentation; image-based modeling;
volume estimation

1. Introduction
People’s eating behavior has been shown to affect health issues [1]. This fact has fostered the
emergence of many approaches to monitoring diet whose targets include the food items comprised in each
meal, as well as the general eating habits of a person. However, most currently used self-reporting techniques
generally cause an underestimation of food intake, related with diverse psychological implications [2].
While such an attitude is rather obvious in people overweight, under-reporting of dietary energy intake has
been shown to be common even in non-obese adults [3]. Another relevant problem is the different degree of
motivation with which individuals fill the reports. Differences relate to factors like awareness of food intake
(particularly with snacks), literacy level, and memory and perception capabilities [4].
Thus, self-reported food intake data should be interpreted with caution unless their validity is
assessed by independent methods [3]. Because of this, many researchers have started developing
affordable non-invasive automatic solutions that help users measure and analyze their food intake [5].
Estimating the size or volume of food items, once the food type is known, is the most direct way
of estimating the nutrition properties of the food pictured in an image.
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Several methods try to estimate food size from a single image. Martin et al. assume that a
correlation exists between the area of the region where food is visible in an image and its actual
volume [6]. To achieve the same goal, the system described in [7] first detects the camera pose using a
fiducial marker placed within the scene and then tries to match the food item by generating several
pre-defined 3D shape models of which the best-matching one is adopted. However, this approach
works only for the items that can be approximated by the regular shapes it takes into consideration.
Many studies have tried to use more than one image to overcome the problems related with the
lack of depth information in two-dimensional images and with occlusions that may hide some objects.
In [8], two images provide the top and side views of the dish. In [9], the user takes three pictures from
which the system computes a dense 3D point-cloud including all points on the dish and then estimates
the volume using Delaunay triangulation. Dehais et al. [10] also suggest a computationally affordable
method for volume estimation based on a dense 3D point-cloud.
In our previous work, we developed two of the basic modules needed to accomplish food volume
estimation. In [11], we proposed an interactive segmentation solution for smartphones, which provided
a robust and highly accurate approach to segmentation in spite of its simplicity and practicality. In [12],
we designed a quick and accurate stochastic model-based solution for locating small checkerboards to
be used as size references within an image.
In this work, we introduce a complete solution to estimate food item volume based on a short
video. It integrates our previously-developed methods with a new approach to image acquisition
and image-based modeling. This end-to-end solution is designed to be usable in practical food intake
monitoring solutions. We first describe the method, which is composed of four main steps: acquisition,
segmentation, size/ground reference detection, and modeling. Then, we discuss the evaluation procedure
and the results we obtained on a test set that includes images of different food items.
2. Method
The system has been designed as a client-server solution. The smartphone acts as the client and
runs the semi-automatic part of the system. Building on our previous work, we complete the processing
cycle addressing all of the main practical and theoretical issues related with food volume estimation.
In the system described in this paper, as a first step, the user is asked to take a short video of
the food. Then, a subset of the frames is automatically extracted from the video to provide relevant
views of the food from all sides. Next, the user marks some food and non-food parts in one of the
selected frames of the video. A mobile application that we developed facilitates this part (see Figure 1).
The segmentation process, which is performed on the server side, is seeded by the user’s marks.
The segmented images are then fed into a customized image-based process that builds a 3D model of
the food items. This model is finally used to calculate the volume of the food. A small checkerboard is
used as the size and ground reference for the modeling process.
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(a) selected frames

(b) manual marking

Figure 1. A snapshot of the application. After the user takes a short video, six frames are selected
automatically (a) and marked by the user to seed segmentation (b).

2.1. Image Acquisition
Reconstructing the 3D model of an object from a set of input images requires the availability of
relevant visual information about the whole object. Usually, as happens in [9,10], the reconstruction
is based on two or three images taken from different viewpoints. The main problem with these
approaches is that such a small number of images is usually not enough to acquire the necessary
information from all sides of objects and may lead to an incomplete reconstruction. This problem
is particularly relevant for methods that include steps, like feature matching or fundamental-matrix
estimation, which are very sensitive to noise or lack of information.
Thus, our method relies on information drawn from a larger number of images to obtain a
better coverage of the whole object. This also allows it to achieve satisfying results using relatively
low-resolution images.
Acquiring a larger number of images is usually avoided because, in that situation, the user should
be skilled enough to choose the best viewpoints, while the goal of the app is to limit user intervention
at most to a few purely mechanical gestures that do not require any problem-specific knowledge.
In our approach, the user takes a short video of the object by moving the camera around it for a few
seconds to make sure that images of the object are acquired from virtually all possible viewpoints.
Then, the application automatically selects six frames that optimize object coverage based on the
orientation of the smartphone during filming. The frame selection process is performed almost in real
time, so one can use the application smoothly. Figure 2 provides an example of the output of this step,
showing the six viewpoints that have been automatically selected by the application.
The built-in sensors of the mobile device are used for the selection process. Most modern
smartphones are equipped with different kinds of sensors, among which accelerometer and
geomagnetic field sensors are very common. These sensors can provide enough data to detect the
orientation of the smartphone in each moment. The orientation of the device is defined by three
values (pitch, roll, and azimuth), which, respectively, correspond to the rotation angles around the
x-axis, y-axis, and z-axis. The application records the time-tag of the frames that coincide with the
min/max values of pitch, roll, and azimuth recorded while taking the movie. Algorithm 1 reports
the pseudo code of the function used to detect the proper frames. Later, six frames presenting the
min/max rotational moments are chosen as the input of the modeling process. Thus, the user neither
needs to take several images nor should worry about choosing proper camera viewpoints. Moreover,
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the Graphical User Interface (GUI) of the app allows the user to remove one of the images or to
replace it with some other frame just by tapping on the screen. Figure 1 shows two snapshots of the
mobile application.

Figure 2. The camera positions of the six selected frames are shown along with the reconstructed model
of a sample object.

Algorithm 1 Choosing six frames to obtain a good coverage of the object
function ON S ENSOR C HANGED(SensorEvent event)
if event.sensors include [ACCELEROMETER, MAGNETIC_ FIELD] then
pitch, roll, azimuth ← SensorManager.getOrientation()
if pitch is new min/max then
RememberTimeTag()
end if
if roll is new min/max then
RememberTimeTag()
end if
if azimuth is new min/max then
RememberTimeTag()
end if
end if
end function

2.2. Segmentation
The objective of the segmentation step is to detect the exact location of the food items in the
images. Food image segmentation can be very challenging. There are very different ways of cooking
the same kind of food and of arranging food on a dish. These problems and many other factors cause
food appearance to vary dramatically. Some studies impose constraints when taking pictures of food,
in order to make segmentation easier. For example, Zhu [13] assumes that food lies on a dish that is
brighter than the table cloth. Several other studies [14–16] impose that the dish, or the container where
the food lies, has a pre-specified shape.
Recently, attention has been paid to semi-automatic methods. In [17,18], the user is requested to
draw a bounding box around the food items, while in [19], the user must mark the initial seeds before
starting to grow segments. In this work, a semi-automatic method is designed which can be run on
smartphones in a user-friendly manner.
The method is based on a customized interactive version of the graph-cut (GC) algorithm [20],
which deals with image segmentation as a pixel-labeling problem. The graph-cut algorithm assigns a
“foreground” (food) or “background” (not food) label to each pixel.
We evaluated the general effectiveness of this method in a previous work [11]. In our customized
version of GC, the user imposes some hard constraints by marking some food and non-food areas
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in one of the images. The application provides a user-friendly environment for marking images by
simply touching the screen (see Figure 1).
Algorithm 2 reports the pseudo-code of this process. The marked parts of the image are fed into a
Gaussian Mixture Model (GMM) algorithm [21] that estimates the distribution of the Red-Green-Blue
(RGB) values for the image foreground (food) and background (not food). The K-means algorithm
is then used to divide the data from each RGB channel into ten clusters that are assumed to follow
a normal distribution. Then, the GMM estimates the distribution by combining the normal models.
Next, a value is assigned to every pixel, which denotes the likelihood of its belonging to the foreground
or the background, based on the distribution estimated by the GMM. These likelihood values are
used to seed the graph-cut algorithm, which produces the final segmentation. However, if the user is
dissatisfied with the segmentation output, he/she can repeat the marking step to improve the result.
Algorithm 2 Segmentation of a marked image using GMM and graph-cut
function S EGMENTATION(OriginalImage, MarkedImage)
Pixels F ← ExtractFoodPixels(Original Image, MarkedImage)
Pixels B ← ExtractBackgroundPixels(Original Image, MarkedImage)
GMMF ← ComputeFoodGMM( Pixels F )
GMMB ← ComputeBackgroundGMM( Pixels B )
Like F ← CalcFoodLikelihood(Original Image, GMMF )
Like B ← CalcBackgroundLikelihood(Original Image, GMMB )
Segments ← GraphCut( Like F , Like B )
return Segments
end function

Although the input to the segmentation method we propose consists of the six images which
are automatically extracted from the short video, the user needs to mark only one of them.
The segmentation for such an image obtained based on the marked pixels is then used to extend
the process to the other images by recomputing the GMM on the whole segmented image and using
such a more accurate estimate as the model used in segmenting the others. This is based on the primary
assumption that the images acquired are characterized by a similar color distribution. Figure 3 shows
the segmentation of four food images obtained by our method.

Figure 3. Results of the semi-automatic image segmentation method. Images need to be marked by the
user, as shown, before being processed.

Being based on six images, a small segmentation error in one image can be recovered by the results
obtained on the other images. In fact, if the errors are not very large, the object part corresponding
to an under/over-segmentation of one item might be correctly segmented in others. This gives more
flexibility to the method and minimizes processing time because every part needs to be marked as the
foreground in at least two images to be taken into consideration in the modeling process.
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2.3. Size/Ground Reference Localization
Volume can be estimated from images using several different procedures, but results are computed
only up to a scale factor. Therefore, in many studies, an object of known size is used as a reference for
volume estimation. In [8], for instance, the user puts his/her finger besides the dish. In [6], a specific
pattern of known size printed on a card is used as a reference. Many studies have followed the same
idea using a checkerboard as a reference [13,22] because of the simplicity of the checkerboard pattern
and the existence of effective algorithms to detect it. Nevertheless, off-the-shelf checkerboard detection
algorithms are usually designed to be means for camera calibration or pose-detection processes.
They are usually tuned for specific situations like: flat checkerboards, a big checkerboard that is often
the only object in the image, etc. Thus, for applications that do not satisfy these requirements, different
algorithms, or modified versions of available ones, are needed. Checkerboards that are used as size
references usually consist of few squares and occupy a relatively small region of the image. This makes
detecting them hard for ‘standard’ checkerboard detectors. Figure 4 shows three examples in which
the checkerboard detection algorithms provided by the open software package OpenCV 3.1.0 [23] and
Matlab R2014b (The MathWorks Inc., Natick, MA, USA) fail.

Figure 4. First row: typical images used for calibration. Second row: examples of images in
which a checkerboard is used as size reference for food volume estimation, on which both OpenCV
and Matlab functions for detecting checkerboards fail, while our model-based algorithm correctly
locates them (green areas).

In [12], we have introduced a method to locate a small checkerboard in an image. We used a 5 × 5
checkerboard, printed on a Polyvinyl Chloride (PVC) card, as a size reference. The method consists of
two main steps: locating the checkerboard in the image and then detecting the checkerboard corners in
the located area.
The procedure that we adopt estimates the pose of an object based on a 3D model and can be
utilized with any projection system and any general object model. Figure 5 shows the model that we use
to detect the checkerboard. It consists of 73 key points corresponding to the center, edges and corners of
each square.
In this method, a hypothesis of checkerboard location can be evaluated by rigidly transforming a
model of the checkerboard and then projecting it onto the image according to a perspective transform.
The likelihood of the hypothesis is evaluated using a similarity measure between the projected model
and the actual content of the image region onto which the pattern is projected.
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Figure 5. Checkerboard model. An optimization algorithm evaluates the key points in five steps,
in each of which different point sets (a–e) are matched to find the region which maximizes the similarity
degree between the projected model and the image, as described in [12].

This procedure allows one to turn checkerboard detection into an optimization problem, in which
the parameters to be optimized are the coefficients of the rigid transformation and of the projection.
In this work, Differential Evolution (DE) [24] is employed for optimization as described in [25].
Algorithm 3 reports the pseudo-code of the fitness function used to evaluate each hypothesis. In the
algorithm, each step presented in Figure 5 is implemented as a separate function. One of the advantages
of using a stochastic algorithm like DE is having a chance of success in the next try if an attempt to
find the checkerboard fails.
Algorithm 3 Fitness Function
function F ITNESS F UNCTION(PoseVector)
Calc Rotation & Translation matrices from PoseVector
Score ← Score + FirstLevelCenterCheck()
if Score > 6 then
Score ← Score + SecondLevelCenterCheck()
end if
if Score > 20 & the center is black then
Score ← Score + PoseCheck()
end if
if Score > 23 then
Score ← Score + EdgesCheck()
Score ← Score + VerticesCheck()
end if
return Score
end function

Based on this estimated checkerboard location, the corners of the checkerboard are then precisely
detected as described in [12]. This allows the algorithm to estimate the checker size and, consequently,
the scale factor, which is to be applied to estimate food volume.
Additionally, the checkerboard can be assumed as a reference for the ground surface, whose orientation
is represented by the plane having the smallest squared distance from the checkerboard corners.
If we term n the vector normal to the ground plane and P = [ p1 , ..., pn ] a 3 × n matrix in which the
columns are the detected corners’ coordinates, the plane can be found by calculating the Singular Value
Decomposition (SVD) of A = [ p1 − c, p2 − c, ...., pn − c], where c is a point belonging the plane [26].
We set c equal to the centroid of the columns of P and set n as the left singular vector of the SVD [26].
This use of the checkerboard is valuable during 3D-modeling to extract more information about
the lower parts of the object, which could be invisible in the video taken from above, as well as to
remove noise.
The approach requires that the checkerboard be at the same height as the food, which might raise
some concerns about the practicality of the method. However, the procedure could still be useful,
especially since one can estimate the average thickness of the dishes where users commonly eat and
print the pattern on top of a box, in order to lift it at more or less the same level and compensate for
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the thickness of the dish. The use of the checkerboard as ground-reference mainly helps to eliminate
noise and outliers from the model’s point-cloud. These outliers are usually located below the surface,
at a very large distance from it. Therefore, the method only requires that the checkerboard be ’almost’
on the same level as the dish bottom surface.
2.4. Image-Based Modeling
In this step, a 3D model of the food item in the form of a point-cloud is generated based on
a Structure from Motion (SfM) algorithm. We followed the same approach described in [27,28],
properly adapting it to this work. In fact, the base approaches have been designed to build a model
based on many (up to a few thousands) images. Our algorithm is customized for using a lower number
of images (six, in our case) and address processing time-related concerns. Algorithm 4 reports the
pseudo-code of the method, while Figure 6 shows three examples of the reconstructed models.
Algorithm 4 3D modeling algorithm
function M ODEL(OriginalImages[], SegmentedImages[], CameraMatrix)
Matches[] ← Extract-SURF-BRISK-Matches(Original Images[])
Matches[] ← PruneOutliers( Matches[])

. Prepare Matches

BaseLine ← FindTheBestPair( Matches[])
PointCloud ← Triangulate( BaseLine, Matches[], CameraMatrix )

. Start Modeling

while there is more un-processed image do
NextImage ← ChooseNextImage( PointCloud, Matches[])
NewMatrix ← FindPoseAndCameraMatrix( PointCloud, Matches[], CameraMatrix )
PointCloud ← PointCloud + Triangulate( BaseLine, Matches[], NewMatrix )
end while
. Find Checkerboard
Corners ← FindCheckerboardCorners(Original Images[], CameraMatrix )
Scale ← EstimateSizeScale(Corners)
Sur f acePlane ← EstimateSurfacePlane(Corners)
. Refine PointCloud
PointCloud ← EliminateNoise( PointCloud, Sur f acePlane)
return PointCloud, Scale
end function

Figure 6. Three examples of models reconstructed by the proposed system.
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First, Speeded Up Robust Features (SURF) [29] of the images are extracted and their Binary Robust
Invariant Scalable Keypoints (BRISK) [30] description is used to find matches between image pairs.
A pair is considered to be relevant if it produces at least 30 matches, in which case the corresponding
points are added to the point-cloud. There are 15 possible pairs in total to be taken into consideration for
six images, which is generally a large number, which could affect the total processing time significantly.
Therefore, only a limited number of image pairs, configurable by the user, are actually used instead of
all possible pairs.
Then, the Fundamental Matrix [31] is calculated for all image pairs using an 8-point Random
Sample Consensus (RANSAC) [32]. The RANSAC outliers threshold is set to 0.6% of the maximum
image dimension (i.e., the largest between height and width) and the level of confidence is set to 99%.
The results of RANSAC are therefore also used to “clean” the point-cloud by removing outliers.
In the next step, the best image pair is chosen as the starting point for the 3D reconstruction, using
the results of a homographic transformation as a selection criterion. Homography is the mathematical
term for mapping points on one surface to points on another. The transformation between images
of each pair is calculated using the RANSAC with the outliers threshold set to 0.4% of the largest
image dimension. This method, besides finding the transformation, classifies the matching features into
inliers and outliers. The pair with the largest inlier rate is chosen to start the reconstruction. The quality
of the selected image pair is further evaluated by checking the validity of its Essential Matrix [31]. If the
selected pair fails the test, the next best pair is chosen as the baseline of the 3D reconstruction.
Then, the 2D coordinates of the matching points belonging to the selected images are used to
calculate the corresponding 3D coordinates. Assuming Pi to be the camera matrix of the ith image and
xi and x j the 2D coordinates of two matching points in the ith and jth image, the relationships xi = Pi X
and x j = Pj X hold, where X denotes the 3D coordinate of the projected point. Moreover, for every point
that is not too close to the camera or at infinity, one can say X = ( x, y, z, 1)t, where t is the scaling factor.
This creates an inhomogeneous linear system of the form AX = B. The least-squares solution of this
equation can be found by using the Singular Value Decomposition (SVD). Unfortunately, this method
is not very accurate. The method introduced by Hartley and Sturm [33] iteratively re-calculates X by
updating A and B based on the results of the previous step. This allows one to refine the estimate and
to significantly increase accuracy.
The other images are then successively taken into consideration in the triangulation process.
Since the 3D coordinates can be estimated only up to a scaling factor t, the 3D points belonging to
different image pairs might have a different scale factor, and it may be therefore impossible to build a
consistent 3D reconstruction. The other issue is the order in which the different views are taken into
account. Taking into account a lower image-quality view before the others may affect the final model
negatively. In order to tackle these issues, we first choose the best view among the remaining ones by
calculating, for each view, the number of features that produce successful matches with the images
that have been previously processed, and selecting the one for which it is largest. Then, the camera
position for the selected view is estimated based on the previously reconstructed points. This is
a classic Perspective-n-Point problem (PnP), which determines the position and orientation of a
camera given its intrinsic parameters and a set of n correspondences between 3D points and their 2D
projections. The solvePnPRansac function, provided by OpenCV, which finds the pose that minimizes
the reprojection error, is used to solve it. The use of RANSAC makes the function robust to outliers.
This approach also ensures that the 3D points added to the point-cloud based on the new images share
the same scaling factor as the previous ones.
Bundle Adjustment [34] is also applied to the triangulation output in order to refine the results.
It is an optimization step that provides a maximum-likelihood estimation of the positions of both
the 3D points and the cameras [34]. This result is obtained by finding the parameters of the camera
view Pk and the 3D points Xi , which minimize the reprojection error, i.e., the sum of squared distances
between the observed image points xki and the reprojected image points Pk ( Xi ) [31].
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In the next step, all of the non-object points are removed from the point-cloud based on the output
of the segmentation stage. The requirement by which a 3D point must appear in at least two images
compensates for some segmentation errors that might have occurred in some images.
Finally, outliers are removed from the point-cloud. Since the ground surface has been determined
based on the checkerboard location, it is possible to apply restrictions to the maximum acceptable
height of the food item (we set such limit to 20 cm). The point-cloud usually also includes isolated
outliers that are relevantly far from the other points. To deal with this problem, we remove from the
point-cloud the points whose distance from the closest neighbor is larger than a threshold. In practice,
for each point, four types of distances are defined: the Euclidean distance and the distances along the
three coordinate axes. Acceptable points should be no farther from their nearest neighbor than one
standard deviation for each of the measures taken into consideration.
Moreover, if an isolated set of less than five points is too far from its neighbors, it will be removed
as well.
3. System Evaluation
We have already evaluated the segmentation algorithm as well as the checkerboard detection
method that we use to set a size reference separately in our previous works, where we introduced such
approaches [11,12]. In this work, we completed the system and could finally evaluate the accuracy of
our solution for estimating an object’s volume.
The main objective of the study was to establish a robust and consistent method to estimate food
volume. This means that, first, the method should estimate the same volume for the same amount of
food in different dishes. Then, the method should present a steady correlation between food amount
and estimated volume when one changes the amount of food. If the algorithm is able to produce a
result correlated with the actual food amount, it could later be translated into a good estimation of the
actual nutrition facts of the food.
We evaluated the method using two common types of food items: food items with a solid shape
and food with non-solid shapes. In both procedures, we assumed that the shapes were more or less
convex, in order to keep the volume estimation simple. Thus, it was possible to estimate the volume of
the models that we generated using the Qhull tools [35]. Furthermore, for each test case, we ran the
whole procedure twice to have more reliable results. All of the tests were performed on a PC equipped
with an Intel R CoreTM i7 2.8 GHz CPU and running the 64-bit version of Windows 7 Professional
(Microsoft Corporation Redmond, WA, USA).
For the first group, six types of bread were chosen as the test cases. Since we took convex objects
into consideration, in this case, our goal was to evaluate the accuracy of the reconstructed shape.
In order to establish a precise ground truth, we used an industrial 3D laser scanner Sick LMS400
(SICK AG, Waldkirch, Germany) to acquire as accurate a 3D model of the test objects as possible.
The device has a spatial resolution of 1 mm and the scanned model was manually segmented to acquire
a more accurate ground truth. Table 1 shows the results obtained on the first group of food items
(different sorts of bread). The average error rate of the whole process (including acquisition, view
selection, segmentation, size reference detection, and 3D model reconstruction) over all cases was
8.27%. As shown in Table 1, the error rate for item number 5 is larger than for the other items due
to its poor visual context. In fact, it has a smoother surface showing small variations of shade and
color, which allows one to extract only few relevant features. The error on item number 6 is also higher
than expected, despite its rich visual context. This appears to be a consequence of its small size, which
increases the relative weight of noise.
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Table 1. Error rate in the reconstructed models’ volume estimations for solid shapes.
Row

Bread

Error (%)

1

7.2%

2

4.9%

3

9.5%

4

1.7%

5

19.1%

6

7.2%
average

8.27%

average processing time

21.5 s

The average processing time on this first test set, including the whole process from segmentation
to volume estimation, was around 21 s.
In the second part, we made tests with pasta and rice as examples of food with non-solid shapes.
Two types of evaluations were made on this test set. First, in order to assess the stability of the method,
we made several independent tests with the same amount of the same kind of food. For example, for
each type of pasta, the same amount of raw pasta was cooked and tested on two different dishes. In
addition, for each dish, the test was repeated with a different layout as well (in total, four times for
the same amount of pasta). As a second evaluation, we tested the correlation between the actual food
weight and the estimated volume. To do so, we cooked twice the weight of the same kind of pasta in
the previous dish and checked the correlation between its estimated volume and the estimate of the
volume of the previous dish. Moreover, since cooking time can affect the results, all of the test cases
were cooked in the same pot at the same time (the same happened with rice). All of the required tools,
including dishes and scale, were prepared in advance and, right after cooking, pasta was taken out of
the pot and put in different dishes virtually at the same time. A scale was used to measure the amount
of pasta in each dish.
Table 2 shows the results obtained on the non-solid food test set. The average error rate is 6.7%.
The images included in this test set provide stronger features, which produce more robust results,
since their rougher surface causes strong variations of light intensity. However, a sparser scattering of
the pasta pieces over the dish can lead to a less linear correlation between the volumes estimated for
different amounts of the same kind of food. Within this group, the best results were obtained with rice
due to the larger number of features it provides and to the smaller gaps between rice seeds with respect
to larger-sized pasta. On the contrary, the Chifferi pasta, with its large and curvy pieces, obtained
the worst results because it provides fewer visual features and has larger gaps between the pieces.
Figure 7 and Table 3 show the results of volume estimation for every test case. As shown, repeating
the tests on the same amount of pasta on different dishes of different shapes, we obtained reasonably
consistent results.
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Table 2. Error rate in the reconstructed models’ volume estimations for non-solid shapes.
Row

Food

Error (%)

1

Rice

5.1%

2

Pennette

6.8%

3

Fusilli

7.1%

4

Chifferi

8%
average

6.7%

average processing time

24.01 s
Average
Sample plate

270

140

Volume(mm3 )

Volume(mm3 )

Average
Sample plate

130
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240
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(a) 75 g

(b) 150 g

Figure 7. Calculated volume for (a) 75 g and (b) 150 g of different types of pasta. For each type, the
calculation was repeated four times on two different dishes.

Table 3. Standard deviation of the calculated volumes.

Pennette

75 g
Fusilli

Chifferi

Pennette

150 g
Fusilli

Chifferi

4.25

11.77

5.39

8.83

7.14

12.01

Although the non-solid food types provided more robust results thanks to their higher number
of features, they needed a larger computation effort in the modeling process, which increased the
total processing time. The average processing time for the first test set, for the whole process from
segmentation to volume estimation, was around 21 s, while the average time for the second test set
was 24.01 s. Globally, the average processing time was 23.52 s. Table 4 reports the average execution
time for each processing step.
Table 4. Processing time of the whole process.
Processing Step

Time

Ratio

Segmentation
Size Reference
Model Reconstruction

4.52
2.90
16.1

19.2 %
12.3 %
68.5 %

4. Discussion
In this paper, we have introduced a system to calculate food intake quantity using image-based
modeling. The approach includes a semi-automatic segmentation method, which was designed to
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run on smartphones and to be interactive and user-friendly. Instead of taking a few images as usually
happens, the user is asked to perform the easier task of taking a short video of the food from which
the system automatically extracts the set of six frames that guarantee the best visual coverage of the
food. The image-based modeling approach is customized to limit the processing cost. Measurement
accuracy is granted by using a small checkerboard as size and ground-plane reference.
In our tests, we achieved an average 92% accuracy, with a processing time of about 23 s on a
regular PC for the whole process. Although the accuracy of the method drops with low-context or small
food items, the results indicate that the approach could be a good choice for food intake monitoring.
As a future development, parallelizing the code, possibly on a GPU, could potentially reduce
processing time significantly, especially during the modeling process that accounts for most of it.
In addition, since the method currently assumes that there is only one food item in the image,
handling more than one food item and estimating the volumes separately could be worth considering.
Moreover, different ways of serving the same dish, which, for example, could lead to different amounts
of sauce on pasta, should be considered when the estimated volume is going to be used for calculating
nutrition facts. Last but not least, a volume estimation algorithm for non-dense point-clouds, which
could work also with non-convex models, needs to be developed.
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