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Abstract: Image captioning is a promising research topic that is applicable to services that search
for desired content in a large amount of video data and a situation explanation service for visually
impaired people. Previous research on image captioning has been focused on generating one caption
per image. However, to increase usability in applications, it is necessary to generate several different
captions that contain various representations for an image. We propose a method to generate multiple
captions using a variational autoencoder, which is one of the generative models. Because an image
feature plays an important role when generating captions, a method to extract a Caption Attention
Map (CAM) of the image is proposed, and CAMs are projected to a latent distribution. In addition,
methods for the evaluation of multiple image captioning tasks are proposed that have not yet been
actively researched. The proposed model outperforms in the aspect of diversity compared with the
base model when the accuracy is comparable. Moreover, it is verified that the model using CAM
generates detailed captions describing various content in the image.
Keywords: image captioning; multiple image captioning; visual attention; caption attention map;
variational autoencoder

1. Introduction
An image captioning system able to describe an input image as a sentence has many potential
applications. It could be used for services that explain situations to visually impaired people and to
search for specific scenes within a large amount of image or video content. Recently, image captioning
using deep learning has been actively studied in the field of computer vision. These studies have
focused on producing one caption per image. Most popular studies have used a convolutional neural
network (CNN) as an image encoder and a recurrent neural network (RNN) as a module for generating
sentences [1–4]. There has been an effort to improve the accuracy of captioning models and the
approaches can be grouped into two paradigms. Bottom-up methods use semantic concepts [3,5,6]
and top-down methods include attention based models [4,7,8].
In commercial services, it is important to make multiple captions for a single image, which
captions should contain various expressions and describe various characteristics of the image content.
When users desire to search a content clip using a description sentence, the proposed model allows
more detailed searches because various representations can be applied by each user. Early models
of image captioning are limited because they only generate one safe caption from each image. If the
captioning system generates descriptions focused not only on the whole image, but also on the various
characteristics of the image, a search is more likely to be successful. This is true even if the content
that the user wants to search is in only a part of the image. In addition, diverse descriptions generated
by a service for the visually impaired or an automatic system for subtitle generation in videos would
help to diversify the expressions that the user encounters. A system able to generate diverse captions
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is valuable because the situations faced by visually impaired users is not so varied and scenes with
similar backgrounds and situations appear repeatedly in video content such as movies, dramas, CCTV,
and vehicle black boxes.
In this paper, a method to generate multiple captions for a single image using the variational
autoencoder (VAE) [9] structure and image attention information is proposed. Previous studies on
generating captions using VAE deal with sentence information. They transformed the last hidden
state of the RNN, the sentence embedding, to latent representation [10–12]. When generating captions,
variation is given to the latent variable to create sentences of various styles. However, the methods
only focused on the sentence generation problem and they did not use image information. In the image
captioning task, information about images plays an important role. We use image related features in
the VAE-based captioning model and have verified that the network generates more diverse captions
than those in previous studies. Image-caption pairs in the dataset give information about the image
regions to which the captions are related and this was applied to our model. There are not yet many
studies about making multiple captions from a single image, so there are no popular or established
methods for diversity evaluation at this time. Therefore, we propose an evaluation procedure that
contains sampling methods and metrics that refer to previous papers [11,13]. The main contributions
of our paper are as follows:
•
•
•

A method for extracting caption attention maps (CAMs) from an image–sentence pair is proposed.
A captioning model is proposed that generates multiple captions per image by adding randomness
to the image region-related information using VAE.
A methodology is introduced for evaluation of multiple image captioning tasks, which has not
been done in previous studies, and it is used to evaluate our base and proposed model.

2. Related Works
In the field of image captioning, research has been mainly focused on improving the accuracy
of the captioning system. Recently, studies have been conducted to generate diverse captions.
A traditional captioning system converges to generate a description suitable for multiple similar
images after training, resulting in general and safe captions. As a result, the diversity of generated
captions is reduced, often resulting in the same explanations for similar but different images.
Diverse captioning was designed to generate different captions for different images and to
generate novel sentences not included in the training set. To generate diverse captions, popular
generative models such as VAEs [9] and generative adversarial networks (GANs) [14] were used in
previous work. Dai et al. [15] constructed a conditional GAN model that adds an image as a condition.
The generator produced captions and the discriminator distinguished the captions generated from the
natural ones. After learning the generator and discriminator, the researchers separated the evaluator
and proposed the E-GAN metric, which is a natural sentence evaluation scale. Shetty et al. [13]
also proposed the GAN model, which enabled back propagation in categorical distribution by
selecting words in long short-term memory (LSTM) using Gumbel softmax. The criterion score
in the discriminator included not only image-to-sentence distances but also sentence-to-sentence
distances for distinguishing real from fake. This scheme induced large variation between sentences.
In this paper, a system is proposed that generates multiple captions using VAE. Such VAEs have
advantages, such as stable training and generating meaningful latent representations that enable us to
derive the desired results. Wang et al. [10] proposed a Conditional VAE model that takes image content
such as objects, as conditions for generating sentences associated with them. Two priors, Gaussian
mixture model (GMM) and average Gaussian (AG), were used to determine how latent space was
modeled. Experimental results showed that diversity and accuracy were both improved in relation to
conventional LSTM systems and that the model with AG was more diverse and controllable than the
one with GMM. In addition to captioning, there were examples of applying VAE to visual question
and answering (VQA) tasks [11] and to paragraph generation [12]. Jain et al. [11] projected the hidden
states of the last step of the encoder LSTMs to the latent space and succeeded in generating novel
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questions that were diverse and not in the training set. Chatterjee et al. [12] proposed a model for
generating paragraphs using the Stanford image paragraph data set. The proposed VAE-based model
consists of a topic generation network and a sentence generator network that generates each sentence.
As in earlier work [11], the hidden state vector of the last step of the sentence generator network RNN
model was also transformed to latent space. In previous methods, training was used to construct a
latent distribution of sentence embedding information, and variation was added to sentence style
when generating the captions.
In the image captioning task, not only the sentence information, but also the image information
plays an important role. However, this was not reflected in the previous works. In the work reported
in this paper, we use this image information to generate multiple captions that describe various content
in the image. There has been research on generating different descriptions from the training set, and
methods of generating different captions in similar images. However, there are not many pieces of
research on generating several different sentences for one image; therefore, there was no existing
relevant evaluation standard or popular evaluation method. Hence, an evaluation method is proposed
for the captioning of multiple images.
3. Multiple Image Captioning
In this paper, a VAE-based multiple image captioning system is proposed that uses CAMs.
The method generates multiple captions describing diverse content in each image and includes a
variety of expressions. The caption generation model VAE [9] was applied to the network, which
consists of an encoder, a decoder, and a latent space. At the VAE encoder, the CAM containing the
region information of an image is extracted and transformed to a latent representation. Variables
related to caption attention are randomly sampled in the latent space to produce various sentences.
At the VAE decoder, a description is generated by inserting the variable as well as an image feature
as the condition. Before discussing the proposed method, we give a background description of VAE.
Then, we represent the extraction of the CAM from the encoder model. After that, our whole model
structure and sampling method are described.
3.1. Background on VAE
VAE consists of two neural network modules, encoder, and decoder, for learning the probability
distributions of data. The encoder creates a latent variable z from raw data x and transforms it into
latent space. The decoder plays the role of recovering x using z extracted from the latent space.
Let q(z| x ) and p( x |z) be the probability distributions of the encoder and the decoder, respectively.
Through training, we obtain the parameter maximizing marginal likelihood log p( x ). Expanding the
equation and finding the evidence lower bound (ELBO) yields:
log p( x ) ≥ Ez q(z| x) [log p( x |z)] − DKL (q(z| x )|| p(z)) = ELBO.

(1)

Because the objective is to maximize the ELBO on the right side, the loss function can be written
as Equation (2):
Loss = − Ez q(z| x) [log p( x |z)] + DKL (q(z| x )|| p(z)).
(2)
“− Ez∼q(z| x) [log p( x |z)]” is the reconstruction error and “DKL (q(z| x )|| p(z))” is the KL divergence
regularization term. Because posterior q(z| x ) is intractable, the variational inference method is
applied to approximate the easier-to-handle distribution, for example, the Gaussian distribution.
The variational reasoning computes the KL divergence between q(z| x ) and p(z) and updates q(z| x )
in the direction in which the value of KL divergence decreases. The latent variable distribution p(z)
is approximated to a computable function, usually the standard normal distribution N (0, I ) . In the
neural network model, the feature is extracted from the VAE encoder and then the mean µ and variance
σ2 values are obtained through the linear layer. We draw a sample from z ∼ N (0, I ) for training, shift
and scale it using z = µ + σe, with the condition e ∼ N (0, I ), and pass it to the decoder.
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3.2. Caption Attention Map
The CAM is defined as a vector representing the weight value of how much the corresponding
part of the image is related to a sentence about that part. The information that can be obtained from
the image-caption set is an attention area in the image that the sentence describes. Intermediate results
from the model in the paper [8] are used to induce a CAM. We refer to this method as KWL after the
title of the paper “Knowing When to Look” [8]. The KWL derives the attention area associated with
each word. We combined this information to provide attention to the entire sentence.
An example diagram of this process is represented in Figure 1.

Figure 1. Illustration of the process generating a caption attention map (CAM). An attention module
for each step derives attention weight α and visual grounding (1 − β) [8]. The calculation method of
the CAM is described in the blue box, which is the weighted sum of α and (1 − β).

The attention module in the model that is attached after each step of the RNN highlights the
image area and effects when predicting words. An image is divided into k areas: 7 × 7, for a total of
49 areas. Following [8], A = { a1 , ..., ak }, ai ∈ R2048 is a spatial image features extracted from ResNet at
each of the k grid locations. A global image feature can be obtained by: a g = 1k ∑ik=1 ai . Single layer
perceptron and rectifier were used to transform the image feature vectors ai and a g into new vectors
vi and Vg with dimension d. The transformed spatial image feature form V = [v1 , ..., vk ]. The V is
inserted to attention modules and the Vg is concatenated with the term Wi xi and inserted into each
step of LSTM, where xi and Wi represent an ith word of the sentence and a weight matrix, respectively.
ht denotes the hidden state of each time step t in LSTM. The LSTM memory stores both long and
short term visual and linguistic information. For each time step t, a visual sentinel st provides a latent
representation of what the decoder already knows. α ∈ Rk is the attention weight over features in
V. Sentinel gate β t represents the weight of whether to attend the image or to attend the st when
deriving the word of the step. The β t is derived from the st , the ht , and an image feature in an attention
module, and its value is between 0 and 1. The smaller this value is, the higher the weight that is placed
on the image. Conversely, the larger the value of the visual grounding (1 − β t ) probability, the more
information is obtained from the image.
The αt and β t are extracted within an attention module for each step of LSTM. Then, the weighted
sum of αt and (1 − β t ) for words in the caption is calculated to obtain CAM. The more a word is
associated with the information in an image, the larger the weight of the region corresponding to that
word in the image. The CAM = [cam1 , ..., camk ] for one image-caption set can be expressed as:
N

cami =

∑ αti ∗ (1 − β t ),

t =1

f or i ∈ [1, k ],

(3)
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where t and N denote the step index of LSTM and the total number of steps, respectively. The attention
of each area is expressed as a value between 0 and 1.
Figure 2 represents examples of a generated CAM derived from each caption for images in the
training data. In each image, the part corresponding to the main content described in the sentence is
highlighted. In the case of (a), the diversity of the ground truth captions is low (Div-1 = 0.321). Div-1 is
the diversity evaluation metric and it is described in Section 4.2). All five captions mainly describe
“A woman takes a picture in front of a mirror”, and the words appearing are similar to “woman”,
“picture”, “photo”, and “mirror”. Consequently, similar parts are highlighted in the resulting CAM.
In the case of (b), the diversity of the ground truth captions (Div-1 = 0.791) is higher than for (a) and
different CAMs are generated according to the captions from the same image. For caption (1), the part
around the “jet” is highlighted. For caption (2), the wide range highlighted in the image is affected
by the word “tarmac” and “airport”. Caption (3) highlights the background and character part of the
airplane, while caption (4) highlights an engine and the wing on which it is mounted. The CAM helps
the proposed VAE-based model to generate diverse captions according to image region characteristics.

Figure 2. Examples of a generated CAM derived from each caption for an image. (a) with low diversity
(Div-1 = 0.321) and (b) with relatively high diversity (Div-1 = 0.791). The highlighted parts of five
CAMs are more diverse in (b) than in (a).
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3.3. VAE-Based Captioning Model Using CAM
The VAE structure was used to construct a network that provides diversity in captions.
While previous studies provided variation in sentence style, we proposed a method to give variation
in relation to image region characteristics. The KWL [8], which is one of the attention-based caption
generation networks, is applied to the VAE encoder and decoder. The overall framework is described
in Figure 3.

Figure 3. Illustration of variational autoencoder-based multiple image captioning models. (a) base
model that projects sentence embedding to a latent distribution; (b) proposed model that projects CAM
to a latent distribution.

The sentence generation model with VAE basically uses RNN as the encoder and decoder, and
most simply projects the hidden state of the last step of RNN to a latent distribution [11,12,16].
The structure of the base model is represented in Figure 3a. The hidden state ht is equivalent to the
embedding of a sentence, which indicates the characteristics of the caption. ht is transformed into a
latent dimension through a linear layer to obtain mean µ and variance σ2 , respectively. While decoding
a latent variable, z (representing the sentence style) is sampled from the latent space. Different samples
affect the orange shaded vectors to induce the generation of different sentences. z is projected to vector
s via a fully connected layer. The size of s is the same as the word embedding size, and it is inserted
into the first step of the LSTM after being multiplied by a weight. Jain et al. [11] used hidden state
mapping when solving the question generation problem, by setting the latent variable dimension to 20.
The dimension size of z is borrowed from [11].
The proposed model transforms CAM to a latent representation. In the image captioning task,
information about images plays an important role. An image and its ground-truth caption pair gives
the style of the image regions that the caption describes. The structure of the proposed model is
illustrated in Figure 3b. First, the 49-size CAM is extracted from the VAE encoder using the method
described in Section 3.2. Next, this vector is projected to a latent space via linear layers. If we set the
size of the latent variable too large or too small, training does not work properly. The dimension of 256
was chosen for µ, σ, z, whose size is reasonable for representational power. In the decoding process,
a sampled latent variable z is projected as a guide map G after going through the linear layer. The
vectors affected by z are shaded in orange. This 49-size guide map G is designed to apply different
weights for different areas of the image. We extracted the region-guided image feature by inserting G

Appl. Sci. 2019, 9, 2699

7 of 12

into the CNN with the image. Specifically, G is scaled up to Gup , whose size is the image input size,
and then concatenated to the fourth channel of the image. The four-dimensional tensor, including this
map, is inserted as an input to the image encoder, ResNet-152 [17]. The input of the first convolution
layer of ResNet is changed to four-dimensional, and the remaining layers are the same as in previous
work [17]. The outputs of the ResNet, image feature vector V and global image feature vector Vg can
be expected to reflect the region weighting of the image.
The latent distribution is trained to be a form of the normal distribution, as described in Section 3.1.
Using inference, latent variables are sampled from the distribution. Various sampling methods can
be applied according to the purpose of each model. To extract several captions with different style or
expressions, we should sample points that are far away from each other in the latent space. On the
other hand, to improve the accuracy of the sentence, which calculates similarity using the ground
truth caption, it is necessary to sample a point near the origin. The latent variable is randomly
sampled to evaluate whether our model is well constructed. Jain et al. [11] sampled from the normal
distribution and uniform distribution for the evaluation. Similarly, we also extract the variables
from those distributions. The uniform distribution has three ranges—(−20, 20), (−30, 30), and (−40,
40)—and they are denoted U20, U30, and U40, respectively.
4. Experiments
4.1. Experimental Setups
The proposed model was trained and evaluated using the popular MS COCO dataset [18].
The dataset contains 82,783 images for training and 40,504 for validation. Because annotations for
the test set are not publicly available, we reported the results with the widely used splits [19] which
contain 5000 images for validation and test, respectively.
First, the VAE encoder used the pre-trained parameters obtained by training the KWL [8] alone.
The encoder parameters are fixed while training the entire VAE model. The weights of the linear
layers before and after the latent space projection and that of the decoder are updated during training.
The vocabulary size was 9956, the word embedding size was 256, and the hidden size was 512. Adam
optimizer [9] was used with learning rate 4 × 10−4 . Early stopping was applied based on the CIDEr
score. The Adam optimizer [9] was used with the learning rate of 3 × 10−3 and stopped after 15 epochs.
4.2. Multiple Image Captioning Evaluation Metrics
In this paper, a methodology for evaluation of a multiple image captioning model is proposed that
contains metrics for accuracy and diversity. The purpose of this model is to create multiple captions
including a variety of expressions from a single image, with each caption correctly describing the
image. Therefore, it is necessary to estimate both accuracy and diversity simultaneously.
The accuracy was measured using METEOR [20], ROUGE [21], SPICE [22], and CIDEr [23], which
are metrics commonly used for image captioning. The diversity of the generated caption set, S p , is
evaluated as sentence-level diversity and corpus level diversity. The sentence level diversity metric,
Div-s, includes an estimate of the diversity of the sentence structures. Even when a sentence includes
the same word found in other sentences, we count the sentences with different sentence structures,
that is, those in which the order of words is different. The metrics for corpus level diversity, Div-1, are
referred to as was done previously [13]. This metric can be used to evaluate the diversity of words and
expressions used in the sentences.
-

Accuracy: the result of calculating the metrics METEOR [20], ROUGE [21], SPICE [22], and
CIDEr [23] between the generated caption and the ground truth captions.
Div-s: ratio of a number of unique sentences in S p to the number of sentences in S p . A higher
ratio is more diverse.
Div-1: ratio of a number of unique unigrams in S p to the number of words in S p . A higher ratio is
more diverse.
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4.3. Results
For evaluation, the captions were generated by random sampling of the latent distribution and
their performance was measured. We randomly extracted 100 samples of M-dimension from the
standard normal and uniform distributions. Both accuracy and diversity metrics had to be calculated
to evaluate the multiple captioning systems.
The accuracy, METEOR [20], ROUGE [21], SPICE [22], and CIDEr [23] metrics were measured
for the 100 descriptions generated by the models. To improve the reliability of the random extraction
evaluation, the sampling and evaluation processes were repeated five times and the mean value is
shown in Table 1. Table 2 compares the diversity score of the base model with that of the proposed
model. Div-s was measured for S p , which contained all 100 descriptions. In the case of Div-1, other
combinations of S p should be used to match with the scale of the evaluation score [13]. Shetty [13] used
the GAN network to derive five different descriptions for each image and to evaluate the diversity
of these five descriptions. With this method, when the network is trained, five captions are regarded
as one set, and the parameters are learned in the direction that increases the variation among the
descriptions in the set. However, with the proposed method, only one caption was generated from
one sampling in the network, and the performance varied depending on where the latent variable
was extracted in the latent space. Therefore, it is difficult to compare this with the results of [13].
The following method was used for numerical comparison. We generated combinations of five
different captions out of 100 and they were treated as S p s. If there were fewer than five different
captions, the rest of the captions were filled with the shortest sentence. In Table 2, k represents the
number of images with five or more different captions out of 5000 test sets, and this is represented in the
table. The max Div-1 represents MEANi [ MAXs ( Div − 1)], where i and s denote the image index and
caption combination set index, respectively. The average Div-1 represents MEANi [ MEANs ( Div − 1)].
Table 1. Experimental results of captioning accuracy with the base model and the proposed model.
Both evaluation results are comparable with N1 sampling.
Base Model
Sampling

Proposed Model

METEOR

ROUGE

SPICE

CIDEr

METEOR

ROUGE

SPICE

CIDEr

0.249
0.246
0.244
0.244

0.532
0.527
0.526
0.524

0.183
0.180
0.179
0.178

0.976
0.959
0.952
0.948

0.248
0.240
0.230
0.218

0.533
0.523
0.510
0.493

0.182
0.174
0.163
0.149

0.980
0.929
0.864
0.780

N1
U20
U30
U40

Table 2. Experimental results of the diversity of the base model and the proposed model. The result of
the proposed method is more diverse than the base model is with N1 sampling.
Base Model
Sampling
N1
U20
U30
U40

Proposed Model

Div-s

k

max Div-1

average Div-1

Div-s

k

max Div-1

average Div-1

0.015
0.090
0.116
0.133

38.8
3859.6
4355.8
4550.2

0.192
0.359
0.391
0.410

0.191
0.307
0.319
0.326

0.017
0.128
0.201
0.274

133.0
3825.75
4431.75
4721.75

0.197
0.387
0.457
0.516

0.196
0.317
0.347
0.373

As represented in Table 1, the accuracy of the proposed model and the base one were comparable
with N1 sampling. Moreover, the proposed method showed better performance in the diversity
evaluation with N1 sampling, as shown in Table 2. Div-s was larger with the proposed model and
k increased greatly from 38 to 133. This means that the model generated more different sentences in
100 samples. Both max Div-1 and average Div-1 values were also larger with the proposed model.
U20, U30, and U40 cannot be compared one by one, but the table shows that the larger the sampling
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range, the lower the accuracy and the higher the diversity. For reference, we computed the Div-1 of
the MS COCO data set, which consisted of captions written by humans, and the value was 0.53.
Figure 4 shows an analysis of the relationship between the diversity of content the image contains
and the diversity of the captions generated. Assuming the images will tend to contain a variety of
content if they include a variety of captions, the Div-1 value of the ground truth captions was used
to represent the richness of the content. Div-1s were obtained for the ground truth images and the
images were divided into five groups according to their Div-1 values. The divisions were as follows
with Div-1 values between (0.0–0.2], (0.2–0.4], (0.4–0.6], (0.6–0.8], and (0.8–1.0]. Moreover, the caption
was generated by the model for an image corresponding to each section. Then, the maximum Div-1
value was obtained by constructing five caption combinations per image in the same way as the
experiment in Table 2, and the average Div-1 of the images was obtained within the interval. To reduce
the random sampling error, the same experiment was repeated five times and the average value is
shown. The value was plotted on the vertical axis in Figure 4. The results of the base model are
represented in dashed lines and the results of the proposed model are shown in solid lines. As the
image content diversity increased, the Div-1 value of the proposed model increased more rapidly than
with the base model. In the case of the base model, the diversity of the generated caption increased
as the diversity of the ground truth caption increased, but the incremental rate was low. Therefore,
a large gap developed between the Div-1s of the generated and the ground-truth captions for the rich
images. Our method modeled the image region feature into a latent space. When decoding, the latent
variable was calculated in conjunction with the image and gave a weighting effect to various parts of
the image. Therefore, it was more affected by the image content than was the base model using only
the sentence features. It is expected that, with this system, if an image contains a greater variety of
content, it will generate a greater variety of captions.

Figure 4. Representation of the relationship between the image content diversity and the diversity of
captions generated. As the image-content diversity increases, the Div-1 value of the proposed model
increases more rapidly than with the base model.

4.4. Discussion
Figure 5 illustrates several results from extracting various captions using the proposed network.
One-hundred captions were extracted through random sampling and no duplicate sentences are
represented in the figure. The second column shows the results from the U30 sampling of the base
model, and the last column shows the results of the U20 sampling of the proposed model. For a
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reasonable comparison, we adopted Base-Model-U30 as a comparison target of which the accuracy
and the values related to Div-1 are higher than with the Proposed-Model-U20: the values evaluated
with the accuracy metrics METEOR, ROUGE, SPICE, and CIDEr, and related Div-1 metrics k, max
Div-1, and average Div-1 are higher. For the measure of Div-s, Proposed-Model-U30 was higher
than Base-Model-U30; therefore, more different captions were generated. Captions extracted from
the proposed model included more diverse expressions. An image information CAM was used in
the proposed model; therefore, the generated captions were related to the different characteristics of
the images. In image (1), most of the captions in (a) indicate that the “bus is parked”. Parking places
vary: “in front of a bus”, “parking lot”, and “side of the road”. In (b), besides the information about
the position of the bus, captions about the graffiti drawn on the bus are also generated. In image (2),
the captions in (c) state that there are plates, forks, etc. on the table. In contrast, various expressions
such as “slice of”, “bite taken”, “half eaten”, and “small piece” are included in the captions in (d).

Figure 5. Comparison of the quality of multiple captions generated by the base model and the proposed
model. Captions extracted from the proposed model contain more diverse expressions.

The observed failure cases are shown in Figure 6. When the captions in the training data are
biased towards similar images and the captioning system is induced to generate diverse captions,
generated captions converge on biased data. Despite the absence of “umbrella”, “kite”, or “man” in
the image, these words appear in the captions. This is because the images in the training data set taken
in the background of the beach mostly contained parasols and kites.
For further work, we plan to carry out experiments in the future after data reinforcement. It would
also be useful to study a method by which extracting a caption is different from previous ones. To do
this, a method for latent space modeling and extracting variables that are far apart from each other
should be considered.
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Figure 6. Failure cases of the proposed model that generate image-independent captions.

5. Conclusions
In this paper, a network is proposed that generates multiple captions by changing the guide map
that reflects the region-related style of the image. First, we obtain a CAM at the VAE encoder and the
CAM vectors constitute a latent space. Next, the vector that reflects the image-attention region style is
extracted from the latent space. At the VAE decoder, this vector is used as the CNN input, and acts
as a condition to generate the caption. The proposed model outperforms the base model in terms of
diversity when the accuracy is comparable. Using sample cases, we confirmed that captions generated
by the proposed method have a greater variety of content and of expressions than the ones generated
by the base model. The proposed method could be useful for many applications requiring multiple
caption generation.
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