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Abstract: In this paper, we address the task of zero-shot cross-lingual news sentiment classification.
Given the annotated dataset of positive, neutral, and negative news in Slovene, the aim is to
develop a news classification system that assigns the sentiment category not only to Slovene news,
but to news in another language without any training data required. Our system is based on
the multilingual BERTmodel, while we test different approaches for handling long documents
and propose a novel technique for sentiment enrichment of the BERT model as an intermediate
training step. With the proposed approach, we achieve state-of-the-art performance on the sentiment
analysis task on Slovenian news. We evaluate the zero-shot cross-lingual capabilities of our system
on a novel news sentiment test set in Croatian. The results show that the cross-lingual approach also
largely outperforms the majority classifier, as well as all settings without sentiment enrichment in
pre-training.
Keywords: sentiment analysis; zero-shot learning; news analysis; cross-lingual classification;
multilingual transformers

1. Introduction
Sentiment analysis is one of the most popular applications of natural language processing
(NLP) and has found many areas of applications in customers’ product reviews, survey textual
responses, social media, etc. It analyzes users’ opinions on various topics, such as politics, health,
education, etc. In sentiment analysis, the goal is to analyze the author’s sentiments, attitudes, emotions,
and opinions [1]. Traditionally, such analysis was performed towards a specific entity that appears
in the text [2]. A less researched, but nevertheless prominent field of research in sentiment analysis
is to shift the focus from analyzing sentiment towards a specific target to analyzing the intrinsic
mood of the text itself. Several works try to model feelings (positive, negative, or neutral) that
readers feel while reading a certain piece of text, especially news [3,4]. In Van de Kauter et al. [5],
the authors claimed that the news production directly affects the stock market as the prevalence of
positive news boosts its growth and the prevalence of negative news impedes it. In the context of
news media analytics, the sentiment of news articles has been used also as an important feature in
identifying fake news [6] and biases in the media [7]. Rambaccussing and Kwiatkowski [8] explored
the change in sentiment of news articles from major U.K. newspapers with respect to current economic
conditions. Bowden et al. [9] took a step further and tried to improve the forecasting of three economic
variables, inflation, output growth, and unemployment, via sentiment modeling. They concluded
that, using sentiment analysis, out of the three variables observed, the forecasting can be effectively
improved for unemployment.
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In the last year, the use of pre-trained Transformer models has become standard practice
in modeling text classification tasks. Among the first such models was the BERT (Bidirectional
Encoder Representations from Transformers) model developed by [10], which achieved state-of-the-art
performance on several benchmark NLP tasks, as well as in real-world applications, e.g., Google search
engine [11] and chatbots [12]. The initial model was however pre-trained only on English corpora and
could consequently be used only for modeling textual data in the English language. A new version of
the BERT model, titled multilingual BERT or mBERT, soon followed. This model was pre-trained on
unlabeled data in 104 languages with the largest Wikipedias using a joint vocabulary. Several studies
noted the ability of the mBERT model to work well in multilingual and cross-lingual contexts even
though it was trained without an explicit cross-lingual objective and with no aligned data [13,14].
In the context of sentiment analysis of news articles, we however identified two potential
drawbacks of the mBERT model. The first is that the model accepts the inputs of a fixed length
where the length is determined by the length of the context window, i.e., the maximum length of
the input sequence during the pre-training phase. Since the training becomes computationally more
expensive with the size of the context window, several standard implementations of the mBERT model
have the context window set to a maximum length [15]. The standard solution for longer documents is
therefore to cut the inputs to the length of the context window [16]. This method however potentially
causes the loss of important information that could be present in the later parts of the document.
Another potential drawback is that the input representations produced by the Transformer models
may encode only a small amount of sentiment information. The pre-training objectives, namely the
masked language modeling and next sentence prediction, are designed to focus on encoding general
syntactic and certain semantic features of a language. The only explicit sentiment signal the models
get is during the fine-tuning phase, when the models are generally trained on a much smaller amount
of data.
The paper presents the advances achieved in the scope of the European project H2020 EMBEDDIA
(www.embeddia.eu, duration 2019–2021), which focuses on the development of cross-lingual
techniques to transfer natural language processing tools to less-resourced European languages with
applications to the news media industry. In this paper, we present our approach to cross-lingual
news sentiment analysis, where given an available sentiment-annotated dataset of news in Slovene [3],
we propose a news sentiment classification model for other languages. In this paper, we focus
on Croatian, where the news dataset is provided by 24sata, one of the leading portals in Croatia,
and was labeled with the same sentiment annotation scheme as the Slovenian dataset in order to allow
comparison in a zero-shot learning setting where no annotations in the target language are expected.
We identify three main contributions of this paper focusing mainly on the cross-lingual zero-shot
learning setting. First, we gathered a sentiment-annotated corpus of Croatian news, where the
annotation guidelines follow the annotation scheme of the Slovenian sentiment-annotated news
dataset [3], therefore enabling cross-lingual zero-shot learning sentiment evaluation. Second, we tested
several document representation techniques to overcome one of the shortcomings of the BERT
models of not being capable of efficiently processing longer text documents. Last, but not least,
we propose a novel intermediate training step to directly enrich the BERT model with sentiment
information in order to produce input representations of better quality for sentiment classification tasks.
These representations were then tested both in a monolingual setting, as well as in the zero-shot
cross-lingual setting, where the model was tested on a different language without any additional
target language training. Our experiments show that these representations improve the results in the
monolingual setting and achieve a substantially better result than the majority baseline classifier in the
cross-lingual setting.
The article is structured as follows. In Section 2, we first present the related work upon which
our study builds. In Section 3, we present two datasets of news articles that are manually labeled
in terms of sentiment: the existing Slovenian dataset [3] and the newly constructed Croatian test set.
Section 4, where we present the methodology, is followed by Section 5, explaining the experimental

Appl. Sci. 2020, 10, 5993

3 of 21

setup, with the training regime applied and the evaluation method. Section 6 presents the results of
the experiments and discusses their impact, which is followed by qualitative inspection of the models
in Section 7. Section 9 presents the conclusions of this work and ideas for future research.
2. Related Work
Traditionally, sentiment analysis was modeled through the use of classical machine learning
methods, where especially learners such as support vector machines combined with the TF-IDF text
representations proved to be widely successful [17,18]. Lately, however, deep neural networks have
become more frequent for sentiment analysis and started outperforming the classical approaches.
Mansar et al. [19] used convolutional neural networks (CNN), a variant of neural networks, which are
heavily utilized for computer vision. With the help of the convolutional layer, they acquired word-level
representations of individual news articles from the learning corpus and combined them with the
sentiment score of the individual article, which was obtained with a simple, rule-based model.
The attributes were used as input to the fully connected NN. Their model showed the best performance
on the SemEval2017 challenge (Task 5, Subtask 2). Moore and Rayson [20] used two models for
analyzing sentiment in financial news titles, a support vector machine and a bidirectional LSTM
(Long-Short Term Memory) neural network. They reported the LSTM neural network to outperform
the SVM modelsby 4–6%.
Several recent works also explored the problem of cross-lingual sentiment analysis. One of the
earlier studies [21] employed machine translation to translate a large corpus of sentiment-annotated
English training data for the development of a Chinese sentiment classifier. These translated data were
then used in addition to the original Chinese data to train an SVM-based classifier. While machine
translation can be a good solution for cross-lingual modeling, a quality machine translation system for
a particular language pair may not exist or may be expensive to train. Furthermore, machine learning
systems struggle with distant language pairs [22]. Zhou et al. [23] developed a cross-lingual
English-Chinese attention-based neural architecture for sentiment classification. It utilizes a two-level
hierarchical attention mechanism. The first layer of the model encodes each sentence separately by
finding the most informative words. Then, the second layer produces the final document representation
from lower-level sentence representations. The downside of their work is that the model uses aligned
data in two languages, which are not readily available for every language pair. Ref. [24] proposed a
representation learning method that utilizes emojis as an instrument to learn language-independent
sentiment-aware text representations. The approach is however limited to text types where emojis
regularly appear. The cross-lingual sentiment classification approaches presented above also do not
address news analysis, but focus on shorter social media texts, where there is no need for adaptation to
longer text sequences and they do not leverage cross-lingual Transformer models, such as mBERT, that
have been recently introduced as the state-of-the-art for cross-lingual classification tasks. In this paper,
we will bridge this gap by proposing a novel approach where we not only leverage standard transfer
learning where pretrained language models are fine-tuned for specific classification tasks (in the same
or another language), but introduce a novel intermediate training step for sentiment enrichment of
BERT models.
The need for labeled data is seen as one of the main obstacles in developing robust cross-lingual
systems for natural language processing, especially for low-resource languages. For this reason,
research has been focused lately on models that can work in a zero-shot setting, i.e., without being
explicitly trained on data from the target language or domain. This training paradigm has been utilized
with great effect for several popular NLP problems, such as cross-lingual document retrieval [25],
sequence labeling [26], cross-lingual dependency parsing [27], and reading comprehension [28].
More specific to classification tasks, Ye et al. [29] developed a reinforcement learning framework
for cross-task text classification, which was tested also on the problem of sentiment classification in
a monolingual setting. Jebbara and Cimiano [30] developed models for cross-lingual opinion target
extraction, which were tested in a zero-shot setting, similar to ours. Their approaches rely on the
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alignment of static monolingual embeddings into the shared vector space for input representation.
Fei and Li [31] trained a multi-view cross-lingual sentiment classifier based on the encoder-decoder
architecture used for unsupervised machine translation. Their systems showed state-of-the-art
performance on several benchmark datasets. The difference from our work is that the datasets used
are all product review datasets, which contain considerably shorter texts. Furthermore, as described in
Section 1, product reviews contain the target of the modeled sentiment in the text, while news articles
generally do not, which makes the two problems different on a more fundamental level.
Novel research has also been done on better input text representation techniques for classification
tasks. Tan et al. [32] proposed a clustering method for words based on their latent semantics. The vectors
composing the same clusters were then aggregated together into cluster vectors. The final set of cluster
vectors was then used as the final text representations. This novel text representation technique showed
improvement on five different datasets. Pappagari et al. [33] proposed a modification to the BERT model
for long document classification in a monolingual setting. They utilized a segmentation approach to
divide the input text sequences into several subsequences. For each subsequence, they obtained a feature
vector from the Transformer, which they then aggregated into one vector by applying another LSTM- or
Transformer-based model over it. This work has inspired part of our current research for obtaining better
Transformer-based representation of long text sequences. Ref. [34] recently presented a Transformer
architecture, which is able to produce input representations from long documents in an efficient manner.
However, the model they produced based on this architecture was pre-trained only on English data.
3. Datasets
In this section, we present in detail the two datasets of sentiment-labeled news that were used in
this experiment.
3.1. SentiNews Dataset in Slovene
We used the publicly available SentiNews dataset (available at https://www.clarin.si/repository/
xmlui/handle/11356/1110) [3], which is a manually sentiment-annotated Slovenian news corpus.
The dataset contains 10,427 news texts mainly from the economic, financial, and political domains
from Slovenian news portals (www.24ur.com, www.dnevnik.si, www.finance.si, www.rtvslo.si, www.
zurnal24.si), which were published between 1 September 2007 and 31 December 2013. The texts were
annotated by two to six annotators using the five-level Likert scale on three levels of granularity,
i.e., on the document, paragraph, and sentence level. The dataset contains information about average
sentiment, standard deviation, and sentiment category, which correspond to the sentiment allocation
according to the average sentiment score. The dataset statistics are:
•
•
•

10,427 documents;
89,999 paragraphs;
168,899 sentences.

For our news classification experiments, we used the document-level annotations,
with 10,427 news articles and an imbalanced distribution of 3337 (32%) negative, 5425 (52%) neutral,
and 1665 (16%) positive news, where the sentiment category corresponds to the sentiment allocation
according to the average sentiment score. For intermediate training, we also leveraged paragraph-level
annotations.
3.2. Croatian Sentiment Dataset
The Croatian dataset was annotated in the scope of project EMBEDDIA and for the purposes of
testing cross-lingual classification; therefore, the annotation procedure fully matched the Slovenian
dataset [3].
The data came from 24sata, one of the leading media companies in Croatia with the highest
circulation newspaper. The 24sata news portal is one of the most visited websites in Croatia, and it
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consists of a portal with daily news and several smaller portals covering news from specific topics
such as automotive news, health, culinary content, and lifestyle advice. Portals included in the
dataset are www.24sata.hr (daily news content, the majority of the dataset), as well as miss7.24sata.hr,
autostart.24sata.hr, joomboos.24sata.hr, miss7mama.24sata.hr, miss7zdrava.24sata.hr, www.express.hr,
and gastro.24sata.hr.
The dataset statistics are:
•
•
•

2025 documents;
12,032 paragraphs;
25,074 sentences.

As in [3], the annotators chose the sentiment score on the Likert [35] scale (corresponding to the
question: Did this news evoke very positive/positive/neutral/negative/very negative feelings?),
but for the final dataset, the average annotations were then three classes (positive, negative,
and neutral). Annotations were done on three levels: document, paragraph, and sentence level.
The distribution of positive, negative and neutral news texts of the document-level annotations used in
this study is as follows: 303 (15.1%) positive, 439 (21.5%) negative, and 1283 (63.4%) neutral. They will
be made available under a CC license upon acceptance of the paper. More details about inter-annotator
agreement and annotation procedure are available in the Appendix A of this paper.
As one of the contributions of this paper is the evaluation of representation learning for
long articles, we also provide the statistics of both datasets in terms of length. Table 1 compares
the Slovenian and Croatian news datasets in terms of the length of annotated articles. It presents
the average number of tokens per article, as well as the length of the longest and shortest articles
in the respective datasets. We present the lengths in terms of the standard tokenization procedure
where each word and punctuation mark counts as a separate token. However, the BERT model uses a
different form of tokenization, namely the WordPiece tokenization [36]. Using this tokenization process,
each word is broken into word pieces, which form the vocabulary of the tokenizer. The vocabulary is
obtained using a data-driven approach: given a training corpus G and a number of word pieces D,
the task is to select D word pieces such that the segmented corpus G contains as much unsegmented
words as possible. The selected word pieces then form the vocabulary of the tokenizer. This approach
is proven to handle the out-of-vocabulary words better than standard tokenization procedures. Since
the inputs to the BERT model have to be tokenized according to this algorithm in order for the model
to properly learn, we present the length statistics in terms of BERT’s WordPiece tokenization model
as well in the column “BERT tokens”. We may observe that the average length of the articles in both
datasets is relatively long in terms of the BERT tokens. Especially in the Slovenian dataset, which is
used for training in this experiment, the average length of an article surpasses the maximum window
size of the BERT model, which is set to 512 tokens in the implementation we are using for this work.
Table 1. Length of the articles in the Slovenian and Croatian datasets in terms of the number of tokens.
The row “Tokens” presents the length in terms of the standard tokenization procedure, and the row
“BERTtokens” presents the length of the articles in terms of BERT’s WordPiece tokenization.
Slovenian

Tokens
BERT tokens

Croatian

Min

Max

Mean

Min

Max

Mean

10
19

2833
4961

350
648

155
256

515
816

273
456

4. Methodology
We tested two approaches, one focusing on techniques for long document representation and
the second one on improving the performance on the sentiment analysis task through intermediate
pre-training.
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In this work, we model sentiment in news articles, which are frequently longer than the BERT
context windows, as discussed in Section 1. Therefore, in our first approach, we experiment with
several methods for representing longer documents.
The second approach, presented in Section 4.4, proposes a novel technique for sentiment
enrichment of mBERT. In standard BERT architectures, the pre-training phase of BERT consists of
masked language modeling and next sentence prediction tasks, which are robust, but not necessarily
relevant for sentiment classification, as discussed in Section 1. Therefore, we add an intermediate
training step where, aside from masked language modeling, the sentiment classification is used as a
learning objective. This model is then used for final fine-tuning. The role of intermediate training for
BERT is still unexplored in NLP, with some initial experiments presented in [37].
4.1. Beginning of the Document
In the first experimental setting, we produced the document representations by using only the
beginning part of the document. We first tokenized the document with the pre-trained multilingual
BERT tokenizer. We then took the sequence of 512 tokens from the beginning of the document and fed
them to the BERT language model. As proposed in Devlin et al. [10], we used the representation of the
[CLS] token produced by the language model as the document representation. The [CLS] token is a
special token prepended to every input of the BERT model, which, after fine-tuning, is used to represent
the input sequence for classification tasks. We then sent this representation to the classification head
composed of a single linear layer. This experiment mimics the usual usage of the BERT pre-trained
models for text classification tasks and is included in this work for better benchmarking of other
proposed text representation methods.
4.2. Beginning and End of the Document
For the second setting, we tried to produce the document representations by using the beginning
and end of the document. The length of the input sequence was retained at 512 tokens. For sequences
longer than 512 tokens after tokenization, we took 256 tokens from the beginning of the text and
256 tokens from the end of the text and concatenated them. We then fed the sequence to the BERT
language model and used the [CLS] token vector from the last layer as the document representation.
This document representation was then fed to the classification head composed of a linear layer.
4.3. Using Sequences from Every Part of the Document
In the third setting, we tried to compose our document representation by using information in the
whole document.
For the language model fine-tuning phase, we tokenized each document and broke it into
sequences of 512 tokens. We then used a sliding window that moved over all the subsequences
in the order they appeared in the original sequence. Each subsequent window would overlap the first
fifty tokens from the previous window. This way, we hoped our model would capture the relationships
across sentence boundaries. We attached the document sentiment label to each of the subsequences
from the same document. Such an oversampled dataset was then used to fine-tune the multilingual
BERT language model with the attached linear layer for classification. This method is graphically
presented in Figure 1.
After finetuning we again prepared each document in the dataset as described above and sent
every subsequence of a particular document to the fine-tuned BERT model. We extracted the [CLS]
vector representations from the last layer and combined them into a final document representation.
This approach is inspired by the work of Pappagari et al. [33]. The main difference of our study
is in the way the subsequence representations are merged into a document representation. In this
work, we tested three different ways of combining the output vector representations into the final
document representation.
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Using the most informative subsequence representation:
In this approach, we tried to identify the most informative subsequence for the task at
hand. As the BERT language model was fine-tuned on the sentiment classification task, we
assumed some notion of the importance of different parts of the text was encoded directly
into the vector representations. Using this line of thought, we defined the most informative
subsequence as the subsequence with the highest euclidean vector norm. Formally, from the set
of ordered subsequence representations: S = { x1 , x2 , . . . xn } we chose: x = argmax (|| x ||2 : x ∈ S).
We then used only this representation as the final vector representation and discarded the rest.
The document representation is then sent into a two-layer fully connected neural network,
which produces the final predictions.

•

Averaging the representations of all subsequences:
As the first approach is based on a strong assumption and it does not actually utilize the data from
the whole document, here we combine all the vector representations of subsequences into one
final document representation. We used a relatively naive approach of simply averaging all the
vector representations to produce the final document embedding. The document representation is
then sent into a two-layer fully connected neural network, which produces the final predictions.

•

Using convolutional layers:
In this approach, we extracted the most informative parts of the document with the use of 1D
convolutional neural layers. We used a convolutional filter of size 2 with stride 2 that runs
over the produced subsequence representations. This way, the convolutional filter processes the
subsequences in pairs and extracts the most informative features from each pair of subsequences
from each part of the document. Since we have documents of variable lengths that may be
represented by a variable number of subsequences, all the representations were padded with
zero vectors up to the maximum length of 6. We used 128 filters to produce 128 feature maps.
We then mapped these maps to a final 128-dimensional document vector representation using
a max pooling operation. The final embedding is then sent into a linear layer that produces
the classification.

The advantage of the first two mapping operations is that, in comparison to the methods proposed
in Pappagari et al. [33], they are more computationally efficient as we need to perform simple
vector norm and averaging calculations to produce the final document representations. The third
mapping operations uses a convolutional layer to map the different subsequences into one document
representation. The convolutional networks have proven in the past to be competitive with other
text-processing approaches in NLP [38]; therefore, our approach presents an alternative to the LSTM
and Transformer-based sequence aggregation.
4.4. Sentiment Enrichment of the mBERT Model
In this approach, the aim is to to induce sentiment information directly into the vectorized
document representations that are produced by the multilingual BERT model. To do so, we added
an intermediate training step for the mBERT model before the fine-tuning phase. The intermediate
training phase consists of jointly training the model on two tasks. The first task we used was the
masked language modeling task as described in the original paper by Devlin et al. [10]. We left this
task unchanged in hopes that the model would better capture the syntactic patterns of our training
language and domain.
For the second task, we used the sentiment classification task, which mirrors the fine-tuning task,
but is trained using a different set of labeled data. With this task, we tried to additionally constrain
the model to learn sentiment-related information before the actual fine-tuning phase. The task was
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formally modeled as a standard classification task where we tried to learn a predictor that would map
the documents to a discrete number of classes:
γ:x→C

Figure 1. The document representation approach using a sliding window over the whole input
sequence. Each subsequence is embedded using a fine-tuned BERT model, and all the subsequences
are then merged into a final document representation, which is sent further as the input to the classifier.
The length of the sliding window is 512 tokens. The first 50 tokens of each subsequent sliding window
overlap with the last 50 tokens of the previous sliding window.

For each document xi in the training set S = { x1 , x2 , . . . , xn }, we produced a document
representation d ∈ R1×t , where t is the dimension of the representation, by encoding the document
with the mBERT model and taking the representation of the [CLS] token from the last layer. We sent
this representation through a linear layer and a softmax function to map it to one of the predefined
classes C = {y1 , y2 , . . . , yn }.
h = Linear (d, W )

(1)

ŷ = So f tmax (h)

(2)

We calculated the loss of the sentiment classification task: Ls at the end using the negative log
likelihood loss function

Ls = − log(ŷi )
where ŷi is the probability of the correct class.
The final loss L is computed as:

L = Lmlm + Ls
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where Lmlm represents the loss from the masked language modeling task. The model is then jointly
trained on both tasks by backpropagating the final loss through the whole network.
The original mBERT model is pre-trained on another task, namely next sentence prediction, which,
according to the authors, helps the model learn sentence relationships. During training, the input
for this task is treated as belonging to two separate sequences and the model has to decide if the
two sequences follow one another in the original text or not. This information is useful for a variety
of downstream tasks such as question answering. Since in this experiment we are dealing with a
classification task, where the input is treated as being a part of the same sequence, we felt the additional
training using the next sentence prediction task would not add much relevant information to the
model so we omitted it in the intermediate training phase.
5. Experimental Setup
This sections describes the setup that we used to perform the experiments. It is divided into three
subsections: the first subsection describes the regime we used for the fine-tuning phases; the second
subsection describes the regime we used for the intermediate training phase; and the third subsection
presents the evaluation of the trained models.
5.1. Fine-Tuning Phase
For the fine-tuning phase, we used the Slovenian news dataset [3] annotated on the document
level (see Section 3), as the goal of our classification is to assign the sentiment label to a news article.
We followed the suggestions in the original paper by Devlin et al. [10] for fine-tuning. We used the
Adam optimizer with the learning rate of 2E − 5 and learning rate warmup over the first 10% of the
training instances. For regularization purposes, we used the weight decay set to 0.01. We reduced the
batch size from 32 to 16 due to the high memory consumption during training, which was the result
of a long sequence length. For benchmarking purposes, we used the k-fold cross-validation training
regime for the fine-tuning phase, where we split the dataset into k folds. In each cross-validation step,
the k-1 folds are used as the training set, while the k-th fold is used as the testing set. The models in
each cross-validation step were trained for 3 epochs. To avoid overfitting, we split the training folds
into smaller training and development sets. After each epoch, we measured the performance on the
development set and saved the new model parameters only if the performance of the model on the
development set increased. For the document representation methods, described in Sections 4.1 and 4.2,
the fine-tuning of the language model and the training of the classification head were performed
end-to-end, while for the methods, described in Section 4.3, the classification heads were trained after
the fine-tuning phase was completed. Otherwise, the training regime and the chosen hyperparameters
were the same for all the experiments.
5.2. Intermediate Training Phase Regime
For the intermediate training phase, we utilized the proposed modified modeling objectives,
described in Section 4.4. We used the Slovenian news dataset with annotations on the paragraph level.
The annotations on this level of granularity were used because we wanted to perform the intermediate
training phase on a different dataset than the one used for fine-tuning, but containing information
relevant for the document-level sentiment classification task.
Since the annotated paragraphs were part of the same documents we used for the fine-tuning step,
we took measures to prevent any form of data leakage. As described in Section 5.1, the fine-tuning
phase was performed using 10-fold cross-validation. We performed the intermediate training in
each cross-validation step, but excluded the paragraphs that were part of the documents in the k-th
testing fold of the fine-tuning step from the dataset. We split the remaining data into a training and
development set and trained the language model for a maximum of five epochs. At the end of each
epoch, we calculated the perplexity score of the model on the development set and saved the new
weights only if perplexity improved in the previous epoch. If perplexity did not improve for three
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consecutive epochs, we stopped the training early. For this phase, we used the same hyperparameter
settings as for the fine-tuning phase.
5.3. Evaluation
All the models were first trained and evaluated on the Slovenian dataset using 10-fold
cross-validation as described in Sections 5.1 and 5.2. Next, the performance of the models from
each fold was additionally tested on the Croatian test set to check the performance in the zero-shot
learning setting (i.e., without any Croatian data used in training). The performances from each
fold on the Croatian test set were then averaged and reported as a final result. The results for
this set of experiments are presented in Table 2. The performance of the models was summarized
using a standard classification metric, namely the macro-averaged F1 score, which is the appropriate
measure given the highly imbalanced nature of the dataset (dominant neutral class). For completeness,
we also separately report the precision and recall, both macro-averaged over all classes. Additionally,
we also report the average F1 score performance of the model on the Slovenian and Croatian test
sets. The performance of our models was compared to the baseline majority classifiers for both the
Slovenian and Croatian datasets.
Table 2. Results of the document representation approaches. The first column shows the performance
of models in the Slovenian 10-fold cross-validation setting; the second column is the average zero-shot
performance on the Croatian test set; and the last column presents the average F1 score of the results
on the Slovenian and Croatian datasets. Best results are marked in bold.
Model

Slovenian Cross-Validation

Croatian Test Set

Average

Precision

Recall

F1

Precision

Recall

F1

Majority classifier

17.34

33.33

22.76

0.20

0.33

25.00

F1
/

Beginning of the document

65.45 ± 2.61

62.83 ± 2.46

63.34 ± 2.29

57.74 ± 1.20

53.91 ± 2.41

52.06 ± 2.64

57.70

Beginning and end of the document

64.72 ± 2.82

62.67 ± 2.69

63.33 ± 2.56

59.00 ± 1.62

53.53 ± 3.64

52.41 ± 2.58

57.87

Sequences from every part of the document
Most informative subsequence

64.42 ± 2.44

62.09 ± 2.27

63.00 ± 2.34

57.87 ± 1.32

53.23 ± 2.82

52.30 ± 2.86

57.65

Averaging subsequence representations

66.50 ± 3.13

62.00 ± 2.45

63.39 ± 2.42

57.53 ± 1.14

52.95 ± 3.38

51.55 ± 3.93

57.47

1D CNN

63.96 ± 10.02

60.91 ± 5.22

61.58 ± 7.78

54.96 ± 5.48

53.31 ± 3.62

50.28 ± 4.65

55.93

6. Results
This section presents the results of the experiments conducted in the course of this study. We first
present the results of the document representation approaches. The results are presented in Table 2.
Next, for the best performing representation approach, we test our newly introduced technique for
sentiment classification with intermediate training, and the results with and without the intermediate
training objective are compared in Table 3. We also compare our results with the previous sate-of-the-art
SVM and Naive Bayes models on the Slovenian dataset from [3], as well as with the neural network
model based on LSTMs and TF-IDF from [39]. We note, however, that the testing regime in these
experiments was not the same. In [3], the authors tested their models using five times 10-fold
cross-validation, while in [39], the model was trained and tested on a random train-test split of the
whole dataset with an 80:20 train-test split ratio. For this reason, the results are not directly comparable.
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Table 3. Performance of the model using our intermediate sentiment classification training approach compared to the model without intermediate training.
Additionally, we include the reported results from the related work using the same dataset. Best results are marked in bold.
Model

Slovenian

Majority classifier

Croatian

Average

Precision

Recall

F1

Precision

Recall

F1

F1

17.34

33.33

22.76

0.20

0.33

25.00

/

/

/

/

/

Reported results from related studies
SVM (from Bučar et al. [3]) 5 × 10 CV

/

/

63.42 ± 1.96

NBM(from Bučar et al. [3]) 5 × 10 CV

/

/

65.97 ± 1.70

/

/

/

/

LSTM+TF-IDF (from Pelicon [39])train-set split

/

/

62.5

/

/

/

/

Results from the current study
Beginning of the document

65.45 ± 2.61

62.83 ± 2.46

63.34 ± 2.29

57.74 ± 1.20

53.91 ± 2.41

52.06 ± 2.64

57.70

Beginning and end of the document with sentiment intermediate training

67.19 ± 2.67

66.00 ± 3.00

66.33 ± 2.60

56.32 ± 1.88

54.90 ± 2.36

54.77 ± 1.39

60.55
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As shown in Table 2, all the models using one of the tested document representation methods in
this experiment performed better than the majority baseline classifier by a substantial margin. The best
performing model on the Slovenian dataset (in terms of F1 score) utilizes document representations
formed by simple averaging of the subsequence representations. The different document representation
methods that were tested in this work do not seem to impact the model performance much as the
performances of all our models differed only by a small margin when tested on the Slovenian data.
As far as absolute performance, we can see that the tested methods achieved F1 scores in the
sixties for this particular Slovenian dataset with the best F1 score of 63.39 with averaging subsequence
representations. When these models were tested on the Croatian test set in a zero-shot setting,
the performance additionally dropped for approximately 11% with best the F1 scores achieving the
low fifties. The best performing representation on the Croatian dataset uses the beginning and end of
the document. Interestingly, the best performing model on the Slovenian dataset also saw the highest
drop on the Croatian dataset of 11.84%. We additionally observed high variance of the CNN model
compared to the other models.
Since the three best performing document representation techniques were within a 0.06%
difference on the Slovenian dataset, for experiments with intermediate training for sentiment
enrichment, we opted for the document representation that used the beginning and ending of the input
document as its average performance on the test sets of both Slovenian and Croatian languages was
the highest. The results for the intermediate training experiment (Table 3) show that the model with
the additional intermediate training step outperforms the model without the intermediate training
step when using the same document representation technique. The results show three points better
average performance on the Slovenian dataset and 2.68 points average improvement on the Croatian
dataset in terms of the F1 score. Our model also manages to outperform the previous state-of-the-art
models on the Slovenian dataset, achieving a 0.36 point increase in terms of F1 score, however this
should be taken with precaution as the two evaluation settings differ.
7. Qualitative Exploration of the Models: Behavior of the Attention Space
With the increasing use of neural language models, in recent years, the methodology aimed at
the exploration of the human-understandable patterns, emerging from trained models, has gained
notable attention. Models, such as BERT [40] and similar ones, can consist of hundreds of millions of
parameters, which carry little useful information in terms of studying which parts of the model input
were of relevance when making a prediction. To remedy this shortcoming, visualization methodologies
are actively developed and researched for the task of better understanding the associations between
the input token space and the constructed predictions.
The existing toolkits that offer the exploration of attention have been actively developed in recent
years [41,42] and are widely used to better understand a given model’s behavior. In this section,
we exploit the recently introduced, freely available AttViz [43], an online toolkit for the exploration
of the self-attention space of trained classifiers (http://attviz.ijs.si/). The tool is used to explore
the behavior of the self-attention when considering positive, negative, and neutral classifications.
The original tool was developed for instance-based exploration. In addition, we introduce a novel
functionality of the tool aimed at the analysis of global attention values (per class analysis on the token
collection level).
In the remainder of this section, we fist present a collection of selected examples, offering insight
into the trained model’s behavior. We begin by discussing selected positive instances, followed by
neutral and negative ones. All the visualizations were done with the sentiment-enriched model that
we trained in the course of this study. The main aim of this section is to explore the currently available
means of inspecting trained neural language models. A positive example is shown in Figure 2.
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(b) Token view.

(a) Sequence view.
Figure 2. Positive Example No. 41. The red ellipse (a) highlights one of the tokens (byte pairs) with
the highest (normalized) self-attention—the token is part of the word “vizija” (translation: vision) (b).
Note also the peaks at the beginning and the end; these peaks refer to the special tokens (e.g., [CLS]]).

The positive example was selected as it has a very high probability of being positive class and
it showcases two main patterns that can be observed throughout the space of positively classified
examples: first, only a handful of tokens are emphasized (if any), and second, there appears to be
strong bias towards the first and the last token, indicating the potential effect of pre-training.
Next, we considered some of the examples classified as negative sentiment (see the example in
Figures 3 and 4).

Figure 3. Negative Example No. 62. In this example, one of the highest attention values was around
the token “izdaje” (translation: treason), which could be one of the carriers of the negative sentiment.
Note that individual lines represent attention values for each of the ten attention heads. The document
was classified with 87.45% probability.

The attention (highlighted red circle) peaks at the discussed token (translated as treason and
negotiations respectively) can be observed, indicating that the neural language model picked up a
signal at the token level during the association of the byte-paired inputs with outputs. Furthermore,
we observed a similar pattern related to the starting [CLS] token, as well as the ending [SEP]
token, i.e., token defining the end of the sentence. The pattern was consistent also throughout the
neutral examples.
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Figure 4. Negative Example No. 65. The highlighted region (red) corresponds to the term “pogajanja”
(translation: negotiations), which appears to be associated with the classification of the observed text
into the negative class.

The considered attention spaces offered insight into two main aspects of the trained model. First,
the self-attention space, i.e., the space of the attention values alongside the attention matrix diagonals,
offers relatively little insight into what the model learned. There are at least two main reasons for the
observed behavior, as it appears to deviate from the reported explanations [43]. First, the considered
documents are relatively long. Such documents give rise to a higher spread of the self-attention,
smoothing out the individual peaks. Second, the wider spread of the attention could also be to the
morphology-rich language considered (Slovene).
We next discuss the behavior of the global attention values both at the token, as well as the
distribution level. The top 15 tokens according to the mean attention values are shown in Figure 5.
The presented results confirm the initial finding (e.g., Figure 2) that most of the attention space has
high variability and, as such, does not directly offer interpretable insights; however, some meaningful
results are also observed, e.g., the token with the greatest attention value for the positive class is sport.
The final analysis we conducted was at the level of the global attention distributions. Here, we plotted
the kernel density estimates of raw attention values across different types of instances. The results are
shown in Figure 6.
The distribution visualization indicates that the main differences emerge when considering the
minimum value, a given token ever achieved; this result, albeit unexpected, potentially indicates
that the attention is for classification of negative texts focused on a more particular subset of tokens,
yielding a lower average subject to a skewed distribution. We finally offer quantile-quantile plots in
Figure 7.
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(a) Positive sentiment.

(b) Negative sentiment.

(c) Neutral sentiment.
Figure 5. Visualization of token level attention. The figures represent the top 15 tokens according to
the mean attention values. In the background, the maximum attention for a given token is also plotted.
Note that the high standard deviation indicates little emphasis on the individual tokens.

(a) Maximum attention per token.

(b) Mean attention per token.

(c) Minimum attention per token.
Figure 6. Visualization of attention (log-transformed) distributions. It can be observed that the largest
differences emerge when considering minimum attention. There, the negative texts’ distribution
is the most skewed. When considering maximum and mean distributions, however, no notable
differences emerge.
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(a) QQ plot: max attention.

(b) QQ plot: min attention.

(c) QQ plot: mean attention.

Figure 7. The quantile-quantile fits of the three considered attention distributions. It can be
observed that the min and max attention distributions are skewed, indicating the presence of more
extreme values.

The considered QQ-plots further confirm the observation that the skewed distribution of attention
can be observed when considering min-max values; however, on average, the log transform could be
interpreted to behave as a normal distribution; however, additional tests, such as Pearson’s sample
skewness (computed as

n−1 ∑in=1 ( xi − x̄ )3
,
−
(n 1 ∑in=1 ( xi − x̄ )2 )3/2

where xi is the i-th value out of n samples) could be

conducted to further quantify the attention behavior.
8. Availability
The croatian news dataset with document-level sentiment annotations is available on the CLARIN
repository under the Creative Commons license (CC-BY-NC-ND) (http://hdl.handle.net/11356/1342).
The code for all the experiments is available on GitHub (https://github.com/PeliconA/crosslingual_
news_sentiment.git).
9. Conclusions and Future Work
In this work, we addressed the task of sentiment analysis in news articles performed in a zero-shot
cross-lingual setting. The goal was to successfully train models that could, when trained on data in one
language, perform adequately also on data in another language. For this purpose, we used publicly
available data of Slovenian news manually labeled for sentiment to train our models. Additionally,
we gathered a new dataset of Croatian news and labeled it according to the guidelines for the
annotation of the Slovenian dataset. This new dataset served as a test set for the zero-shot cross-lingual
performance of our models.
We based our models on the multilingual Transformer-based model BERT, which has shown
remarkable multilingual and cross-lingual performance. We however identified two potential
drawbacks with the BERT model. The input window of the BERT model is fixed and relatively
short. A widespread approach to this limitation is to shorten the input before sending it to the model
for processing. While this approach is adequate for shorter texts, with longer documents, like news
articles, it may cause severe information loss. The second drawback is that while BERT is pre-trained
on a large collection of data, the only explicit sentiment signal it gets is during the fine-tuning phase
on a usually small collection of labeled data.
To remedy the first potential drawback, we first tested several techniques for producing
more informative long document representations. The techniques, which were described in detail,
were partially inspired by earlier work, but to the best of our knowledge, they have not yet been tested
in a cross-lingual setting. Our results show that all the techniques outperform the majority baseline
classifier by a large margin, even when applied to the Croatian test set in a zero-shot setting where the
model is not fine-tuned on Croatian data.
For the second identified limitation of the BERT model, we proposed a novel intermediate learning
phase that encompasses the masked language modeling task and sentiment classification task. This phase
is performed before the fine-tuning phase using a training set with separate annotations. The goal of this

Appl. Sci. 2020, 10, 5993

17 of 21

phase is to induce the sentiment-related information directly into the BERT representations before the
fine-tuning begins on the target task data. Results show that after fine-tuning, the sentiment-enriched
model outperforms the models without the intermediate training phase both on the Slovenian dataset
and on the Croatian test set in a zero-shot setting. Additionally, it slightly outperforms the current
state-of-the-art on the Slovenian dataset, as reported in [3].
In the future, we plan to further test our proposed intermediate sentiment-enrichment phase
with masked language modeling and sentiment classification tasks. Currently, the fine-tuning and
the intermediate training phases share the dataset, but use labels on different levels of granularity:
we used document-level labels for fine-tuning and paragraph-level labels for intermediate training.
We would like to test how using training data from a very different training set would impact the
performance of the proposed intermediate training step. We will also test the general transferability
of this phase. Given a large enough corpus of sentiment-labeled instances that can be used for the
intermediate training step, we would like to see if a Transformer-based model enriched with our
proposed method can work well on sentiment tasks in different target languages and from different
domains. Another interesting research area would be using topic modeling as a supplementary
method for the news-related sentiment classification task. Such research would also test the underlying
assumption that there is a positive correlation between the topic of a news article and the sentiment
that a news article evokes in the readers. Even though the news articles in the datasets used for
this work are not explicitly labeled for topics, they nevertheless deal with varying content and could
support such research.
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Appendix A. Details on Croatian Dataset Construction
For the selection of articles, the time period was specified: approximately half of the articles
were selected from the period from 1 September 2007 to 31 December 2013 in order to match the
Slovenian dataset, while the other half were recent articles from last five years. From the initial set
of articles, short and medium length articles were kept, leading to final selection. The articles were
then cleaned and preprocessed, and the quality was checked (automatically and manually). The final
dataset consisted of 2025 news articles. The sentiment annotation task was performed on three levels:
document, paragraph, and sentence level.
For the selection of annotators, the condition of being native speakers was imposed, and we also
considered the candidate’s interest in the task.
The annotator were trained in two phases:
•

In the first phase, we introduced the project EMBEDDIA and its goals. A referee introduced the
web application for the annotation task. The annotators received basic guidelines, which were
explained to them in detail by a referee. This was followed by the annotation of five articles,
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which were annotated together on the three levels (sentence, paragraph, and document level).
Using a five-level Likert scale: [35] (1—very negative, 2—negative, 3—neutral, 4—positive,
and 5—very positive), the annotators annotated each article according to the following
question: “Did this news evoke very positive/positive/neutral/negative/very negative feelings?
(Please specify the sentiment from the perspective of an average Croatian web user)”. Together
with a referee, they discussed the individual instances, every single decision, and the annotation
grade and resolved possible issues and doubts.
In the second phase, all annotators annotated the same 25 articles individually. Afterwards,
we analyzed the results of the annotation. The agreement (Cronbach’s alpha measure) between
the annotators on the document level was 0.816, which was a very good achievement with only
25 articles. We planned to achieve a 0.8 threshold. If the annotators had not achieved the planned
threshold, they would repeat the second phase until they achieved it. The instances with lower
agreement were discussed, and the issues were resolved.

Since a satisfying inter-annotator agreement was reached, the rest of the 2000 were annotated
by different numbers of annotators. They followed the instructions they were given in the first and
second phases.
To evaluate the process of annotation, we explored correlation coefficients using various measures
of inter-annotator agreement at three levels of granularity, as shown in Table A1. The first three internal
consistency estimates of reliability for the scores, shown in Table A1, normally range between zero
and one. The values closer to one indicate more agreement, when compared to the values closer to
zero. Cronbach’s alpha values indicated a very good internal consistency at all levels of granularity.
Normally, we refer to a value greater than 0.8 as a good internal consistency and above 0.9 as an
excellent one [44]. The value of Krippendorff’s alpha [45] at the document level of granularity implied
a fair reliability test, whereas its values at the paragraph level and sentence level were lower. Fleiss’
kappa values illustrated a moderate agreement among the annotators at all levels of granularity.
In general, a value between 0.41 and 0.60 implies a moderate agreement, above 0.61 a substantial
agreement, and above 0.81 an almost perfect agreement [46]. Kendall’s values indicated a fair level
of agreement between the annotators at all levels of granularity. Correspondingly, the Pearson and
Spearman values range from –1 to 1, where 1 refers to the total positive correlation, 0 to no correlation,
and –1 to the total negative correlation. The coefficients showed moderate positive agreement among
the annotators, but their values decreased when applied to the paragraph and the sentence level.
Usually, the values above 0.3 refer to a weak correlation, above 0.5 to a moderate correlation, and above
0.7 to a strong correlation [47].
Table A1. Results of dataset annotation: level of inter-rater agreement for document, paragraph,
and sentence levels.
Document Level

Paragraph Level

Sentence Level

ac

0.927

0.888

0.881

ak

0.671

0.565

0.548

k

0.527

0.489

0.441

min

max

avg

min

max

avg

min

max

avg

rp

0.544

0.824

0.682 0.488

0.719 0.572 0.425

0.706 0.558

rs

0.557

0.762

0.669 0.474

0.702 0.548 0.42

0.696 0.54

W

0.508

0.73

0.625 0.449

0.656 0.513 0.389

0.649 0.504

Our results support the claim by [48] that it can be more difficult to accurately annotate sentences
(or even phrases). In general, the sentiment scores by different annotators were more consistent at the
document level than at the paragraph and sentence level.
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The final sentiment of an instance is defined as the average of the sentiment scores given by the
different annotators (as in the Slovenian news set). An instance was labeled as:
•
•
•

negative, if the average of given scores was less than or equal to 2.4,
neutral, if the average of given scores was between 2.4 and 3.6,
positive, if the average of given scores was greater than or equal to 3.6.
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