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Abstract: GPGPU (General-Purpose Graphics Processing Unit) consists of hardware resources that
can execute tens of thousands of threads simultaneously. However, in reality, the parallelism is
limited as resource allocation is performed by the base unit called thread block, which is not managed
judiciously in the current GPGPU systems. To schedule threads in GPGPU, a specialized hardware
scheduler allocates thread blocks to the computing unit called SM (Stream Multiprocessors) in a
Round-Robin manner. Although scheduling in hardware is simple and fast, we observe that the
Round-Robin scheduling is not efficient in GPGPU, as it does not consider the workload characteristics
of threads and the resource balance among SMs. In this article, we present a new thread block
scheduling model that has the ability of analyzing and quantifying the performances of thread
block scheduling. We implement our model as a GPGPU scheduling simulator and show that the
conventional thread block scheduling provided in GPGPU hardware does not perform well as the
workload becomes heavy. Specifically, we observe that the performance degradation of Round-Robin
can be eliminated by adopting DFA (Depth First Allocation), which is simple but scalable. Moreover,
as our simulator consists of modular forms based on the framework and we publicly open it for other
researchers to use, various scheduling policies can be incorporated into our simulator for evaluating
the performance of GPGPU schedulers.
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1. Introduction

With the rapid advances in many-core hardware technologies, GPGPU (General-Purpose GPU)
has expanded its area from graphical processing to various parallel processing jobs. Specifically, as the
era of the 4th Industrial Revolution emerges, GPGPU has become an essential computing device in
various domains such as deep learning, block-chain, and genome analysis [1,2]. GPGPU has tens
of thousands of computing units, which can maximize their performances by executing threads in
each unit on parallel [3]. In general, total threads to be executed are grouped into a certain number
of threads called thread blocks, which are the allocation unit for hardware resources. For example,
in CUDA [4,5], which is a representative GPGPU programming platform, each thread is included in
a thread block, which is identified by the three-dimensional indices, and the thread blocks can be
represented as a three-dimensional grid to define a GPGPU task as shown in Figure 1. Meanwhile,
since GPGPU hardware is composed of tens of stream multiprocessors (SM), a thread block scheduler
that allocates thread blocks to SM is necessary. In the current system architecture, the thread block
scheduler is implemented as hardware in the GPGPU device.

Figure 2 shows the basic role of the thread block scheduler, which is to track the resource demands
of thread blocks allocated to each SM and perform scheduling so that the allocated thread blocks do not
exceed the given resources in SM. The type and amount of resources in SM required to perform a single
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thread block can be statically determined while building a GPGPU task. Thus, it is not complicated
to perform scheduling so as not to exceed the resource capacity of SM. However, as the number of
threads allocated in SM increases, the execution time increases dramatically, and thus it is essential to
allocate thread blocks to SM in a balanced manner [6,7].
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To schedule thread blocks in GPGPU, the current hardware scheduler allocates thread blocks to
SM by making use of the Round-Robin scheduling algorithm. Round-Robin is a resource allocation
algorithm widely used in CPU scheduling [8,9] and network packet transmission [10]. As Round-Robin
scheduling is simple, easy to implement, and starvation-free, it is efficient to implement in hardware [11].
However, we observe that Round-Robin is not efficient in GPGPU as it does not consider the workload
characteristics of threads and the resource balance among SMs. In this article, we present a new thread
block scheduling model that has the ability of analyzing and quantifying the performances of thread
block scheduling. We implement our model as a GPGPU scheduling simulator and show that the
conventional thread block scheduler provided in GPGPU hardware does not perform well as the
workload becomes heavy. Specifically, we observe that the performance degradation of Round-Robin
can be eliminated by adopting DFA (Depth First Allocation), which is simple but scalable. As our
simulator consists of a modular form based on the framework and it is publicly available [12],
various scheduling policies can be incorporated into our simulator for evaluating the performance of
GPGPU schedulers.

The remainder of this article is organized as follows. Section 2 describes the GPGPU structure
and the thread block model. Section 3 explains our GPGPU simulator for thread block scheduling.
In Section 4, we perform experiments and present the performance comparison results on scheduling
policies with the current system and two new policies. Finally, Section 5 concludes this article.
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2. GPGPU and Thread Block Model

As SM adopts the SIMT (Single Instruction Multiple Thread) model, it executes the same instruction
for multiple threads simultaneously [13]. The maximum number of threads that can be executed per
SM is generally 2048. The thread block scheduler should manage the allowable number of threads per
SM not to exceed this limit while allocating thread blocks to SM [14]. Meanwhile, a series of threads
that should be executed simultaneously within the same hardware unit are called Warp, which can
execute up to 32 threads simultaneously. Each thread block consists of at least one Warp, and whenever
the number of threads constituting a Warp exceeds 32, the number of Warps increases by 1. The number
of Warps that can be executed at the same time depends on the number of each computing unit in
SM [15]. From this point of view, SM does not execute all threads in the thread blocks simultaneously,
but Warps for the given thread block are allocated to the computing units and then the threads in that
Warp are executed simultaneously.

When scheduling thread blocks, not only the number of threads per SM but also the number of
Warps should be considered. That is, when allocating thread blocks to SM, the thread block scheduler
should monitor the utilization of each type of resources in SM and manage them so that SM does not
exceed allowable resource usage. Specifically, when performing thread block scheduling, the following
types of resources should be monitored.

− Registers and shared memory
− Threads and thread block Information
− Hardware Warp information

Thread blocks belonging to the same GPGPU task have the same resource demands, but the
resource requirements are varied as the thread blocks are from different tasks. Due to this reason,
the thread block scheduler should monitor and manage the usage of each resource type in each SM.
For example, even though the resource utilization of SM is not high, if the resource type to be used
is already in use, Warps that have not yet been assigned the resource should wait. This is called
Stalled Warp, which is the main reason of GPGPU’s performance degradations. In addition to stalls by
computing units, stalls due to memory references also cause serious performance degradation.

When the shared memory is used between threads belonging to the same thread block, the delay is
up to 100 cycles as the number of threads increases. In the case of global memory sharing across threads
in different SMs, the delay becomes hundreds of cycles or more [16–18]. The two types of memory
have a tradeoff between latency and capacity so those should be deliberately utilized considering data
input size and copy overhead [19,20].

3. A GPGPU Simulator Based on the Thread Block Scheduling Model

In order to simulate the thread block scheduling function in GPGPU, an accurate modeling of the
hardware resources and tasks in GPGPU is required [21]. For quantifying the impact of the thread
block scheduling policy on GPGPU task performances, we model SM and GPGPU tasks based on
thread blocks. Specifically, in the proposed model, the available resources for each thread block in SM
are managed based on the micro thread block (mTB), which is up to 32 within a Warp.

Figure 3 shows the measured execution time on the GPGPU platform we experimented when
the total number of threads to be executed is fixed to 1024 but the number of thread blocks and the
number of threads within a thread block are varied. As shown in the figure, the total execution time is
not related to the size of a thread block, implying that modeling of thread blocks and SM resources by
the unit of mTB can reflect the actual performances well. In our simulation model, tasks can arrive
during the simulation period, and the thread block scheduler performs scheduling in the order of their
arrival. A GPGPU task for thread block scheduling can be defined by the following attributes.
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− Arrival time of the task
− Number of mTBs corresponding to the total number of threads
− Computing resource demands per mTB
− Memory resource demands per mTB
− Basic execution time of mTB

Note that the basic execution time of mTB is the time required to complete the mTB if it is the only
thread block allocated to the SM. The execution time actually increases due to the resource contention
with other mTBs allocated to the same SM [22,23]. A GPGPU task consists of a number of mTBs,
and the resources required for executing mTB consist of computing resources and memory resources.
In our model, the usage of the computing and memory resources is evaluated based on mTB. That is,
our model keeps track of the available computing resources in each SM, and when mTB is allocated to
SM, the remaining resources are recalculated based on the resource usage of the mTB. If the remaining
resource in SM is not sufficient for the mTB, scheduling to that SM is not possible. Our model also
keeps track of the global memory resources in GPGPU, and the memory resource usage per mTB in all
SMs are calculated to maintain the remaining memory resources. When mTB is allocated to a certain
SM, the remaining memory resource is recalculated. If the remaining memory resource is not sufficient,
scheduling of mTB is not allowed.

The scheduler model we propose provides the function of calibrating the basic execution time in
order to reasonably configure the task’s execution time according to the load of GPGPU. By identifying
the load of computing and memory resources according to the computing amount and the global
memory references in each SM, respectively, our model estimates the actual execution time of mTB.

The current GPGPU makes use of the Round-Robin scheduling policy that sequentially allocates
th read blocks to SM. Although this is simple to implement, it may cause the bias of loads among
SMs [17]. In this article, we use two scheduling policies called BFA (Breadth First Allocation) and DFA
(Depth First Allocation) as shown in Figure 4. BFA monitors the resource utilization in each SM and
allocates thread blocks preferentially to the SM that has the lowest load. By doing so, the resource
utilization among SMs can be balanced, which eventually leads to the reduction of the execution
time. Unlike BFA, DFA allocates thread blocks to SMs with the highest resource utilization. This is
a scheduling policy that can increase the utilization of GPGPU if the load becomes high. Figure 5
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shows an example situation that can be accommodated by DFA, which is not possible if we apply BFA.
We implement our GPGPU simulator based on the proposed thread block scheduler model. We have
opened our simulator for other researchers to replay it [12].
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Figure 5. An example situation that can be accommodated by DFA, which is not possible in BFA.

In addition to BFA and DFA, various scheduling policies can be incorporated into our simulator
as we made it as a modular form based on the framework. We designed all configuration parameters,
such as the number of SMs, computing and memory resources, and workload characteristics to be
adjustable, and the simulator also has the function of creating workloads automatically.

4. Performance Evaluation

In order to simulate thread block scheduling, we generate workloads by configuring the resource
demand and the execution time of each task based on the desired utilization. The desired utilization
here means the ratio of required computing resources for the given workload under the full SM
resources in GPGPU. The experimental platform of our simulator consists of NVidia TITAN V GPU
based on Volta architecture, which has 80 SMs and 12 GB GPU Memory. The benchmarks used in our
experiments were generated by increasing the number of kernels to fulfill the desired utilization of
GPGPU. The number of thread blocks for each kernel ranges from 12 to 128. The execution time and
the memory requirement of each thread block follow the uniform distribution ranging 5 to 20 msec
and 1 KB to 1 MB, respectively. Under these GPGPU workloads, we conduct simulation experiments
with the three scheduling policies, Round-Robin (RR), Breadth First Allocation (BFA), and Depth First
Allocation (DFA). For performance metric, we use the Average Normalized Turnaround Time (ANTT)
like previous studies [24,25]. ANTT measures the execution time of a task including the resource
overhead incurred by the interference of other tasks and normalizes it to the basic execution time of
the target task. For example, if the ANTT is 2, it takes twice as much time as compared to the case
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where the work is performed alone. Thus, a small ANTT value implies the better performance of the
scheduling policy.

Figure 6 shows the ANTT of the three scheduling policies as the desired utilization is 10%
and 80%, respectively. As shown in the figure, the performance gap is not wide when the desired
utilization is 10%. However, as the desired utilization becomes 80%, the performance of Round-Robin
is degraded significantly. Specifically, the ANTT of Round-Robin is 2.3 when the desired utilization is
80%. Note that the performance degradation of Round-Robin is over 70% compared to BFA or DFA.
This implies that the current scheduling policy supported in GPGPU hardware is not efficient when
the workload becomes heavy, and efficient scheduling is necessary.
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Figure 7 shows the actual utilization of SM as the scheduling policies and the desired utilization
are varied. As shown in the figure, the actual utilization of the three policies is significantly lower
than the desired utilization. This is due to the internal fragmentation of the workloads. When the
workload is not heavy, the utilizations of the three policies exhibit similar results. However, as the
workload becomes heavy, the actual utilization of Round-Robin is about 8% less than that of the other
policies. Compared to the result in utilization, the gap in ANTT was very large; hence, it can be seen
that increasing the utilization through efficient thread block scheduling is important to enhance the
actual performance.
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Figure 8 shows the performance of BFA and DFA relative to Round-Robin as the desired utilization
is largely varied. Although we increase the desired utilization to 125%, which exceeds the total
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computing resources, it can be seen that the actual utilizations of BFA and DFA are only 76.1% and
76.4%, respectively, which are within acceptable ranges. Thus, it is meaningful to see the performance
trend when the desired utilization is as large as 125%. However, as shown in Figure 8, ANTT increases
steeply as the desired utilization becomes over 100%. Also, when comparing BFA and DFA, it can be
seen that DFA performs even better than BFA when the load becomes extremely high.
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Figure 9 shows the performance of BFA and DFA similar to Figure 8, but the workload environment
has extremely biased resource demand. That is, if there are two GPGPU tasks, one has the computing
resource demand of 1 per SM, whereas the other has the maximum computing resource demand.
In this case, as the desired utilization becomes high, it is difficult to allocate resources to the task with
higher resource demand. Specifically, as the desired utilization becomes higher than 100%, the ANTT
of BFA steeply increases, but that is not the case for DFA. Even though the desired utilization becomes
120%, the ANTT of DFA is still less than 4. Thus, we can summarize that DFA exhibits scalable
performance, although the load of the task becomes high and the workload is skewed as it makes use
of the maximum utilization of SM efficiently.

Appl. Sci. 2020, 10, x FOR PEER REVIEW 7 of 10 

ANTT increases steeply as the desired utilization becomes over 100%. Also, when comparing BFA 
and DFA, it can be seen that DFA performs even better than BFA when the load becomes extremely 
high. 

 
Figure 8. Performance comparison under workloads of uniform resource demand. 

Figure 9 shows the performance of BFA and DFA similar to Figure 8, but the workload 
environment has extremely biased resource demand. That is, if there are two GPGPU tasks, one has 
the computing resource demand of 1 per SM, whereas the other has the maximum computing 
resource demand. In this case, as the desired utilization becomes high, it is difficult to allocate 
resources to the task with higher resource demand. Specifically, as the desired utilization becomes 
higher than 100%, the ANTT of BFA steeply increases, but that is not the case for DFA. Even though 
the desired utilization becomes 120%, the ANTT of DFA is still less than 4. Thus, we can summarize 
that DFA exhibits scalable performance, although the load of the task becomes high and the workload 
is skewed as it makes use of the maximum utilization of SM efficiently. 

 
Figure 9. Performance comparison under workloads of extremely biased resource demand. 

5. Conclusions 

In this article, we presented a scheduler model for the thread block scheduling in GPGPU and 
developed an open-source GPGPU simulator based on the proposed model. We observed that the 
current Round-Robin hardware scheduler used in GPGPU is not efficient when the workload of 
GPGPU increases. In particular, the current hardware scheduler is simple and fast, and it shows 
reasonable performances when the load of GPGPU is not heavy [26]. However, when a large number 
of GPGPU tasks are requested simultaneously and the throughput and the execution time for 
multiple tasks are important, an efficient thread block scheduling is required to maximize the 
utilization of SM [27]. The proposed thread block scheduling model manages the available resources 

Figure 9. Performance comparison under workloads of extremely biased resource demand.

5. Conclusions

In this article, we presented a scheduler model for the thread block scheduling in GPGPU and
developed an open-source GPGPU simulator based on the proposed model. We observed that the
current Round-Robin hardware scheduler used in GPGPU is not efficient when the workload of GPGPU
increases. In particular, the current hardware scheduler is simple and fast, and it shows reasonable
performances when the load of GPGPU is not heavy [26]. However, when a large number of GPGPU
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tasks are requested simultaneously and the throughput and the execution time for multiple tasks
are important, an efficient thread block scheduling is required to maximize the utilization of SM [27].
The proposed thread block scheduling model manages the available resources for each thread block by
the unit of micro thread block (mTB), and evaluates the execution overhead based on the usage of the
computing and memory resources. Unlike gpgpusim [28,29], which accurately emulates hardware
in component basis, the proposed model simulates the characteristics of GPGPU with respect to the
thread block scheduling. Experimental results using our simulator showed that BFA and DFA perform
over 70% better than Round-Robin by making use of the resource usage in SM efficiently as the load of
GPGPU increases.

In reality, the commercial GPGPU device does not open their interface for thread block scheduling,
and thus it is not possible to implement our model in real GPGPU devices. Thus, developing simulators
is an alternative way for evaluating the thread block schedulers. As our future study, we plan to
implement an efficient thread block scheduler based on machine learning for considering the workload
characteristics. For example, the scheduling performance can be improved even more by considering
the heaviness of workloads and the homogeneity/heterogeneity of resource demands.
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