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Abstract: In this paper, we present and discuss an innovative approach to solve Job Shop scheduling
problems based on machine learning techniques. Traditionally, when choosing how to solve Job Shop
scheduling problems, there are two main options: either use an efficient heuristic that provides a
solution quickly, or use classic optimization approaches (e.g., metaheuristics) that take more time
but will output better solutions, closer to their optimal value. In this work, we aim to create a
novel architecture that incorporates reinforcement learning into scheduling systems in order to
improve their overall performance and overcome the limitations that current approaches present.
It is also intended to investigate the development of a learning environment for reinforcement
learning agents to be able to solve the Job Shop scheduling problem. The reported experimental
results and the conducted statistical analysis conclude about the benefits of using an intelligent agent
created with reinforcement learning techniques. The main contribution of this work is proving that
reinforcement learning has the potential to become the standard method whenever a solution is
necessary quickly, since it solves any problem in very few seconds with high quality, approximate to
the optimal methods.

Keywords: machine learning; reinforcement learning; optimization; Job Shop scheduling; simulation

1. Introduction

The usage of information technology has transformed modern organizations [1].
An information system, as a set of interrelated components that manages the available
information, exists to support decision making and control in organizations that have to
deal with complex problems. Scheduling, one of these problems, is a decision-making
process that is regularly used in service and manufacturing industries, and where proper
information systems have a major impact.

Considering the importance that the scheduling process has in many industries and its
high complexity, it has been, historically, an area that has attracted many researchers with
different backgrounds—from computer science to mathematics or operational research. The
goal is common: to discover the best method to solve a scheduling problem, optimally, as
efficient as possible. However, due to its complexity, it is impractical to solve these problems
optimally. The most common methods usually apply classic optimization approaches [2]
that require some compromises: either obtain a solution quickly with acceptable quality, or
have a more optimized solution that might require considerable time to be calculated.

The main contribution of this paper is the proposal of a novel method that takes
inspiration from the latest developments in the machine learning field to solve scheduling
problems, by using reinforcement learning techniques to train intelligent agents. With
an innovative approach based on a unique architecture, this method is capable of gen-
erating solutions almost instantly while maintaining a good level of quality. It achieves
the proposed goal of generating optimized plans as soon as possible that can be put in
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production in real industry environments. To further reinforce the quality of the achieved
results, a comprehensive computational study with a detailed statistical inference analysis
is presented.

The remaining sections of this paper are organized as follows: Section 2 presents
a review on the relevant topics required to understand this work, namely scheduling
problems (including a detailed description of the job shop problem), machine learning and
reinforcement learning; Section 3 characterizes the formulation of the job shop scheduling
problem as a reinforcement learning problem; Section 4 presents the complete scheduling
system that was developed in the context of this work, including the chosen methodology
for its construction and each one of its components; Section 5 contains the computational
study and statistical inference analysis that was conducted to validate the results of the
system; and Section 6 discusses the overall conclusions of the work that is presented.

2. Literature Review

This section presents a summary of studies related to the areas of research that are
relevant for the work discussed in this paper, namely: scheduling problems, the Job Shop
problem, machine learning and reinforcement learning.

2.1. Scheduling Problems

Scheduling is a decision-making process that is regularly used not only in various
service and manufacturing industries, but also in people’s own daily lives. A schedule—or
plan—is what defines when a certain activity should occur and what resources it will
use, e.g., a bus schedule defines the time of departure, arrival and where to go; a school
schedule defines the classes of each curricular unit, the teacher who will teach and which
room to use; in a company, the production plan contains information about the orders to
be processed in each machine.

The scheduling process in manufacturing environments consists of generating a
detailed plan of the tasks to be performed. Each task is composed of one or more operations,
which may have associated constraints (e.g., an operation can only start after another has
finished). Performing an operation requires a certain resource that typically has a limited
capacity (e.g., a machine in a manufacturing environment). The detailed plan consists in
defining the assignment of the operations to the existing resources, including the definition
of the start time of each operation, so that all constraints are met. The objective of the
scheduling process is to find the optimal plan, i.e., a plan that maximizes or minimizes
a given objective [3]. This goal is usually associated with the elapsed time. The most
common is indeed the minimization of the total time to complete all tasks, also known as
makespan, but there are many others, such as minimizing delays or reducing idle times in
the machines.

In any modern organization task scheduling is a crucial process. It is the last step of
planning before the execution of a certain activity. Thus, it is the element that makes the
connection between the planning and processing phases, putting the companies’ plans
into practice.

Although presently most plans are made, practically, almost with no time in ad-
vance [4], plans need to be generated in the long term in many industries, so that organi-
zations can prepare themselves, e.g., guarantee required raw materials well in advance.
However, unforeseen events can happen. Thus, these environments tend to use a dy-
namic approach, where new tasks arise from one moment to another, machines may have
breakdowns, priorities of operations are changed or even tasks that are canceled [5].

To avoid this situation, companies choose to create a plan in advance and split it in
two distinct phases [6]: an initial part of the plan is frozen, being implemented regardless
of unforeseen events that arise; the second part of the plan is more volatile, allowing the
possibility of re-planning (known as rescheduling) the associated tasks.

The creation of the plans is often done in an informal way, using empirical knowledge,
and concluded with little care. However, it is often necessary to have a proprietary system
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and a cautious approach to handle more complex situations. Decision makers ought to
have access to decision support systems that allow for optimized plans. These systems can
be as simple as spreadsheets with basic functionalities (e.g., Excel) or more complex, allow-
ing advanced users with more experience to obtain graphical representations, visualize
performance metrics and have access to effective optimization methods. Some modern
example of successful approaches are presented in [7–10].

Depending on the industry in question, the type of tasks that exist to be scheduled
can be quite different. Thus, the approach proposed here uses two different categories
of problems, suggested by Madureira [11] and used in this scientific area: problems with
single-operation tasks and problems with multi-operation tasks.

Problems with single-operation tasks are characterized by having only one operation,
which will be operated on a specific machine or, at the limit, on a machine similar to it. In
single-operation situations the scheduling plan consists only of defining the processing
order of the tasks, since the machines to be used are defined in advance.

Multi-operation problems differ from the previous ones in that they have multiple
parallel machines capable of performing the same operations. Parallel machines may be
organized according to different approaches: they may be equal, where all the machines
perform the same tasks with the same speed; similar, where the machines perform the
same tasks but at a different speed; or different, where the tasks to be performed and the
processing speed are different on each machine.

Multi-operation problems are, due to their nature, more complex and difficult to solve.
Within this type of problem there are three different categories according to the nature of
the tasks to be processed [3,12]:

• Flow shop—All tasks are the same, making all operations have a uniform order of
passage through the machines. The tasks are always executed in a specific order,
requiring only the decision of the start of each operation’s production.

• Job Shop—Each task has its own specific operations, thus allowing the existence of
different tasks. The operations of each task have a predefined order that must be
respected. The order of the operations can be different from task to task.

• Open Shop—There are no ordering constraints, i.e., each operation of a task can be
executed on any machine at any time.

In addition to these three categories, scheduling problems are also distinguished by
the way tasks are received by the system [13]. If all the tasks are available from the start,
then all the operations that will need to be scheduled are known, which is labeled as a
static problem (as it never changes). On the other hand, if new tasks may arise when a plan
is already being executed and/or the ongoing tasks may be canceled, it is considered a
dynamic environment problem.

The work developed in the scope of this paper supports one of the most used categories
of problems [14], Job Shop, both in static and dynamic cases.

2.2. Job Shop Problem

In this section, the essential components for understanding the Job Shop problem are
presented, describing in detail the formalization of the problem, the complexity of reaching
a solution and the problems with its optimization and, finally, how the quality of these
solutions and the corresponding plans is measured.

Multi-operation Job Shop scheduling problems consist of processing n manufacturing
orders (known as jobs), J1, J2, J3, · · · , Jn in m machines, M1, M2, M3, · · · , Mm

These machines are located in an industrial environment, such as a factory or work-
shop. The name Job Shop is derived, precisely, from the combination of English language
terms for manufacturing orders and machines.

Each task (also known as manufacturing order) is characterized by a certain number
of operations. Each one of these operations is represented by oij, where the i represents the
task number that the operation belongs to and j the processing order on the task (e.g., o15
represents the fifth operation of the first task).
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A Job Shop problem P is thus defined by the set of machines, tasks and operations,
establishing P = (M, J, O). Each operation also has an associated pij processing time that is
known, representing the number of time units that is required to fully execute the operation
oij. This set and its relations are illustrated in Figure 1.

Figure 1. Representation of a Job Shop scheduling problem (based on Beirão proposal [15]).

Obtaining a scheduling plan is, after all, a relatively uncomplicated task. However, a
scheduling plan by itself is not particularly valuable. What is sought, then, is an optimized
scheduling plan that presents the optimal solution. Unfortunately, there is no simple way
to determine an optimized plan given its high complexity.

According to the computational complexity theory [16], problems can be classified
according to the computational power requirements of algorithms into easy or hard. A
problem is easy (or of polynomial class P) when there is an algorithm that can obtain the
optimal solution of a problem in polynomial time, being only limited in execution time
by the size of the problem (in this case the number of jobs). A hard (or NP) problem is
characterized by not having algorithms capable of producing optimal solutions in a timely
manner. Within these, there is also a subdivision: NP-hard and NP-complete problems.
The set of NP-complete problems is a subset of NP problems that has the particularity that
if an algorithm is found that solves one of these problems, that algorithm can be applied to
any NP problem [17].

Scheduling problems are considered to be of very complex resolution. Not only do
they belong to the NP-difficulty category, they actually are one of the worst problems in it
due to the difficulty in calculating solutions [18].

From a large set of possible plans, it is necessary to choose the one that offers the
best performance (according to the metric chosen). The possible combinations are quite
high: considering n tasks in m machines, the number of possible plans will be (n!)m. A
problem of 5 machines with 5 tasks generates 24 billion possible combinations; a problem
(still small) of 10 tasks with 10 different machines quickly reaches an intractable number
of plans: (10!)10 = 3.95965. Most of these solutions might end up invalid (e.g., violations
of constraints) but, nevertheless, it would not be possible to validate such a large number
of solutions.

Given the inherent complexity, there is no algorithm to obtain optimal solutions to
large Job Shop problems in a timely manner. It is therefore necessary to resort to approx-
imate approaches to solve this problem, so that satisfactory solutions can be found in a
timely manner.

When the optimization of something is mentioned, it usually refers to the choice of
an option (from a diversified range) that will minimize or maximize a certain objective
function. This objective function is a mathematical equation that translates the objectives to
be achieved with this process and its constraints. Typically, these functions are interpreted
as the value or cost of a plan, and the greater or lesser they are, respectively, the better
the solution.
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It is possible to use objective functions that apply only one measurement, but usually
several metrics with different degrees of importance are used. Using an industrial produc-
tion environment as an example, the objective function may correspond mainly to profit
maximization, having as secondary objectives the reduction of machine downtime and the
minimization of delays. In this case, the best solutions would be those that would bring
the greatest profits to the company; but in case of very similar solutions in terms of profits,
the best (according to this objective function) would be those that would reduce idle times
and delays.

In Job Shop problems, the most used metrics in objective functions are divided, mainly,
in three subcategories [11]: related to the use of the system, the date of completion of tasks
and the task travel time (difference between receiving the task and its delivery). Some
examples of these are:

1. Date of completion

• greatest delay;
• sum of delays and advances (tasks completed ahead of schedule);
• total number of tardy jobs.

2. Travel time

• (task) travel time;
• average travel time;
• maximum travel time;

3. System usage

• machine usage;
• system usage, i.e., average utilization of each machine.

Of all these, the most common criterion to measure the quality of a schedule compara-
tively is typically related to the makespan (completion time of all operations of a task) and
a combination of secondary objectives, e.g., the minimization of the total time needed to
perform all operations, while minimizing the sum of earliness and lateness and maximizing
the use of the system [2].

Given the complexity of the Job Shop scheduling problem, creating methods to solve it
is a great challenge. There are two main approaches [3]: the application of exact methods
and the approximation algorithms.

Exact methods have a great advantage over other methods: they are the only ones
that can guarantee that the optimal solution is found. However, for this to be possible,
its implementation is built around an exhaustive search that can solve an optimization
problem with effort that grows polynomially in accordance to the size of the solution space
(related to the problem complexity), which may lead to a substantial reduction in efficiency.
In practice, it takes a large amount of time (in problems of normal dimensions) to navigate
that space to find the optimal solution. This makes it so that those solutions might not be
ready in time, making them almost impossible to use [19].

The approximation algorithms present an alternative: find satisfactory solutions with
the available time. The compromise of this approach is that one is not looking for the
optimal solution, but the best solution found until the time when it is necessary to put the
plan into production.

Of these two approaches, the one that stands out is the one that uses approximation
algorithms, given its efficiency and possibility of being used in production environments
of real industries. Some examples of successful approaches are presented in [9,20,21].

2.3. Machine Learning

Machine learning is the science of programming computers so that they learn from
data. Arthur Samuel [22] was the first to define machine learning as the scientific area that
gives computers the ability to learn without being programmed explicitly, i.e., as opposed
to executing pre-programmed instructions like any generic algorithm, a machine learning
algorithm is able to learn from experience and, in particular, from the data that are supplied
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to it. Tom Mitchel [23] proposed a more engineering oriented definition, establishing that
“a program can be classified as learning from experience E, related to a class of tasks T with
a performance indicator D, if its performance on task T, measured by D, improves with
experience E”.

Pragmatically, machine learning is a subarea of computer science that develops data-
dependent algorithms. Data can have the most diverse origins, ranging from other com-
puter systems, to nature itself or even generated by humans. As such, it can be used in
almost any field (e.g., in medicine it can be applied to analyze large amounts of medical
images to create a diagnostic [24,25]).

Machine learning, in summary, is the process of solving a problem by collecting a
set of data (commonly referred as a dataset) and, through the use of specific algorithms,
creating a statistical model of that data.

The area of machine learning can be divided into three categories [26]: supervised
learning, non-supervised learning and reinforcement learning.

With supervised learning, the dataset is composed only of labeled examples, according
to the following formula: (xi, yi)

N
i=1; where each element xi in N is an attribute vector. An

attribute vector is a vector where each dimension j = 1, ..., D contains a value that describes
the example in some way. This value is an attribute (also known as feature) and is indicated
as x(j). For all the examples in the dataset, it is guaranteed that the attribute at position j of
the attribute vector always contains the same type of information.

The label yi is typically an element that either belongs to a certain set of classes
{1, 2, ..., C} or is a real number. There are some approaches that use more complex structures
for labels, such as vectors, matrices or even graphs, but they are quite rare and very specific
to certain problems [27].

The objective of a supervised learning algorithm is to use the dataset to produce a
model that receives the vector of x attributes as input and that gives, as output, information
that allows the deduction of the label for that vector.

Unsupervised learning is different from supervised learning in that it uses a dataset
where the examples are not labeled, (xi)

N
i=1 but x remains a vector of attributes. The

objective of unsupervised learning is the creation of a model that receives as input the
vector of attributes and transforms it into another vector or a value that can be useful in
another way in solving a problem. For instance, clustering techniques [28] create models
that calculate the cluster identifier for each vector of attributes in the dataset; anomaly
detection techniques (or outliers detection [29]) calculate a value that determines how
different an example x is from a typical dataset element; and dimensionality reduction
techniques [30] output an attribute vector that has fewer attributes than the original vector,
making this reduction in the number of attributes what makes it easier to interpret.

It is possible to find in scientific literature references to a fourth category: semi-
supervised learning [31]. This is somewhere between supervised and unsupervised learn-
ing and is characterized by having a dataset containing both labeled and unlabeled exam-
ples. Usually, the number of labeled examples is far greater than the number of unlabeled
ones. The objective of a semi-supervised learning algorithm is similar to that of a super-
vised learning algorithm, with the expectation that the use of unlabeled data can help the
algorithm produce a better model. It is not immediate that supervised learning can benefit
from the addition of unlabeled data, as it is increasing the problem’s uncertainty. However,
when these examples are added, the available information about the problem increases,
improving the probability distribution of the data. A semi-supervised learning algorithm
should be able to use this extra information to improve the accuracy of its model. Some
examples include self-training [32,33], co-training [34] and tri-training [35].

Reinforcement learning is quite different from other categories. Pragmatically, one
would expect that supervised and unsupervised learning would address all possible
applications of these techniques: when there are labeled data, supervised learning is used,
when there are no labeled data, unsupervised learning is used, when both situations are
verified, semi-supervised techniques are applied.
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However, this is not completely true. Although reinforcement learning seems similar
to unsupervised learning since it does not use labeled examples with the correct behavior,
it is aimed at maximizing a reward and not looking for a hidden structure. The discovery of
such a structure may even be an useful experience in its resolution, but by itself it does not
solve the problem of reward. Therefore, reinforcement learning is considered a different
category of machine learning problems. Given its importance to this work, this category is
detailed in the next section.

2.4. Reinforcement Learning

Reinforcement learning is one of the areas of machine learning [36], and is charac-
terized by the use of algorithms that allow an agent to learn how to behave in a given
environment, where the only feedback is a reward signal in the form of a real number. In
other words, learning is the process that allows an agent to discover what actions to take
in order to maximize a reward, which is given through a numerical signal. The agent has
no indication about the best available actions, so he has to find out which are the most
advantageous options through a trial-and-error process. In some cases, the actions may
not even have immediate consequences, and it is necessary to wait for future signs (of
rewards) to understand the impact that a previous action had on the environment. These
are the most important factors of reinforcement learning: the search for actions through
trial-and-error and the delayed rewards [36].

Reinforcement learning is inspired by the research carried out mainly in the areas of
psychology and neurosciences, based on how animals learn their behavior. It is motivated
by Thorndike’s law of effect, which states that “applying a reward immediately after an
action occurs increases the probability of its repetition, while assigning a punishment after
an action decreases that probability” [37].

The formalization of the reinforcement learning problem applied in this paper is
inspired by Markov’s decision processes—an extension of the Markov chains. In a simple
way, this structure tries to capture the crucial aspects of the problem that is the agent having
to learn how to interact with an environment to achieve a goal. The agent must be able to
perceive the state of the environment where it is operating and have the ability to interact
with that environment in order to affect its state. The agent must also have a well defined
objective (or several). These three components—objective(s), action and perception—are
the points that Markov’s decision processes try to model. Therefore, and following the
definition proposed by Sutton and Barto [36], any method that solves a Markov’s decision
process will be considered a reinforcement learning method.

Given that there is no necessity of previous data and the exceptional results that have
been achieved recently (e.g., AlphaGo, developed by the DeepMind team [38,39], solve a
Rubik cube [40], ambidextrous manipulation capabilities [41], energy management [42,43]),
it is unquestionable that reinforcement learning is one of the most powerful and promising
modern research areas.

However, reinforcement learning applications are not yet unbeatable. The main defi-
ciencies to date are the large amount of time needed to train an agent and the difficulty in
creating an agent who can act with competence in an environment that requires argumen-
tation or uses of memory. The time (and, consequently, energy) needed to train an agent
should decrease with the advances in this scientific area, given that more optimized ver-
sions of the algorithms appear at a good pace, and the new methods proposed place more
emphasis on processing times [2]. The lack of argumentative capacity is indeed a real issue,
but there are very promising recent approaches that begin to demonstrate how to teach
agents through small demonstrations and even instructions in natural language [44,45].

Any reinforcement learning problem has two main components: the agent and the
environment. The agent, which needs to have a well defined goal, is the entity that decides
the actions to be taken and that is capable of determining the state of the environment,
even with uncertainties. The environment is where the agent operates, and is related to
the problem to be solved (e.g., in a chess game, the environment will be the chessboard).
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However, besides the agent and the environment, there are four critical components to any
reinforcement learning system: the reward, the policy, the value function of each state and
the environment model [2].

The policy is what defines the behavior of the agent. The policy maps the states of the
environment to the actions that the agent must have in those states. The way it is defined
can be simple (a table with the mappings) or quite complex (intelligent search methods),
and the options may be stochastic with an associated probability [46]. Thus, the policy is a
core component of a reinforcement learning system, as it is sufficient in itself to establish
what behavior the agent will have.

The reward is how the agent’s goal is defined. After each agent action, the environment
returns the reward (as previously described). The objective of an agent is to maximize
the total reward received throughout its interaction with the environment, regardless of
the type of problem. Thus, and making a parallel with Thorndike’s law of effect [37], the
reward has a great effect on the iterative construction of the agent policy and establishes
what actions the agent must take: if an action chosen by the current policy receives a low
reward, the policy must be updated to choose another available action when the agent is in
a similar situation again.

If the reward is related to immediate feedback from the environment, the value
function is what allows the agent to have a long-term view. The value of a state is the total
reward an agent can get from that state, i.e., the value indicates how positive a state is
considering future states and the reward they may give. Without rewards there could be no
state value, since the sole purpose of the value is to estimate how a greater total reward can
be obtained. However, the value of a state is more important when the agent has to consider
all available actions. The agent should opt for actions that lead to states with the highest
value and not the highest reward, because then he will accumulate a higher total reward in
the long run. As would be expected, it is much more difficult to determine a correct value
function than a reward. While the rewards are given directly by the environment, the value
must be estimated continuously through the agent’s interactions with the environment.
This component is, in the author’s opinion (and according to one of the main figures of
modern reinforcement learning, Richard Sutton [47]), the most important of any system
that implements algorithms of this category.

The environment model is the component that seeks to replicate the behavior of the
environment, so that inferences can be made and predict how it will react to an action.
Given a state and an action, the model should return the reward associated with that action
and calculate what the next state of the environment will be. It is the model, through
inferences, that allows decisions to be made about the action to be taken before that action
is made, based on expectations of what will happen in future situations. There are simpler
reinforcement learning approaches that do not use models, working simply on the basis
of cycles of trial-error repetitions; by contrast, the approaches that use models are more
robust, being able to take those decisions and plan their actions with a long-term view.

3. Problem Formulation

This section explains the characteristics that make the Job Shop scheduling problem so
interesting and unique and what should be done so that it can be solved with learning tech-
niques.

A Job Shop scheduling problem consists of N tasks that must be processed on M
machines at a given moment, as detailed in Section 2. Traditionally, the most common goal
of scheduling optimization is the minimization of the makespan [2].

The conditions that allow us to define a reinforcement learning problem are the speci-
fication of an objective to achieve, a set of possible actions and states that the environment
may have, and the policy of the agent.

To define this problem, and as typically used in reinforcement learning approaches
(Section 2.4), it is proposed here to formulate the Job Shop problem as a Markov decision process.



Appl. Sci. 2021, 11, 3710 9 of 22

The mathematical formulation of a Markov process consists of a finite set of S states
(where s ∈ S), a set of possible A(s) actions in each state, a R(s′|s, a) function that represents
the reward when applying action a in state s which leads to the state s′ and the probability
of transition between state s and s′, knowing that action a has been chosen. This probability
is defined in Equation (1).

p(s′|s, a) (1)

Most real problems are quite complex, making it impossible to know in advance all
the probabilities of transition between all states. That is where the learning mechanism
of a reinforcement learning agent comes into play in order to solve the problem. Thus,
the mathematical formulation of the Job Shop problem in the form of a Markov decision
process requires only the definition of the set of states S, possible actions A and the reward
function R.

At first glance, the definition of the set of actions A seems to be relatively simple. At
any given time, there is only one type of action that can be done, and that is assigning
an operation to a machine. However, this is far from being true. Selecting which task
to allocate next is the key decision that gives rise to the scheduling problem itself. If,
for example, we consider a problem with 50 tasks, each with 50 operations that must be
performed on 10 machines, and assuming that it is not possible to make allocations in the
future, 500 different allocations can be made. Thus, the set of actions should contain all the
possible allocations that can be made at a given time, and the agent has to make the key
decision of choosing the action to perform.

The state set S contains all possible states of the Job Shop problem. For a scheduling
problem of this category to be converted into a Markov decision process, it is necessary to
establish that a state change is only possible when a new assignment is made. Considering
that all states are not subject to the previous states (i.e., in Equation (1), s′ is only conditioned
by s and a), it is possible to state that S is in accordance with the requirements to formalize
a Markov decision process [48]. This work proposes, then, that S is the collection of all
possible permutations of a scheduling plan.

As such, there must be a state for each possible assignment of operations to a machine.
However, it is important to note that this does not mean that the implementation of the
environment should do these calculations in advance (or ever). Calculating such a large
number of possibilities would make this environment very slow in any system that does
not have a lot of computational power, which is somewhat impractical for reinforcement
learning algorithms, since millions of iterations have to be done for it to learn. What this
definition represents is that the S state set formally contains all possible permutations. In
practice, the learning algorithm decides how to deal with this information. In the approach
proposed in this paper, the agent chooses to ignore all the possible permutations, focusing
instead on the information of the current state and on perceiving the effect that the chosen
action (which will lead to s′) will have.

The R reward function determines the expected reward amount that must be received
when making the transition from one specific state to another. In order to define the
reward, it is necessary to consider what the agent’s objective is. This work suggests that
the formulation of the Job Shop scheduling problem should aim at the minimization of the
makespan, since this is the most common goal in this type of problem. The reward should be
a ratio that estimates the benefit of the chosen action against its cost, considering the chosen
objective. The used formula is presented in Equation (2), where the makespan difference
indicates the distance from the obtained makespan to the known optimal value [49] (we
use the best known upper bound on instances that are not optimally solved). This formula
(previously presented in [50]) has undergone a process of fine-tuning the reward limits
throughout the work presented here, so that the agent would obtain better results more
rapidly. Given that the highest reward considers a difference lower than 250 units, the
system might have a tendency to offer just good-enough solutions (and not near-optimal)
on very small problems. However, we do not consider this issue as relevant given that
extremely small problems would be easier to solve and, as such, the proposed system
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would not be the best option—that would be the application of an approach that guarantees
the optimal solution.

R =



Invalid operation allocation, −1.0
Valid operation allocation, 0.0
Complete allocation and makespan diff <250, 1.0
Complete allocation and makespan diff <450, 0.6
Complete allocation and makespan diff <650, 0.4
Complete allocation and makespan diff <1500, 0.1
Complete allocation and makespan diff >1500, 0.0

(2)

It is important to note that this formula has a limitation: it relies on the existence of
a reference (the optimal or best known upper bound) value that is used to measure the
quality of the obtained makespan. In cases where this value is not known (e.g., a dynamic
industry environment) the agent could not apply this reward formula. In that situation the
agent would have to be trained beforehand, or a revised formula would have to be applied.

Given the way reinforcement learning approaches work and the nature of the Job Shop
scheduling problem, the order in which actions are taken will have a significant impact
on the total reward obtained. The agent will then have to be able to learn and explore all
decision paths in the best possible way, discovering how to achieve his goal.

With this proposal to formalize the Job Shop problem environment as a Markov decision
process, an agent with good learning abilities should be able to perceive its environment,
analyze its state and choose the actions that maximize the total reward gathered, always
taking into consideration the goals that have been established.

4. Scheduling System with Reinforcement Learning

One of the main results of this work is a complete scheduling system, that includes
not only an intelligent agent that employs reinforcement learning techniques to solve
the problem but also a complete scheduling module to validate all of its details and the
solution that is proposed. Hence, this section discusses the elements necessary for a
better understanding of this system. First, the methodology that was applied during its
construction and the experiments that were performed are described. Then, the system
itself, its components, and the way that they interact amongst them are explained.

4.1. Methodology

The development process of this work was divided into four main phases: design and
planning of the work to be developed; the development of the system itself; comprehensive
system validation; and collection of results. These phases are based on the hybrid cascade
model proposed by Sommerville [51]; with it, it is possible to take advantage of the structure
offered by the cascade models in conjunction with the rapid prototyping of evolutionary
models [51].

A traditional cascade approach begins by defining the system requirements that shall
serve as the basis for software design. In the implementation phase, each previously
designed component is converted into a unit that can be tested later. In evolutionary
development, an implementation of the system is made right from the start. This is then
evaluated and iteratively the system is refined to a satisfactory level. This requires the
specification of requirements, development and validation to occur simultaneously.

The methodology employed in this paper follows an hybrid approach as it combines
the two discussed models: cascade and evolutionary. It follows, in part, the cascade model
because it began with the specification of requirements that serve as the basis for the
implementation of the system, then moved on to the development phase of the system.
Once this phase was over, the overall system was tested and, finally, the relevant statistical
results and values were collected. However, at a lower granularity level an evolutionary
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model [51] was applied. The initial version of each component was tested as it was
developed (as if it were a prototype). Then, each version of the components was worked on
in an iterative manner, enhancing the previous versions. At last, the final version was built
and combined in the overall system. The development process of this work, from the initial
research to the achievement and analysis of the results, is split into four phases: design,
development, validation and results. These are detailed on the following paragraphs and
illustrated in Figure 2.

Figure 2. Diagram illustrating the principal activities of each phase.

The design phase is the initial phase of the project. Thus, it is not surprising that
in it there are activities such as the revision of the state-of-the-art of the scientific areas
involved, namely the reinforcement learning algorithms and the training environments
of agents that use these algorithms. In the machine learning module, the design phase
consisted then in the revision of the state-of-the-art mentioned, which was previously
published [2]. This served as the basis for specifying the training environment of the
agent to be developed and in the decision of the learning algorithm to use–proximal policy
optimization (PPO) [52]. For the scheduling module this phase served to concretely define
each of the components of the problems: jobs, the operations that compose each job, the
machines where the operations are performed and the decoder of academic instances of
these problems.

4.2. Proposed Architecture

The overview of the developed system architecture is presented in Figure 3. It il-
lustrates the division of the developed system into five different components: the JSSP
instance, the problem decoder, the Job Shop environment and the learning algorithm—
which, combined, constitute the intelligent agent—and, finally, the optimized solution
to the problem. As a result, the system is activated by giving an instance of a JSSP to be
solved. The format of the files that are used is based on the Taillard proposal [53], widely
adopted by the scientific community. These files are, in practice, text files where it is known
beforehand that in certain rows and columns there is specific information that determines
the problem. This file is then used by the next component in the system: the decoder. It is
responsible for converting the information contained in the file into workable objects in
the system; that is, creating the machine, job and operation objects needed to represent all
the information.
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Figure 3. Diagram of the developed system (adapted from our previous proposal [50]).

The decoder uses all this information to create the objects, which will be supplied
to the intelligent agent so that it can solve the problem. A validation mechanism of the
information contained in the system has also been developed to ensure that the information
in the file is complete.

After all the problem information is made available to the system by the decoder, it is
ready to be processed by the intelligent agent. The agent consists of two components, the
training environment and the learning technique, which cooperate to obtain the solution
to the problem. The Job Shop environment is where all the idiosyncrasies of this type of
scheduling problem are established and verified. In practice, this is the execution and
implementation of a previously proposed architecture [2].

It is in this environment that all objects processed by the decoder live. Thus, it is here
that the operation objects are allocated to the machine objects according to the respective
processing orders and always respecting the times defined in the instance to be solved. The
approval of the allocations is made by a validation entity that has access to all the system
information, designed according to software standards that are quite common in modern
systems: observation, mediation, responsibility and command [54].

If the Job Shop environment is the place where the intelligent agent’s decisions are
executed, it is the learning algorithm that enables the agent to know the best decision to
make at any given moment. The proposed architecture employs a Deep Q-Network [55].
The two main reasons are the ability to gain experience via replays and the separate neural
network to estimate the Q-value, i.e., the long-term return of the current state after taking
an action based on the agent’s policy.

Considering the moment immediately after the Job Shop environment is configured
with the instance provided by the decoder, all operations are available and not allocated
to a machine (i.e., they do not have the start time set). The agent learning component is
then responsible for deciding which operations to allocate and when. After all jobs are
completely assigned and with all times defined, the agent decides whether it is better to
repeat the entire assignment process based on the new knowledge acquired or, alternatively,
if the current knowledge is sufficient to calculate the optimal definitive plan.

Finally, the optimized solution is the compilation of information relevant to the
scheduling plan, including the final execution times. In practice, the optimized solution
defines the start and end times for each operation of each job. Thus, it is possible to know
where and when any job will be executed and how long it will take. Metrics that are
relevant for the quality analysis, such as total makespan, are also available, so that it is
easy for the end user (such as a planner or an automated factory environment) to validate
its effectiveness.
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5. Computational Study

This section presents the results obtained from the computational study carried out
under this paper. This computational study is divided into two phases of performance
analysis, both in terms of efficiency and effectiveness. In the efficiency analysis, we
compare the CPU runtime of the studied approaches. In the effectiveness analysis we use
the normalized makespan to measure the quality of the obtained solutions by the chosen
methods. The objective is to verify the advantage of the use of reinforcement learning to
solve Job Shop scheduling problems.

In the efficiency analysis, the execution times of the studied approaches are compared
until a solution is obtained. In the efficiency analysis, the quality of the solutions obtained
by the chosen methods of makespan minimization are evaluated. The objective is to verify
the advantage of the time/quality ratio achieved by the system solutions proposed in
this paper.

The JSSP solving experiments aimed at minimizing the completion time (makespan),
not only because this is the most common goal dealt with in scheduling problems [2] but
also because this is the goal used in the academic instances.

In the initial training phase, scheduling problem instances were provided to the agent
in a random way so that he could freely train and learn how to solve the problems. Then,
for each proposed solution, a reward was calculated and returned to the agent, which was
used by him to improve his performance. The formula used to calculate the reward takes
into account the distance of the completion time obtained to the best possible completion
time for the instance used.

The resolution method consisted of providing each problem instance to the developed
agent and, for each instance, storing the conclusion time obtained and the execution time
from the decoding of the instance to be solved to the recording of the solution obtained.
These are the components on which this computational study is based.

The implementation of the system (based on the proposed architecture Section 4.2) was
done using Python because of the development speed, the ease of creating and publishing
prototypes and the existing support for the programming language. It was perhaps the
most likely choice, considering that Python is the most widely used programming language
in projects involving work with data and/or machine learning [56,57].

The machine used during the development of this work and for the computational
study has the following characteristics: A 3.30 GHz Intel Core i-5 6600 CPU, 16 GB of
2133 MHz DDR4 memory, a 1 TB Seagate Barracuda ST1000DM003 hard drive, Gigabyte
GeForce GTX 1060 graphics card with 6 GB of 192-bit GDDR5 memory, plus the Windows
10 Pro operating system. Despite being a machine with a decent capacity, it is still intended
for personal use, being quite distant from the high-end computers traditionally used by
large laboratories and companies in machine learning computations, such as an RTX 8000
graphics card with 48 GB of ram or even TPUs, specialized boards for machine learning
applications developed by Google [58]. Thus, the entire process of developing and training
the intelligent agent had to be carefully measured in order to make the best use of the
available resources.

By analyzing contemporary literature and the results published to date for the best
solutions, it is possible to realize that, unfortunately, it is quite rare for complete results
to be shared and to find a complete study that uses all the common academic problem
instances. Analyzing the cases of Zhang et al. [59] or Peng et al. [60], the resolution of
the standard Taillard instances [53] only includes the information obtained up to the
TAI50 instance. This is most likely due to one of two reasons: either the authors did not
consider these instances given that some authors classify them as the least interesting or not
challenging enough [61], or they did not use them considering the exponential increase in
the complexity of the problems (the number of jobs increases from 30 to 100), which could
result in a less positive result. Considering this factor that is common in many publications,
the presented computational study presented uses the academic instances proposed by
Taillard [53]. In the execution time analysis, solutions are calculated for all instances up
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to number 50, in order to obtain directly comparable results. However, and despite the
lack of a comparative term, the results and complete data obtained with this work for the
remaining Taillard [53] instances (i.e., TAI51 to TAI80) are also presented in the analysis of
the quality of solutions.

5.1. Efficiency Analysis

There is plenty of scientific literature with results obtained for these problems; unfor-
tunately, it is very rare that those shares with the scientific community include the runtimes.
There can be many reasons for this that only the authors would known. For example, if
we are only concerned with obtaining the best possible result for a theoretical scenario,
the runtime may not be relevant, e.g., in [62] the best result known to date is presented
for the TAI11 instance, but the same runtimes are always used: either 5000 or 30,000 s,
about 83 and 500 min, respectively. This means that execution times are often ignored,
rather using a continuous repetition approach, with a predetermined time value being
the stop condition. This approach may have advantages in the resolution of academic
instances. However, it would be very complicated to put into practice in a real scenario for
two main reasons: first, it would be prohibitive for any factory to wait long periods of time
to know the job processing order, because it would cause a very big drop in productivity;
and, also, any form of external disruption would cause the process to restart (e.g., if a
new job were to arrive in the meantime it would be necessary to recalculate the whole
plan). In fact, this is one of the main advantages of the approach developed in this paper.
Whatever the complexity of the problem, the developed agent can solve it acceptably in a
few seconds. For example, Ref. [49] presents some of the best results known to date for
some problem instances, such as TAI32. However, the runtime to obtain this solution was
1000 s, approximately 16 and a half minutes. For the same problem, Ref. [59] presents an
execution time of 497 s (approximately 8 min), while [60] needed 457 (7 and a half minutes).
In the approach developed within this paper, the execution time is around 2 s.

As such, we want to analyze the runtime of different approaches for the 50 prob-
lems, TAI1-TAI50. The first two methods are those proposed by Zhang et al. [59] and
Peng et al. [60], identified as Zhang and Peng, respectively. These were chosen since they
represent two of the best available approaches to reach near-optimal solutions. The other
two approaches are based on priority rules, which are common heuristics that can be
used to obtain a valid solution. Based on a previous study [2], we have chosen two of the
most common heuristics used in the daily life of a planner: the Longest Processing Time
(identified as LPT) heuristic and the Shortest Processing Time (identified as SPT) heuristic.
These make an allocation considering the available job with the shortest total processing
time or, as opposed to the previous one, the job with the longest remaining processing time.
At last, the results obtained by this work, based on the PPO algorithm [50], are identified
by the abbreviation CUN.

Figure 4 presents the runtime boxplot for the TAI1-TAI50 problems. Considering that
the runtime for Peng and Zhang is much bigger than the runtime of other three methods we
use the logarithmic axis on time axis on both graphics. From its analysis, we can see that
the LPT and SPT methods are the fastest (median around 0.1 s), with CUN having a median
runtime of 1.0 s. The approaches by Peng and Zhang have a much higher median runtime,
and it is possible to conclude that they take significantly more time than the other methods.
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Figure 4. Boxplot of the runtime, in seconds (scientific notation), of algorithms: LPT, SPT, CUN, Peng
and Zhang.

Figure 5 displays the runtime required for each method to solve each of the 50 problem
instances. Similarly to Figure 4, Figure 5 also applies a logarithmic scale given the high
differences between all methods. From its analysis we can see how the time required to
solve each problems evolves with the increasing complexity of each instance.

Figure 5. Runtime, in seconds (scientific notation), for each problem (TAI1-TAI50).

In order to validate the veracity and statistical significance of the data presented here,
a statistical inference analysis was conducted.

We use a Friedman test [63] to compare the 5 runtime algorithms. As expected, we got a
p-value < 2× 10−16 so we reject the null hypothesis and can conclude that there significant
differences between the runtime algorithms considered. In order to detect pairwise runtime
algorithms that have a significant difference we conduct a Nemenyi test [64] and we got the
pairwise p-values shown on Table 1.

Table 1. Pairwise p-values of Nemenyi [64] test for CPU runtime.

Zhang Peng CUN SPT

Peng 0.81939 - - -
CUN 1.5× 10−6 2.9× 10−9 - -
SPT 4.9× 10−4 1.4× 10−12 0.011 -
LPT <2× 10−16 4.5× 10−14 5.7× 10−9 0.02464

By analyzing Figures 4 and 5 and Table 1, we can conclude that the two heuristic
approaches (SPT and LPT) and the intelligent agent discussed in this work (CUN) improve
significantly the runtime relatively to the Zhang and Peng methods.
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For problems with 20 or less jobs and 15 machines (TAI01 to TAI20), the agent (CUN)
takes less than 1 s to calculate a solution; Zhang and Peng take more than 4 min. Instances
with 20 machines and 20 jobs (TAI21 to TAI30) take less than 1.5 s, and the other proposals
are already around 7 min. This discrepancy is consistent throughout all instances, increasing
the separation in execution times exponentially as the complexity of the problems grows. In
fact, in terms of speed from the moment the problem reaches the system until the solution
is calculated, no similar execution time has been found in contemporary literature to those
presented here, except for deterministic heuristics (such as SPT and LPT) or random job
allocation approaches.

We should also point out that, between CUN, SPT and LPT, CUN spends takes
significantly more time to conclude, with a significance level of 5%, than the two heuristics.
Although CUN is slower than SPT and LPT, we expect that the quality of CUN’s solutions
will compensate this draw back. This issue is covered in the quality analysis Section 5.2.

5.2. Quality of Solutions Analysis

Based on the presented literature review (Section 2), it can be argued that the most
used metric to measure the quality of a plan is its makespan, which represents the time of
completion of the last operation of a plan. Thus, this section analyzes and compares the
makespan of the solutions obtained by the proposed system with those obtained with SPT
and LPT, for instances TAI1-TAI80.

The known optimal values [49] for each problem are included in this analysis (or best
known upper bound when there is no optimal value. However, it is important to note that
these makespan values for each instance have, in the great majority, different authors. As a
result that there is not a common unsurpassed technique for JSSPs, customized approaches
have been developed for the needs of each instance. These strategies achieve the goal of
obtaining the best-known result for a given instance but, unfortunately, cannot be replicated
on other instances. For example, Vilím et al. [65] present the optimal solution value for the
instances TAI27 and TAI28 (among others), but the optimal solution value for the TAI29
problem was proposed by Siala et al. [66].

Figure 6 shows a graph containing the optimal (or best known upper bound) makespan
(OPT) and the makespan obtained by each method. The OPT line (in blue) represents the
known optimal value [49] (or best known upper bound) and, as such, no other method can
go below it. By analyzing Figure 6, it can be verified that the SPT method is the one that
needs more time to complete all problems, while CUN obtained the better solution values.

Figure 6. Makespan for LPT, SPT, CUN and the optimal value for each instance.
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Frequently, the normalized makespan is used as a measure (instead using the raw
makespan value) to compare the quality of the solutions [2]. The formula is described in
Equation (3), where met represents a given method and opt represents the optimum value.
Thus, the normalized makespan is the ratio between the difference of the makespan of a
given method with the optimal makespan and the optimal makespan.

normx =
metx − optx

optx
(3)

Figure 7 contains the boxplots of the normalized makespan of the three methods. The
same conclusion can be reached in both measures. In fact, we can observe that for CUN the
median of normalized makespan is very near to 0.25, for LPT the median is close to 0.5 and
SPT has a median near of 0.6. We can conclude about evidences of the advantage in the
CUN system performance when compared with LPT and SPT.

Figure 7. Boxplot of the normalized makespan of the three methods.

In order to validate the results obtained, a statistical inference analysis was performed.
Similarly to the efficiency analysis (Section 5.1) we conducted a Friedman test [63] to detect
if these differences are statistic significant.

A p-value < 2.2× 10−16 was obtained from the Friedman test, which allows us to
conclude that there are significant differences, in the medians, of the normalized makespan
of the three methods. In order to decide which heuristics are significantly different from
each other we perform, like in Section 5.1, a Nemenyi test [64] and we got the pairwise
p-values shown in Table 2.

Table 2. Pairwise p-values of Nemenyi [64] test for the normalized makespan values.

CUN LPT

LPT 3.2× 10−11 -
SPT <2× 10−16 2.3× 10−7

We can conclude that the differences between all pairs are significant and that the
CUN results (i.e., the agent proposed in this work) represent significantly better solutions
than the LPT and SPT heuristics.

5.3. Discussion of Results

When considering the impact and importance of scheduling plans in a real industry,
there are two main factors that stand out: the quality of the plan and the time needed to
obtain it. Thus, the results presented in this section focus on two aspects: time to solve a
problem instance and the quality of the solutions obtained. It is important to emphasize that
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the objective of this work is not to obtain the best possible plan (unlike many metaheuristic
approaches), but a plan good enough to be put into production that is obtained as soon
as possible.

In terms of the quality of the solutions, two different methods were used as a term of
comparison: SPT and LPT. The results discussed in this section show that the quality of the
agent’s solutions is far superior to these priority rules (Figure 7).

Regarding the efficiency, it is undeniable that the work done here is efficient to find a
solution to any scheduling problem presented—the runtime is limited to a few seconds
on any problem. As a term of comparison, the works developed by Zhang et al. [59] and
Peng et al. [60] were used. These are based on the use of efficient metaheuristics, which
achieve good solutions in a timely manner. The solutions obtained by these approaches are
qualitatively better (as expected); however, when compared with the results obtained in
this work it becomes clear that the concept of useful time to obtain a solution is drastically
changed. The results obtained by previous approaches had space for longer runtimes since
the alternative would be the use of static rules, such as SPT or LPT, which present median
results. With this work, this concept is completely disrupted, because it is able to obtain
good plans in superbly short times. Moreover, the intelligent agent responsible for the
solutions is constantly learning, so their quality is expected to improve with its use over
time. We can conclude that the proposed system obtained a good compromise considering
the efficiency-effectiveness binomial.

Considering the above information, it is possible to affirm that the results obtained by
the proposed system (and its intelligent agent) have achieved the proposed objectives. The
time it takes to obtain acceptable plans makes the use of other approaches undesirable—
only in a theoretical-academic scenario is it justified to wait more than 15 min (Figure 4) for
an excellent solution when one can have a very good solution in less than 2 s.

6. Conclusions

The scientific question of this paper is to investigate the benefits and usefulness of
applying machine learning techniques to scheduling systems as an optimizer, with the goal
of improving the overall performance of the final scheduling plans. The work presented
in this paper confirms this possibility through the development of an intelligent agent.
This agent takes advantage of its architecture to independently solve Job Shop problems
according to its beliefs about which actions are best. The agent aims to obtain an optimized
scheduling plan efficiently, thus reducing waiting times and demonstrating adaptability
by being prepared to deal with unforeseen or dynamic situations (where new tasks can
appear at any time). This agent achieved a very satisfactory quality, offering an alternative
for calculating solutions for Job Shop scheduling problems that balances (in time) the cost of
calculating solutions with the benefit of improving their quality.

By analyzing the presented results, we consider considered that the proposed objective
was fulfilled. In this process, and for this to be possible, it was necessary to achieve several
objectives, of which we highlight:

• Modeling the Job Shop category scheduling problem into a reinforcement learning
problem by adapting the Markov process, covering how rewards are calculated, the
possible set of states and the achievement of an agent’s goals or the set of available ac-
tions.

• Design and implementation of training environment for reinforcement learning algo-
rithms to create intelligent agents capable of solving the category Job Shop schedul-
ing problem.

• Implementation of the complete scheduling system, composed of the artificial intel-
ligence module, which includes the intelligent agent and the training environment
used during learning, and the scheduling module, which establishes all the rules of
the problem, supports the decoding of academic instances and ensures the correct
definition of all the components of the problem: machines, tasks and operations.
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• Execution of a computational study for the analysis and validation of the results
obtained by the intelligent agent developed in this work, which analyzes the perfor-
mance, in efficiency and effectiveness, using measurements of the runtimes of the
approaches studied and the quality of the solutions obtained, respectively.

Thus, the main contribution of this work is the conclusion (with statistical signifi-
cance) about the benefits of using an intelligent agent created with reinforcement learning
techniques, in a proposed novel training environment, and incorporated into a complete
scheduling system that operates as the component that solves the Job Shop scheduling
problems.
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