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Abstract: Determining an object measurement is a challenging task without having a well-defined
reference. When a ruler is placed in the same plane of an object being measured it can serve as
metric reference, thus a measurement system can be defined and calibrated to correlate actual
dimensions with pixels contained in an image. This paper describes a system for non-contact object
measurement by sensing and assessing the distinct spatial frequency of the graduations on a ruler.
The approach presented leverages Deep Learning methods, specifically Mask Region proposal based
Convolutional Neural Networks (R-CNN), for rulers’ recognition and segmentation, as well as
several other computer vision (CV) methods such as adaptive thresholding and template matching.
We developed a heuristic analytical method for calibrating an image by applying several filters to
extract the spatial frequencies corresponding to the ticks on a given ruler. We propose an automated
in-plane optical scaling calibration system for non-contact measurement.
Keywords: image segmentation; deep learning; morphology; heuristic; non-contact measure;
computer vision; image registration

1. Introduction
Non-contact object measurement has a long history of applications in several fields of industry
and study. A few applications include measuring industrial fractures/cracks [1], measuring plant/leaf
size [2], wound morphology [3], forensics [4], and archaeology [5]. Non-contact object measurement
refers to the measuring of objects via a method or device which does not interrupt or come in contact
with the object of focus. This can either be done with a device in real time, or via software, after an
image of the object is captured. To measure captured images a reference or proxy marker is often used
to spatially calibrate the resolution of the image [6,7]. In this sense, a graduated device or ruler placed
in close proximity can also be used to better spatially comprehend the contents of an image. Therefore
a reference marker, specifically a ruler, can be used to spatially register the size of the contents in
an image. For these images, the digital measurement in pixels (px) and the spatial reference marker,
such as a ruler, would need to be captured in the same plane and then measured. A common metric
for the combination of these two measurements is dots per inch (DPI) which is the number of pixels
per inch.
Often, measuring an image in pixels involves manual work somewhere in the pipeline and in order
to maintain a confident level of accuracy/consistency the task becomes time consuming, disregarding
the abilities of semantic segmentation [8,9] momentarily. Dynamically or automatically achieving this
level of image calibration would over come two limitations. The first is that manually measuring
each image in a database can take a lot of human hours. The second is that manual measurement
induces subjectivity to the task which is objective in nature, meaning different measurements will be
retrieved by different people for the same image. This second hurdle can be evaluated by considering
the aforementioned applications’ individual needs for consistently accurate measurements.
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In this work, we chose to implement non-contact object measurement for images containing
rulers. This is primarily because rulers are well standardized and readily available in common practice.
This system can be used to either automatically convert pixel measurements for an image with an
object and a ruler or to manually measure elements with the generated graduation to pixel ratio.
However, if measurements are provided, the system is able to take the objects morphological data,
measured in pixels, and convert it to whichever graduation system was provided.
This system is capable of calculating the graduation to pixel ratio in DPI or DPM (dots per
millimeter) of an image provided it contains a ruler. To do this, we created a heuristic technique
for approximating the distances between the graduations on a ruler. In this work the resulting
measurement in pixels from one graduation to another translates to the mode of the spatial
frequencies along a region of a ruler, which identifies the element that occurs most often in the spatial
frequencies set.
Hough Transforms have been cited as perhaps the most popular technique for measuring rulers
in images for determining scale and measuring objects. Hough lines are extracted following a similar
methodology to edge detection and often involve some initial metric of edges to retrieve a result.
Although it is a very straightforward solution to the problem, it typically requires specific parameters
for different rulers and images. One system which uses the Hough transform to detect measurement
tools such as rulers and concentric circles of fixed radii [10] was developed. This system works by
gathering several regions with vertical lines with respect to a large horizontal line. The filtering
of the method looks at sample mean, variance and standard deviation to evaluate the weighted
input information for graduations on a ruler. The specified inputs to the system are the type
of ruler, the graduation distances, and the minimum number of elements to be considered [10].
For the two images listed in their paper under the results section given for manual vs semi-automatic
the measurements varied from 2.3 mm to 0.027 mm.
Another method which uses the Hough transform in forensics [11] extracts the spatial frequencies
of a ruler first by using a two-dimensional Discrete Fourier Transform (2-D DFT) which is modeled
after a known ruler. Both this methodology and Calatron’s et al. [10] method are largely similar
for extracting the graduation distances, although here the evaluation is done using a block based
DFT. This method is capable of sampling at a sub-pixel level, this is a necessity when assessing some
forensic samples such as finger prints [11]. Additionally, this method appears to only work specifically
for forensic rulers which have very unique features. Our system was not targeted for one particular
reference ruler, thereofore we chose to forgo Hough transforms as it would only narrow the solution to
a specific category or ruler type.
Object detection and recognition have been major topics of computer vision with a variety
of solutions addressing several problems such as: character recognition, semantic segmentation,
self-driving cars, and visual search engines [12–16]. In brief, object detection is a way to identify
whether or not instances of an object are contained in an image [17], and object recognition a way to
classify an object given a label that characterizes that object [18]. State of the art solutions for object
detection and recognition today rely on one or a few combinations of deep neural network techniques.
In particular, Region proposal based Convolutional Neural Networks (R-CNN) [19] are among the most
proficient. Others, such as You Only Look Once (YOLO) [20], Fast YOLO [21], Single Shot Detector
(SSD) [22], Neural Architecture Search Network (NASNet) [23], and Region-based Fully Convolutional
Network (R-FCN) [24] apply different approaches. These discoveries/optimizations along with
advances in R-CNNs occured all in a relatively short period of just a few years. Enhancements to
the standard R-CNN architecture, such as Fast R-CNN [25], Faster R-CNN [26], and Mask R-CNN
(MRCNN) [27] have led to improved speed, accuracy, and other benefits in the realm of object
detection/recognition [28,29].
Year over year we see that smartphone devices and cameras are used for an increasing number
of smart technologies and applications. Our heuristic system uses a combination of methods as a
novel solution for detecting and measuring rulers to scale objects in the same plane. The capacity
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for our system is made possible by taking advantage of the high resolution images that have become
the norm over the past few years. Our proposed method can be split into two distinct pieces in
order to achieve heuristic analysis for in-plane non-contact calibration of rulers. First, we perform
semantic segmentation by adapting the Mask R-CNN architecture which extracts the area containing
a ruler. In Figure 1 this area is represented as “Segmented Result” which is where the proposed
heuristic method begins to assess the ruler. We then perform the in-plane non-contact measurement
of the segmented ruler returning a calibrated measurement, the architecture in this figure represents
the proposed method end to end. In the Sections 3 and 4, we will expand on the outcome of region
for “Pixel Conversion” which is an integer given as pixels per unit of measurement, e.g., pixels
per millimeter.

Figure 1. High Level Architecture proposed heuristic method for scale calibration (best seen in color).

2. Materials and Methods
In this section we describe our database, which was used for both training and validating the Mask
R-CNN model. The same dataset was used in the development and testing of the calibration method.
Then, we briefly provide an overview of our adaptation to Mask R-CNN for instance segmentation
and object detection, and how we interpret its outputs for the calibration method. Finally, we describe
in detail the procedure for our proposed heuristic calibration method of a ruler.
2.1. Resources—Database
To create the database, we segmented and labeled images containing rulers from a
proprietary dataset. To perform the segmentation a semi-automated segmentation tool was created
for generating binary masks and their corresponding JavaScript Object Notation (JSON) mapping.
The semi-automated tool allows the user to plot points by using a mouse. In real time, the software
will draw a line connecting these two points together. The points from the user and the line created
bound the segmented object and correspond to regions. These regions are converted into a JSON
object and is used as the ground truth for MRCNN. In total, 430 images were segmented and labeled,
322 images were used for training and the remaining 108 were used to validate the model. Some images
in our database contain artifacts such as hands or clothes that interfere or cover parts of the rulers.
We include these images for a more realistic outcome from the training. Each ruler was marked with
the class “Ruler” to denote the segmented object or region contained within that image. Images in
our database had image resolutions ranging from 800 × 525 pixels to 5184 × 3456 pixels. Across
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the entire dataset 61.2% of the images were larger then 1920 × 1080 pixels and 4.66% of the images
were 800 × 525 pixels. These images were taken with a variety of devices including smart phones.
We did not personally procure this database it was provided by a third party source.
2.2. Mask R-CNN Adaptation for Ruler Segmentation
Within the field of computer vision, semantic segmentation provides a way for separating
or extracting objects within an image by classifying several small groups of pixels that correlate
to a larger single group or class [9,30]. Mask R-CNN, a popular extension of Faster R-CNN
(FRCNN), an architecture for object instance segmentation, has the capacity to perform semantic
segmentation, object localization or classification, and masking [27]. This architecture won the COCO
dataset challenge in 2017 and has been adapted to many different datasets with top of the line
results [28,29,31–34]. This architecture makes several improvements to FRCNN, one of these is how
regions of interest (RoI) are used within the model, improving the instance segmentation of FRCNN by
the application of what they call RoIAlign, a feature map RoI identifier that computes the value of each
sampling point using bilinear interpolation from the adjacent grid points [27]. A second improvement
comes from the addition of a fully convolutional network or FCN to perform the masking which occurs
in parallel with the classification and bounding box extraction. The FCN [9] makes use of a Feature
Pyramid Network or FPN [35] which performs the feature extraction for the classification. This is
then used to propose the bounding box around the object of interest, which is essential to our method
because it gives us with high confidence the square area containing a ruler. The ‘Mask’ in Mask R-CNN
is the last improvement to the FRCNN model we will discuss, and it is the reason we chose to use
MRCNN in our system. As an output the model will produce a binary mask containing the area of
the object of focus, in this paper that is the area of the ruler, based on the prediction for the class and
RoIs. This follows from making several region proposals with different sizes around each instance of
an object. The mask generated consists of m × m masks generated from the FCN and it is structured by
the RoI-Align [27].
The binary mask is our preferred target output of Mask R-CNN, as it will provide the least
amount of noise with the maximum amount of information needed for our system to calibrate an
image. With the mask we can extract only the ruler from the original image and then immediately
perform our calibration method. However this procedure is not perfect so we additionally take
advantage of the bounding box which will contain enough of a ruler for the calibration method to
execute. The calibration method we propose is also capable of handling outputs of this type. In Figure 1
a bounding box result is used to show the full scope of the architecture. In Figure 2, masks are used
to show the capability of Mask R-CNN and why it is used in this paper for extracting a ruler from
an image. We applied some constraints to the bounding box output and discuss the drawbacks in
Section 2.3 but still consider it as an acceptable intermediate outcome of our system.

Figure 2. (Overview Procedure) Integration of Mask Region proposal based Convolutional Neural
Network (R-CNN) output with scale calibration system for calibrating an image.
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2.3. Heuristic Scale Calibration
To generate the calibrated output, our method follows three steps: Preparation, Deep Searching,
and Calibration/Conversion. Each of these steps or components and their contribution to the system
can be seen in Figure 2. In addition, in this figure, preparation, the output of Mask R-CNN can
be seen as either a segmented ruler or a bounding box. The preparation step includes cropping,
down-sampling, removal of noise, and testing the image for spatial frequencies before the deep search.
In the deep search, the method will search the ruler by looking for spatial frequencies corresponding
to the graduations or ticks on a ruler.
In the validation, the last part of Figure 2, the target system and calibration, or conversion from
pixels, is performed. This is a mapping of the number of ticks in a region to the number of pixels
expected for the equivalent space. We assume the calibrated output will be a measurement in the metric
or imperial system because we expect a visible and referenceable ruler contained in the image.
2.3.1. Preparation
Preparing the Mask R-CNN result for the deep search starts with a simple test to determine if
the image has any spatial frequencies that can be searched. This test is a lite version of the Deep
Searchbut gives adequate indication whether the output is searchable. The decision of this step is
based on the detection score achieved using MRCNN. In short if the test fails we know that there was
very few spatial frequencies in the Mask R-CNN result, one example of this is a picture of a plain
surface. In the event that there is no mask, the system will default to searching the bounding box from
here on. A search on the bounding box is slower, as the search window will include excess area of
background. The amount of background acceptable for searching with our method should be less than
roughly two times the area of the ruler. Decreased performance is expected when the background is
large as the search would take too long to process. We will refer to the resulting image from MRCNN
as the RulerImage. The RulerImage is then converted to grayscale and template matching is performed.
Template matching in this process is used to reduce the search area to a small window of the ruler
to one dense region of graduations, which we will call the TemplateWindow. The TemplateWindow
can be seen in Figure 2. The TemplateWindow is the only area region of the image that is searched
for in the Deep Search. For template matching, we use the Template Matching Correlation Coefficient
TM_CCOEFF, which slides through an image and seeks the best sum of pixel intensities closest to
the template following 2D convolution [36].
A patch or window of size w × h from the image denoted I 0 is compared against a template
denoted T 0 , creating an array set of results that represent the matches [36]. The best match is selected
with TM_CCOEFF which chooses the best matrix denoted R( x, y) as the comparison with the points
and their position having the global maximum. The template ruler was manually created and designed
with the dimensions of a metric ruler; however, our system can identify an imperial ruler with
the same template. The size of the TemplateWindow is bounded between 150 × 150 to 500 × 500 px
and its value is calculated based on the size of the RulerImage, this is to reduce computing time.
The size of the TemplateWindow is initially calculated as the length of the shortest dimension of
the segmented result. It is then incrementally reduced to fit in the aforementioned bounds. The size
reflects the pixel density of the image where 500 px corresponds to images larger than 2560 × 1440 px.
The lower bound is the minimum resolution the system can search with and is used for images
as small as 800 × 525 px. To finish preparations for the deep search the image is converted to
black and white using adaptive thresholding. We chose this method over others, such as Otsu
Method (https://www.mdpi.com/search?q=otsu), because it does not look at the global values
of the image. Adaptive thresholding converts a gray scale image to black and white by splitting
the image into windows and taking the local minimum/maximum of the window. The method
for adaptive thresholding in OpenCV (Open Computer Vision) [36] takes a thresholding method as
a parameter such as Otsu but for our system Binary thresholding was used. In our system we used
ADAPTIVE_THRESH_GAUSSIAN_C as the thresholding method because it takes the weighted sum
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of the neighborhood instead of the mean [36]. The mean value produces results closer to the Otsu
method which only considers the mean value of the image. For the purpose of removing localized
noise we used the Gaussian_C method to ensure better results. The window size must also be specified
by a kernel, space similar to convolution. Adaptive thresholding has other uses such as edge/object
detection [29] and feature extraction/segmentation [37–39].
2.3.2. Deep Searching
We define a simple computer vision definition for the graduations on a ruler, in our system,
as the region in any RulerImage or TemplateWindow with the highest uniform spatial frequency
pattern. The spatial frequency f is defined below as the number of graduations or ticks under a line
given the width of black pixels wi within a threshold t.
f = |{i ∈ {1, 2, ..., n} : wi + t}|

(1)

To search for this region, we start by creating an array or line with N number of points where
150 <= N <= 500, the exact value is the width of the TemplateWindow. This value is found in
Section 2.3.1. We chose this range based on the variable image size in our database and therefore
each TemplateWindow is between 150 × 150 and 500 × 500 pixels. The lower bound of 150 we
select to maintain a level of fidelity in the image which should be considered when initially capturing
the image. The upper bound of 500 was selected because it is big enough to perform a thorough
search on large images and small enough to still execute quickly. The search is repeated for each of
the corners in the TemplateWindow such that each corner searches in a 90 degree arc about the image.
This is demonstrated in Figure 2 as the InitalSearch. Each of the search parameters are based on the size
of the image, where the number of searches is equal to
searches =

iX
NR

(2)

where X is the width of the image, N is the image width of the target image size, R is the quotient of N
over 500, and i is the search iterator. The value i is used to incrementally reduce the search space this is
because we expect to iteratively improve. Every search has a window or width equal to:
searchWindow = X −

XmR
i

(3)

where m is a constant based on the target image size. We selected the constant m based on the target
RulerImage size such that the number of searches and search windows would be proportional to
the size of the RulerImage. These constants ensures that even if a TemplateWindow is very small, i.e.,
150 × 150 pixels, the image will still get searched. After each iteration of the search, the window size
and searches per window decreases. Figure 3a presents the combined rendering of the Deep Search
method. In Figure 3b each of the regions have been rendered separately noting the empty or white
areas where the search stopped or skipped searching altogether. In Figure 3c the rendering shows two
zoomed arbitrary regions of Figure 4a where the ticks on the ruler are located, noting the increased
number of searches in this small region.
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Figure 3. (Deep Search Rendering) (a) All searches collectively. Note the crisscrossing at the top of
the image where the density shows the search optimization. (b) Each search separated by the corner
where the search started. In the top left, the red lines correspond to the initial search. (c) A zoomed in
piece of each search where a set of ticks are located (best seen in color).

Figure 4. (Final Spatial Frequency) On top is the line used to measure M f . Below is the line graduation
distribution in pixels.

After each search the list of results is filtered to determine if the average number of graduations
or spatial frequencies has improved. The first filter will remove results that were less than the average
uniform spatial frequency, from Equation (1), in the most recent search. The second filter removes
results with a large slope with respect to both the vertical and horizontal axis. The two filters will drop
on average half of the search results. The deep search is looking for the improved spatial frequency over
each iteration of results. The conclusion of the search will occur when either of the following is true:
(1) the search has gone on for too long or (2) the average uniform spatial frequency has not changed.
The limited number of searches is meant to provide an extensive yet deterministic result as there could
be marginal improvement over many searches. From experimentation, the first condition typically
means there was no good result to pick. Meaning the image was not very clear. An unchanged average
uniform spatial frequency or the same number of measured graduations is the desired outcome of
the deep search where there will either be only one spatial frequency, or a set of spatial frequencies
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equivalent to the average. In the worst case, the average spatial frequency could decrease after a
search. In this scenario, we resort to memoization (https://en.wikipedia.org/wiki/Memoization)
and expect the best result to exist in the previous search. When the search exhausts all the available
options we retrieve a single spatial frequency. The red line in Figure 4 is the final resulting line
and its corresponding spatial frequency is below. In the final calculation we consider both the black
and white values for width in the length of a single graduation. We measure the value for a single
graduation as M f where M f is the sum of the modes for the black spatial frequency Mb and white
spatial frequency Mw .
M f = Mb + Mw
(4)

where : Mb = m( f b )
and : Mw = m( f w )
where we expect M f is one millimeter in the metric system or

1
16

of an inch in the imperial system.

2.3.3. Calibration
The final calibration of the image is performed immediately following the deep search. To do
this the resulting line of the search slides vertically or horizontally through the TemplateWindow to
search for spatial frequencies with the same period. The results in Figure 5 are calibrated based on
the system where graduations are grouped based on 5 or 10 mm in the metric system and 12 or 1 inch
in the imperial system. This calibration can be thought of as moving/pivoting the line gradually until
it is perpendicular to the graduations to finda a spacial frequency correlated M f . Although, the term
perpendicular is used to help explain the procedure, there is no trigonometric function in this procedure.
The line we are using to evaluate the system of measure is the result of a heuristic search that uses
two pixels per iteration for pivoting to identify a line with the least error in the frequency distribution.
This leads to a line that approximates to a 90◦ angle between the markers and the evaluating line.
In Figure 5 the line is almost perpendicular and was the best found by the heuristic system in this
case. The spatial frequencies shown in Figure 5 are evaluated as 5M f on the left and 10M f on the right.
These two definitions are redundant to ensure confidence in the calibrated results when it is possible.
The smaller of the two additional spatial frequencies, 5 mm and 12 in, should be measured an equal
number of times in the calibration step to also retain confidence in a single measure. This number
is calculated also based on M f as the number of spatial frequencies in the deep search result over
the length of 5 mm or 21 inch.

Figure 5. (Scale Search and Results) Left are the search lines.
and the distribution of 5M f and 10M f .

Right displays both the line

Information 2020, 11, 259

9 of 14

3. Results
With the current system the results with our segmentation of the ruler and the results of the
heuristic method are separated as depicted in Figure 6. Since MRCNN is well cited and popular for its
results, we include the results of our adaptation of the model and technique for images containing
rulers but only for detection.

Figure 6. Database test results on five images. From top to bottom: Mask R-CNN (MRCNN) output,
template match, initial search, deep search, and final calibrating line (best seen in color).

3.1. Segmentation Results
The result of MRCNN, specifically the instance detection, is given in terms of the object detection
confidence. In our experiment we took 30 images containing either a white, green, or brown graduated
ruler in the shot. The rulers used varied in shape and size. The rulers used had: just metric graduations,
just imperial graduations, and both metric/imperial graduations on the same ruler. In metric, rulers
had lengths of 5, 15, and 30 cm. The background of the images were largely unique to each image.
With Mask R-CNN we were able to achieve an average confidence score of 99.97%. In terms of our
system this means we are almost certainly guaranteed a bounding box to start calibrating the image.
This is because a bounding box is only generated by MRCNN when there is a detection score; however,
if the detection score is too low the background area will be an issue for our system as mentioned in
Section 2.1.
The heuristic method was tested on a printed USAF-1951 target in Figure 7 where three reference
objects of different sizes, surrounded by red boxes were selected. The objects considered were measured
from the first black stripe to the third black stripe for area, perimeter, diagonal, and length/width.
Each photograph taken of the objects was done with a ruler in the shot. Several shots were taken
at different heights while the rest were taken at roughly the same height. This was done to test
the robustness of the search in terms of variance in the measure. We found that a picture taken very
close to the reference objects induced more error. This is because we do not measure at the sub-pixel
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level in our method and the system is rounding off error to the nearest pixel. The metric measurements
for each object are presented in Table 1. Noting the measurements for Length/Width as an average
of two measured sides. Area was calculated as the square of the average for the Length/Width. Ten
pictures at 4032 × 3024 pixels resolution were taken of the target using an iPhone X’s 12MP f/1.8
4 mm camera. Each object was measured in pixels after the photo was taken using the “Measure”
tool in ImageJ2 [40]. The measurements for each of the objects in each of the ten pictures is shown in
Figure 8. The absolute error of these measurements are presented in Figure 9.

Figure 7. (Test Target) The printed target from the United States Air Force used for testing and
measuring the heuristic calibration method.
Table 1. The manual measurements of the printed target using a metric ruler. Object 1 is the largest
object from Figure 7, Object 2 is the second largest object, and Object 3 is the smallest object.
Measurement (Scale)

Object 1

Object 2

Object 3

Area (cm2 )
Perimeter (cm)
Diagonal (cm)
Length × Width (cm)

8.41
11.6
4.1
2.9 × 2.9

4.41
8.4
3.0
2.1 × 2.1

1.6
3.2
1.1
0.8 × 0.8

Figure 8. Distribution of measurements performed using proposed heuristic calibration method.
Object 1 is the largest object from Figure 7, Object 2 is the second largest object, and Object 3 is
the smallest object.
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Figure 9. Absolute error for each of the measurements tested by the proposed heuristic
calibration method.

3.2. Heuristic Search Calibration Results
We performed real measurements for the Area, L/W, Diagonal, and Perimeter, both in metrics
and in pixels. We expected the error to be squared in the area measurements and have included it
in our results for completeness. We found that on average the measurement for calibrating the test
image was 9 pixels/millimeter. Our calibrated results include the images taken at different heights are
included in Figures 8 and 9. From the 24 of the 30 measurements for length and width our proposed
calibration method measured within 1 mm of error with the remaining 6 having less than 2 mm of error.
The average of the 10 measurements obtained for objects 1, 2, and 3 are 2.92 cm, 2.08 cm, and 0.82 cm,
respectively. Figure 9 shows the relative error for L/W, Diagonal, and Perimeter measurements was
less than 5% with the relative error for Area less than 6%. We found that the system performed slightly
better on Object 1 and 2 than it did for Object 3. As Object 3 is the smallest, with a length of 8 mm, this
can be attributed to our measurements being done at the pixel level.
We believe these results are meaningful as the general error in any systematic measuring device is
plus or minus the minimum unit of measure, in our tests this was plus or minus 1 mm. In our tests,
87% of the time, results were well within this margin of error and we believe the measurements with
2 mm of error could partially be attributed to our error in measurement using the ImageJ2 “Measure”
tool. In addition, as we have mentioned several times before, the system only samples the image at a
pixel level, which could be cause for the additional millimeter of error.
4. Conclusions
In this paper we proposed a new system for automated calibration of images when a ruler is
present in the scene. This is done by extracting the ruler and measuring its graduations as a spatial
frequency. This system produces accurate and reproducible results, removing the tedious manual labor
to perform metrological tasks. The robust and extensible OpenCV packages allowed us to formulate
and execute image transforms that were necessary to move through the pipeline of data extraction.
Aside from OpenCV we created the initial/deep search from scratch instead of applying more pre-built
methods. This allowed us to fine tune the search and consider broader scenarios. We used Mask
R-CNN to produce satisfactory ruler masks, with this technique we were able to remove the majority
of uncertainty when handling rulers with widely varying backgrounds. Our system samples the image
data at the pixel level which was mainly done to broaden the capabilities that the system could work on,
namely different resolutions. When sampling at a sub-pixel level, assumptions about recording devices’
parameters need to be made and manually input to the system. In order to overcome this difficulty,
we trained Mask R-CNN to do semantic segmentation on rulers normalizing the segmented masks.
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In addition to Hough line transform or Fourier transforms to extract the graduations on a ruler,
limiting the ability to perform sub-pixel measurements, we iteratively reduce the search space of
the graduations and perform a search for spatial frequencies corresponding to the ruler’s graduation.
This provides reproducable results on a wide variety of images. From end to end the extracted pixel to
metric ratios or DPI/DPM can be found on average in 5.6 s.
In the future we look forward to optimizing the system, further reducing the search time and
space on the deep search stage. We are currently working on implementing several methods to
decrease the number of search candidates that would most likely not be in the region of the ruler’s
graduation. The system today stores many search results in case the heuristic model point backwards,
this ultimately leads to still having many empty/wasted searches. Additionally, we look forward to
finding a solution for halting the system early, potentially prior to performing either the initial or deep
search, skipping the deep search when possible. This would lead to faster results from our system.
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