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Abstract: This paper introduces a plug-and-play on-chip asynchronous communication network
aimed at the dynamic reconfiguration of a low-power adaptive circuit such as an internet of things
(IoT) system. By using a separate communication network, we can address both digital and analog
blocks at a lower configuration cost, increasing the overall system power efficiency. As reconfiguration
only occurs according to specific events and has to be automatically in stand-by most of the time, our
design is fully asynchronous using handshake protocols. The paper presents the circuit’s architecture,
performance results, and an example of the reconfiguration of frequency locked loops (FLL) to
validate our work. We obtain an overall energy per bit of 0.07 pJ/bit for one stage, in a 28 nm Fully
Depleted Silicon On Insulator (FDSOI) technology at 0.6 V and a 1.1 ns/bit latency per stage.
Keywords: on-chip communication network; adaptive blocks; asynchronous design

1. Introduction
The complexity of system-on-chip (SoC) is ever growing, while the constraints on power
consumption are increasingly tightened. To address this problem, reconfigurable blocks are integrated
in SoCs to allow a maximum trade-off between power and performance. These blocks can adjust
their performance based on the available energy budget, on the application requirements, or on the
environmental conditions [1]. Furthermore, at system level, it is interesting to get some information
back from these blocks to adjust their performances. A complex SoC usually has both analog and digital
blocks in several power domains. For example, a wireless sensor node can integrate reconfigurable
blocks of various complexities, such as receivers [2], analog-to-digital converters (ADCs) [3], image
sensors [4], and digital blocks like clock and power generators. When implementing several of these
adaptive blocks on the same circuit, the problem of how to reconfigure them efficiently and with a
minimum energy loss arises.
Looking at the state-of-the-art of on-chip communication networks, we can distinguish two types
of networks: networks to send and receive functional data and networks dedicated to reconfiguration.
Data networks such as the AMBA (ARM) [5], the Wishbone (OpenCores) [6], and the CoreConnect
(IBM) [7] are buses used in SoCs to efficiently transport large amounts of data at high speed. The frame
can accommodate up to 256 bits for the data bus, and 32 bits for the address bus, with a high throughput.
The aim is for the data to be transferred as fast as possible, without strict energy constraints. In this
case, the higher the throughput, the better. Another type of data network is the network-on-chip
(NoC) [8], which has emerged in response to the increase of integration in system-on-chip (SoC),
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as well as the shrinkage of technology. The SoC is split into different islands, with each island
accessible through an interface connected to the data network, which allows more efficient routing
of the data. The NoC paradigm has introduced new energy-efficient networks with lower latencies
and better performances overall for transferring data in SoCs. An interesting category of NoCs is the
asynchronous NoCs (ANoCs) [9], which are mainly implemented in globally asynchronous locally
synchronous (GALS) [10,11] architectures—especially for sub-micron technologies. Thanks to the
nature of asynchronous logic, these networks can bypass problems caused by the clocking distribution
in an SoC, such as clock skew. Moreover, it makes access to multiple power islands much easier.
This approach has proved efficient, and demonstrated that asynchronous design can be adequate to
implement communication networks [12]—especially to reduce clocking problems in SoC. However,
due to their complexity and the size of the SoC or multicore itself, ANoCs have not been employed for
low-complexity networks.
Dedicated networks or performance-enhancing networks are usually added on top of a functional
network and are mostly used in multi-core systems, with their own dedicated processor [13,14]. They
are used to collect performance-related data such as temperature from intellectual properties (IPs) in
order to monitor the circuit performance and adjust them when needed. This type of network has
been successfully implemented in many SoCs. However, each network had to be tailored to the SoC
and its specificities. The use of dedicated networks has proven to be efficient with a minimum of area
overhead [15].
Since configuration data can be sent both at runtime and when the circuit is in idle mode, using
the normal data network to transfer it is not efficient. When the configuration data is sent at runtime
using the intrinsic data network, the transfer of functional data is put on hold while reconfiguration
data is sent. When reconfiguration happens at idle times, the circuit needs to be powered back up
to transfer the data, which is not energy efficient. Using a data network for reconfiguration can be
costly energy-wise.
In this work, we target different applications (e.g., internet of things (IoT) systems) based on
ultra-low-power mixed signal circuits having constraints far apart from the previous multicores or SoCs,
not requiring intricate interfaces and links. Therefore, our proposed reconfiguration communication
network is very low power (pJ/bit), and the circuitry’s complexity is kept at a minimum (<1800 gates
for the interface) to allow the fine grain tuning of small elementary blocks. We propose a network
that can dynamically reconfigure any adaptive block, have a fast wake up and an automatic sleep
mode thanks to the use of asynchronous logic. Moreover, its deployment is extremely easy due to its
asynchronous implementation. There are no clock distribution problems, and power domain crossing
is no longer an issue. Moreover, it allows for an easy plug-and-play approach, since the network’s
interface can be connected to different types of adaptive blocks, regardless of their architecture or
which power domain it will be in. Indeed, quasi-delay-insensitive (QDI) asynchronous logic is always
functional and insensitive to delay variations due to voltage domains, temperature, or process changing.
To test our network, four digital frequency locked loops (FLLs) [16] are embedded in a realistic test
case. The network is implemented in a 28 nm Fully Depleted Silicon On Insulator (FDSOI) technology
at 0.6 V. The obtained energy per bit is of 0.07 pJ/bit per stage, and the latency is 1.1 ns/bit.
This paper is structured as follows. In Section 2, we discuss the necessity of having adaptive
blocks in a mixed signal circuit, especially for IoT application. In Section 3, we present the network’s
general architecture. Section 4 gives an overview of the asynchronous logic used in designing the
circuit and details the architecture of the network and its components. Finally, in Section 5, we present
the performance results of our circuit.
2. Adaptive Blocks for Mixed Signal Circuits
Today’s integrated systems and designers are facing the increasingly difficult task of designing
systems that have to handle very tight sets of specifications, or even multiple sets of specifications,
required for adequate performance. Given the numerous variables encountered by the designers
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during the design process, including—but not limited to—the variations in the fabrication process,
temperature, and transmission media, it becomes very challenging to implement systems that can
meet those tight specifications and yet keep high levels of integration and preserve cost-effectiveness.
Three main categories of variation exist: variation at circuit level [17], including process, supply
voltage, and temperature variations; variation at system level, where the specifications of a circuit need
to be changeable (for example, a transceiver needs to automatically handle multiple standards [18]);
and variations in the transmission media, which is at the communication and environment level
category [19].
To handle these variations—preferably automatically—adaptation is the key. Adaptation is a
very broad technique that can be applied to many fields in the area of analog and mixed signal circuit
design [20,21]. The adaptation is based on a Sense and React operation. The value of a parameter is
probed, and compared to a reference value. If there is a difference between the two values, the circuit
Reacts to change the value of the parameter, in order to minimize or eliminate the variation. Circuits
and systems that employ adaptation techniques are called adaptive circuits and systems. These circuits
have many uses—especially in IoT systems, where typical constraints are multi-standards wireless
communication, various and changing environments, and ultra-low energy consumption leading to a
suppression of all over-specifications.
Our proposed circuit deals with the transfer of the sense and react data. The network is responsible
for sending the Sense commands and the React configuration data to the adaptive blocks, and collects
the sensed values from adaptive blocks and transmits it to an external microcontroller, for instance.
3. General Architecture
The proposed asynchronous service network (ASN) is shown in Figure 1, and is composed of
two main blocks: a serial interface controller (SIC) and the interfaces that are directly connected
to the adaptive blocks (ABs). The serial interface controller (described in Section 4.3) receives the
configuration data from a microcontroller (which is not shown), and passes them to the interfaces
described in Section 4.2. The communication protocol is serial, and the interfaces are connected in
a daisy chain topology to reduce the number of metal wires needed and have the least intrusive
deployment of the network.

Data_cfg_in

Priority
Data_cfg_out

Serial Interface Controller

AB1
DATA_IN

AB2
DATA_IN

Interface

Interface
DATA_OUT

DATA_OUT

DATA_OUT

Interface

Interface
DATA_IN

DATA_IN

ABn

ABi

Figure 1. Proposed communication network. AB: adaptive block.

3.1. Frame and Topology
The aim of the network is to achieve a good power efficiency at the least possible area cost.
As such, the frame needs to be as compact and small as possible, and the chosen topology has to be
area effective. In the following paragraphs, the choice of topology and frame is explained.
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3.1.1. Frame Structure
The frame associated with this construct is straightforward (Table 1), and contains only the
necessary data: a priority bit, a bypass bit, the addresses of the adaptive blocks and of its internal
registers, the Read/Write bit, and the configuration data (when relevant). Usually, in a serial network,
start and stop bits are needed as well as acknowledgement bits to verify that the data has reached
its destination. However, because our network is based on asynchronous logic, these bits are not
necessary, as synchronization is automatically handled. The priority bit allows us to signal to the
interface that the incoming configuration data is a priority and has to be processed immediately. We
also chose to add a bypass bit to the frame. If a new frame reaches the interface it is intended to, and if
this interface is still busy, the bypass bit is set to “1” by the interface, and the frame continues through
the network. This bypass bit tells the following interfaces that they do not need to process the incoming
data, which allows a gain in latency and energy. After reaching the SIC, this latter knows it has to send
the frame again in the network after switching the bypass bit to “0”. The return frame received after a
read operation has only the address of the block, the address of the register, and the data.
Table 1. Structure of the frame used.
a Data to the interface
Pr

Bp

addr_bloc

addr_reg

rw

Data

1 bit

1 bit

4 bits

4 to 8 bits

1

8 to 32 bits

b Data from the interface
addr_bloc

addr_reg

Data

4 bits

4 to 8 bits

8 to 32 bits

3.1.2. Asynchronous Service Network Topology
The bus topology represents a good latency/complexity trade-off, and is already used for many
networks. However, an asynchronous channel can only be read by one block at a time. To send
asynchronous data through a bus to several blocks, the data needs to be duplicated (Figure 2) as many
times as there are blocks to ensure a correct handshake protocol. Thus, we chose to implement a daisy
chain topology as a better solution. Only one asynchronous channel will run through all interfaces, so
the wire count will be diminished significantly. In a bus topology and for a four-block network, there
will be 65% more wires than in a daisy chain topology. Moreover, when using a daisy chain topology,
if an interface is busy and cannot accept the new configuration data (because the previous ones were
not processed yet), the data will only have to continue through the network until it reaches the SIC
and be sent again.
On the other hand, using a daisy chain topology implies a greater latency, because the current
block has to finish analysing the data before sending it to the next block. However, since the network
is small and does not contain many blocks, the main constraint is the wire count and not the latency of
the network.
BLOCK2

BLOCK3

Sender

Sender

BLOCK1

DATA_IN

(a)

BLOCK1

BLOCK2

BLOCK3

DUP

DUP

DUP

DATA_IN

(b)

Figure 2. Bus topology for synchronous and asynchronous networks. (a) Normal bus topology;
(b) Asynchronous bus topology.
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4. Network’s Micro-Architecture
As mentioned previously, we used asynchronous logic [22] to implement the asynchronous service
network. It allows us to achieve a plug-and-play implementation and avoid power domain crossing
problems common to many SoC circuits [23], since we no longer have to worry about timing problems.
It also enables us to have a network with a fast wake-up and an automatic stand-by mode without
implementing gated clock logic. In the next section, a small overview of asynchronous logic is given,
followed by the detailed architecture of both the serial interface controller and the interfaces.
Asynchronous design is a design methodology for digital circuits where no clock is used. Instead,
a handshaking protocol is used to signify when it is correct to process data. When the sender is ready
to send data to the next block (the receiver), a request signal (Req) is sent to the receiver, which in turn
sends an acknowledgement (Ack) to the sender to signify that it is ready to receive the data (Figure 3).
Once the data is sent, a new acknowledgement signals that the data was correctly received. Unless the
Ack is sent, the sender cannot receive any data from any other block. This blocking communication
scheme ensures that the data in the sender is not lost or replaced, and that the appropriate data has
been sent correctly.

Figure 3. Four-phase dual rail protocol.

4.1. Asynchronous Design
In this design, we are using a four-phase dual rail protocol, where the data request is encoded
within the data (i.e., each wire is duplicated to carry the request with it—Figure 4b). For instance,
when we send a bit “0” through the channel, only rail0 is activated. Once the data has been received,
the Ack signal goes to zero, and waits for the rail0 signal to go back to zero to have the empty value
(when both rail0 and rail1 are at “0”). Once the Ack signal is active again, we can send new valid
data. This protocol is possible thanks to the Muller gate (also called C-gate), which manages the
acknowledgement (Figure 4a) [24]. This gate switches when both inputs are coincident, therefore
acting as a Rendez-vous for the inputs. In an asynchronous circuit, it allows synchronization of the
events and ensures the correct acknowledgement.
Both the SIC and the interfaces are designed using asynchronous logic, and each interface
is connected to the synchronous reconfigurable block via a custom asynchronous-to-synchronous
interface. The following paragraphs introduce the architecture of the interface and the SIC.
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Figure 4. Asynchronous design basics. (a) Two-input Muller gate; (b) Dual Rail protocol.

4.2. Network’s Interface Architecture
Each adaptive block is connected to the communication network through an interface.
The interface architecture is shown in Figure 5a, and has less than 1800 gates. The interface has
a first input channel connected to the network to receive the configuration data DATA_IN. A second
input channel is connected to the adaptive blocks to receive data after a read operation DATA_R_IN,
and a third input is connected to the previous interface to pass along the read data through the
network P_BLOC_IN. Figure 6 shows how two interfaces are connected. The interface is composed of
a comparator block that compares the address of the interface, a register block to keep the data, and a
serial-to-parallel converter in order to convert the data sent to the adaptive block. When the interface
receives the configuration frame, it first compares the address of the block in the frame to its own
address. If the addresses match, the interface stores the data and then sends a request to the adaptive
block to write the data into its registers. Once the operation is finished, the network is inactive until
the next frame is received. If it does not match, then the data is passed along to the next interface.
However, if the addresses match but the previous configuration data was not yet sent to the adaptive
block, then the data is sent back through the network to go back to the SIC and be sent again at a
later date.

P_BLOC_IN

data_r_in

Priority

Store& Send

Conv_P2S & framer

Data_bp_out

CONV_S2P
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Data_in
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Data_cfg_out
req_out
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addr_out
Data_cfg_in
data_w_out

Data_out
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switch
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Figure 5. Serial interface controller (SIC) and interfaces architecture; (a) Interface architecture;
(b) SIC architecture.

The adaptive blocks can be either asynchronous or synchronous. When the adaptive block
is synchronous, an asynchronous-to-synchronous interface is needed. The interface converts the
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dual rail encoding to a single rail encoding (Figure 7a) and vice-versa (Figure 7b) when needed.
It also synchronizes the exchange of data using C-Muller gates and acknowledgement signals
(Ack_w and Ack_r).
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Figure 6. Two daisy-chained interfaces.
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Figure 7. Asynchronous-to-synchronous conversion basic blocks; (a) Dual rail-to-wire encoding;
(b) Wire-to-dual rail encoding.

4.3. The Serial Interface Controller Architecture
Similar to the interface, the SIC is asynchronous (Figure 5b). The SIC has two main roles: the
first is to process the configuration data (either the data sent to the adaptive blocks or received from
the adaptive block) and the bypassed data, and the second is to handle the priority data. The SIC is
composed of three blocks. The first is a parallel-to-serial converter (CONV_P2S) which receives the
parallel data from the microcontroller, adds the bypass bit to the frame, then sends it to the network
serially. The second block is the serial-to-parallel converter (CONV_S2P) which receives serial data
from the network (the result of a read operation), converts it to parallel data, and sends it to the
microcontroller. The third block is the Store&Send block, which receives the bypassed serial data from
the network and sends it back to the network. The SIC has three input channels: two to receive data
from the interface (one for the read data and the other for the bypassed data) and one for the frame
coming from the microcontroller. The parallel data received from the microcontroller simply replicates
the frame structures without the bypass bit, which is added by the SIC. The two types of frames it
receives from the interfaces are the bypassed data and the sense data sent after a read operation of
the adaptive blocks. The first type of frame is stored to be sent back to the network, and the second
frame is sent to the microcontroller after converting it to parallel data. Upon receiving the bypassed
data, the SIC checks if any data is being sent to the network. If that is the case, the SIC waits for the
data to be sent, then sends the bypassed data; if not, then the bypassed data is sent without delay.
The same is true for the regular configuration data. Once the SIC receives configuration data from the
microcontroller, it checks an internal priority flag first (set by the PRIORITY input). If the priority bit
of the frame is at “1”, it sends the data through the network; if not, the data is disregarded, and the
SIC waits until the correct high priority frame arrives to send it through the network, after which, the
priority flag is reset. When the priority flag is at “0”, the SIC simply sends the data to the network.
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5. Test Case and Associated Service Network
In the following paragraph, we implement the asynchronous service network in a reconfigurable
circuit based on reconfigurable frequency locked loop (FLL) as shown in Figure 8, in a 28 nm FDSOI
technology. This approach allows us to validate our work and to analyze the network’s performances.
In the following, we will present the results of two possible implementations of our circuit (serial
and hybrid), and report and analyze the obtained results in area, power, throughput, and latency.
Both networks were fully Placed and Routed on this technology as seen on Figure 9. In the following,
simulation results are given from post back-end parasitic extraction. The serial network architecture
was also implemented on silicon, and Table 2 presents the results in latency and throughput, for both
the post back-end simulations and silicon measurements.

Figure 8. Communication network connected to four frequency locked loop (FLLs) for reconfiguration
and performance estimation.

SIC & NPC

FLL4

Interface

Interface

FLL1

FLL3

Interface

Interface

FLL2

Figure 9. View of the the fully placed and routed network. NPC: network performance characterisation.
Table 2. Serial implementation performance results post back-end and on silicon @ 0.6 V.

Latency Interface 1
Latency Interface 2
Latency Interface 3
Latency Interface 4
Throughput

Post Back-end

Silicon Results

20 ns/bit
22 ns/bit
24 ns/bit
26 ns/bit
37 Mbits/s (800 kflits/s)

20 ns/bit
23 ns/bit
25 ns/bit
27 ns/bit
37.7 Mbits/s (820 kflits/s)

5.1. Frequency-Locked-Loop and Network’s Performance Characterisation Blocks Design
Digital FLLs [16] are used in many circuits to generate a stable clock, and are also used in dynamic
voltage and frequency scaling (DVFS) and adaptive voltage and frequency scaling (AVFS) digital
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architectures for power management. FLL’s main advantages are a fast frequency reconfiguration and
a very low area. For our circuit, we chose to reconfigure four FLLs and extrapolate the results to a
greater number. We chose to work with FLLs because frequency is one of the main parameters we can
change to reconfigure a circuit. For test purposes, we used a serial peripheral interface bus (SPI) to
send the data to our network through a bisynchronous First-in First-out memory (FIFO), which acts as
a synchronous-to-asynchronous interface (not shown). To estimate the throughput and latency, a small
asynchronous block called network performance characterisation (NPC) for performance estimation
was designed and integrated in our circuit, along with a test module (TM) comprised of two counters:
a fast counter that can go up to 2 GHz and a normal counter, as well as an FLL that provides the
frequency to the counters. The test module is synchronous, while the NPC is asynchronous. When
a test needs to be done, the TM receives a signal to start the counter. Once the counter starts, the
TM sends an asynchronous signal to the NPC to start the measurement. When the measurement is
completed, the NPC sends an asynchronous signal to the test module to stop the counting.
The NPC itself contains a testing finite-state machine (FSM) and a multiplexer (MUX). The MUX
is used to separate the data we send to the SIC for a normal operation and the data we send for
a measurement. To accommodate the new setup, we added a bit to the frame we send from the
microcontroller that will specify which operation we want to conduct (measurement or normal), and
expanded the ADDR_BLOC from 4 bits to 8 bits when we want to make a measurement. When we want
to measure a latency or the throughput, we simply have to set the measurement bit to “1”, and then
the MUX will pass the incoming message to the testing FSM. The four first bits of the ADDR_BLOC
specify which type of measurement we wish to conduct. Then, depending on that, an event is sent
to the SIC and interfaces to warn that the incoming data are test data. We then send the rest of the
frame to the network that operates normally. For example, to calculate the write latency of the second
adaptive block, we first send the correct frame, with the measurement bit switched to “1”. Once the
FSM gets the frame, it checks to see what kind of measurement it needs to do. Since it is a write latency
measurement of the second block, the FSM sends a signal to the corresponding interface (in this case,
the second interface) to warn it that the incoming data are for measurement. The FSM then sends the
data to the SIC, which sends it to the corresponding interface, and the counter starts counting. The
data is processed once it reaches the corresponding interface, but instead of being sent to the adaptive
block, the data is disregarded and a signal is sent back to the FSM to stop the counter. We can then
get the value of the counter, and have a correct latency measurement. For the throughput, we send a
hundred frames to the network.
The latency, throughput, and power consumption were calculated post back-end with sdf
back-annotation. Furthermore, to be as representative as possible, each interface was positioned a
distance away from the next one (Figure 9) to simulate a realistic communication implementation. The
UTBB FDSOI 28 nm technology was chosen, as it corresponds to today’s ultra-low-power platform [25],
and the simulations were conducted at 0.6 V. The proposed network and FLL’s configuration scheme
are represented in Figure 8. The chosen frame contains 47 bits, as shown in Table 3.
Table 3. Test case’s frame.
Pr

bp

addr_bloc

addr_reg

rw

Data

1 bit

1 bit

4 bits

8 bits

1 bit

32 bits

5.2. Results of Fully Serial Implementation
Thanks to the network performance characterisation block, we were able to accurately determine
the latency and throughput of the network. Table 2 reports the implementation results regarding the
latency and the throughput, both post back-end and on silicon. The latency to reach each one of the
four interfaces considers the SIC latency as well as the link and the time it takes to bypass a previous
interface. The post back-end simulation results and silicon measurements are close. Table 4 gives a
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more detailed partition of the latency, but only for post back-end simulations. As can be seen, the
latency of the interface is important, and is due to two main reasons. The first is technology related:
the high Vt (low leakage) cells used negatively impact the latency. The second reason is architecture
related: a counter is integrated in each interface. When the interface receives the serial data, it does
not know how many bits to expect, and which bit corresponds to what. To help with that, a counter
was added to the interface to count the incoming bits. However, because the counter is asynchronous,
between each bit, we need to wait for the counter to increment, then send the acknowledgement, which
increases the latency. However, the throughput simulated in this case is 800 kflits/s (37 Mbits/s),
which is more than enough for the targeted applications. Moreover, since the majority of the latency in
our implementation comes from the counter, the latency is reduced considerably for smaller frames
(smaller frames means a smaller counter). For a 26-bit frame (four bits address register and 16 bits
data), we can reduce the latency by a third.
To estimate the cost of a reconfiguration, we need to consider the contribution of the SIC and
every interface the frame has to go through before it reaches its correct destination. As can be seen
in Table 4, the energy per bit used by the SIC remains the same for every reconfiguration; we only
need 0.03 pJ/bit every time we need to configure a FLL. The interfaces contribute in two ways: when a
frame simply goes through an interface, or when it is the interface of the intended FLL. In both cases,
the contribution is 0.92 pJ/bit from each interface. In this case, because the latency is very important,
the energy per bit used is also high. However, when configuration requires less bits, we estimate that
the energy per bit used is lowered by half with a smaller counter.
Thus, for small frame size and to have a minimum of metal wire impact, a completely
asynchronous serial network is good. However, for larger frames, another configuration network was
devised, as discussed below.
Table 4. Serial and hybrid implementation performance and wiring results.
Serial Implem

Hybrid Implem

SIC

energy
latency
leakage

0.03 pJ/bit
0.11 ns/bit
282.5 nW

0.01 pJ/bit
0.09 ns/bit
300 nW

Interface

energy
latency
leakage

0.92 pJ/bit
17 ns/bit
217 nW

0.04 pJ/bit
0.90 ns/bit
73.6 nW

Link

energy
latency
leakage

0.04 pJ/bit
0.70 ns/bit
6 nW

0.02 pJ/bit
0.10 ns/bit
35.1 nW

6

24

nbr of wires

Results of the Hybrid Implementation
This second implementation is intended to avoid the increase in latency created by the counter in
the serial implementation. For the hybrid implementation, the frame shown in Table 3 is split into six
flits, where each flit is composed of 8 bits of data and one bit which indicates the end of frame (eof)
as shown in Table 5. Each part is then sent in parallel throughout the network. In the case of a read
operation, only two flits are sent by the SIC, since the read/write bit acts as the eof bit. For a write
operation, up to 6 flits can be sent, depending on the data size (8/16/24/32 bits). In this implementation,
instead of having a one-bit channel for the configuration data connecting each interface, a nine-bit
channel is used, which translates to nineteen wires in total (eighteen to encode the data in a double rail
QDI logic and one for the acknowledgement). A 2-bit channel (five wires) is used this time to send the
sense data. The first bit contains the actual sense data, and the second bit serves as an end of frame
bit: When at “1”, the SIC will know that he had reached the end of the frame; otherwise, it needs to
continue receiving data. In total, the number of wires in this network is twenty-four.
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Table 5. Hybrid frame structure. eof: end of frame.
1st Flit
addr_bloc
8 bits

2nd Flit
eof
1 bit

addr_reg
8 bits

rw
1 bit

3rd–6th Flit
data
8 bits

eof
1 bit

This time, 54 bits of data were sent through the network (including the end of frame bits). As can
be seen in Table 4, the second implementation’s energy consumption is extremely low, as is the latency.
This is because we no longer need a counter. The parallelization, coupled with the use of an end of
frame bit resulted in a decrease in latency, which also positively impacted the energy per bit used. We
also calculated a throughput of 98.7 Mflits/s (0.88 Gbits/s), which is quite good—especially at 0.6 V.
As mentioned below, the decrease of latency favourably impacted the energy needed per bit.
We only need 0.04 pJ/bit for each interface for a write operation. In the case of a read operation, the
energy per bit needed is the same, but distributed differently. In total, the energy per bit needed for
one interface, the SIC, and one link is of 0.07 pJ/bit.
6. Conclusions
This paper presented a plug-and-play dynamic reconfiguration network for adaptive blocks in
a mixed signal circuit. Two different versions of the circuit were implemented in a 28 nm FDSOI
technology, and all simulations were done post-back-end with SDF-annotation at 0.6 V. The networks
are both designed using asynchronous logic in a daisy chain topology where the first implementation
is serial and the second is partially parallel. The second implementation proved to be better in terms of
latency and energy, as we only need 1.1 ns/bit and 0.07 pJ/bit for one stage. However, for small frame
size and to have a minimum of metal wire impact, a completely serial network is preferable.
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