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Abstract: Client and Internet of Things devices are increasingly equipped with the ability to sense,
process, and communicate data with high efficiency. This is resulting in a major shift in machine
learning (ML) computation at the network edge. Distributed learning approaches such as federated
learning that move ML training to end devices have emerged, promising lower latency and band-
width costs and enhanced privacy of end users’ data. However, new challenges that arise from the
heterogeneous nature of the devices’ communication rates, compute capabilities, and the limited
observability of the training data at each device must be addressed. All these factors can significantly
affect the training performance in terms of overall accuracy, model fairness, and convergence time.
We present compute-communication and data importance-aware resource management schemes
optimizing these metrics and evaluate the training performance on benchmark datasets. We also
develop a federated meta-learning solution, based on task similarity, that serves as a sample efficient
initialization for federated learning, as well as improves model personalization and generalization
across non-IID (independent, identically distributed) data. We present experimental results on
benchmark federated learning datasets to highlight the performance gains of the proposed methods
in comparison to the well-known federated averaging algorithm and its variants.

Keywords: federated learning; wireless edge networks; resource management; personalization

1. Introduction

An estimated 175 zettabytes of data will be generated by 2025 globally, according
to [1]. Out of this, over 90 zettabytes are estimated to be created by IoT devices alone at the
network edge including autonomous vehicles, factory automation, mobile devices, and so
on. According to a report by Gartner Research [2], an estimated 75% of all data will need
analysis and further processing at the edge by 2025. This is due to several reasons:

First, there was an estimated 24 billion IoT devices in 2020 that generated a massive
amount of data. The rate of data generation means that shipping such enormous volumes
of data for analysis will face key challenges. These include latency, bandwidth costs, data
privacy, and legal and ethical compliance issues. As a result, there is a growing need to
process the data closer to the data generation source.

Second, while deep learning has shown tremendous success with large data and
model sizes (billions of parameters), scaling compute and storage resources becomes
critical. There are significant advances in compressing large models and still retaining the
key performance benefits. Another rapidly emerging area is distributed training where
either data or the model or a combination of both are split across several computing devices
and trained without significant loss in performance.

Third, 5G is a key enabler to perform distributed learning at the edge. Not only does
5G promise peak data rates of 10 Gbps and five millisecond end-to-end latencies, it is
also expected to support and operate a massive number of devices (millions per square
kilometer). Further, 5G base stations are ideal choices for edge servers for orchestrating the
machine learning task due to their ultra-low latency capabilities for end devices.
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Owing to these factors, distributed learning at the network edge (beyond data centers)
has recently emerged. A prime example for this is federated learning (FL) [3] in which client
devices collectively benefit from learning a shared model from all their data without the
need for central storage or exchanging raw data among devices. An edge server coordinates
the learning where clients exchange model updates with the server. FL has been applied
successfully in many large-scale distributed smartphone use cases including models for
face recognition, language models for text autocompletion (e.g., Google GBoard), and voice
recognition (e.g., Siri in iOS 13). More recently, FL has also been successfully applied in
the area of medicine where it facilitates multi-institutional collaborations without sharing
patient data [4]. Similarly, FL is a promising approach for sensor/IoT devices including
wearables and autonomous vehicles where data privacy plays a key role.

The goal of federated learning based system is to learn a global model that performs
well/has good accuracy for all clients while minimizing the overall training time. At the
same time, it is crucial to allow clients to have a highly personalized model that can achieve
high accuracy for end users. We highlight a subset of the challenges associated with
federated learning, specifically when learning is performed over a diverse set of connected
compute devices.

• Compute heterogeneity: Client devices encompass a range of form-factors of devices,
CPU clock rates, and memory read/write times. As a result, the model updates from
difference clients can arrive at different times at the server.

• Communication heterogeneity: Client devices experience different data rates depend-
ing on their wireless connectivities, location, and mobility characteristics. Further,
such rates are also typically time-varying, which affects the overall training time.

• Statistical heterogeneity: Finding a good global model that performs well across
different client data distributions will be a major challenge. Moreover, the different
clients may also have unbalanced data with different numbers of training examples.
This leads to variance in the model updates across the clients.

• Personalization and generalization for clients: The global model learned is an average
of the local models and hence may not be optimal for individual clients. Further, there
are no guarantees on the model performance even if clients are allowed to fine-tune
or personalize the global model further based on local data. Furthermore, the gener-
alization of the learned global model across a range of client data distributions is an
open challenge.

Several of the above challenges motivate resource management techniques that are
efficient in the presence of resource constraints at the edge including communication
resources (e.g., bandwidth), computational resources (e.g., compute cycles, battery use),
and data resources (dataset at clients). Efficient resource management can be viewed as an
ensemble of approaches that aim to maximize distributed training performance by jointly
factoring these diverse resource constraints and optimizing several training parameters
such as the participating clients, time taken to complete one training iteration, etc.

This article focuses on our recent research findings on resource management and
resource-efficient model personalization for federated learning. On the one hand, we
develop a novel method for client selection utilizing importance sampling to jointly ad-
dresses compute, communication, and data heterogeneity. On the other hand, we develop
a resource-efficient approach to perform model personalization when clients’ data dis-
tributions are different that has superior per-client performance over federated learning
benchmarks. To this end, we make an observation that although there exists heterogeneity
in the clients’ data distributions, clusters of clients are likely to form, which allows us to
learn a federated meta-model from a subset of the overall clients, providing significant
savings in communication and computation time.

The rest of work is organized as follows: In Section 2, we present the system model,
provide a detailed review of the related literature, and highlight the open challenges ad-
dressed in this paper. In Section 3, we detail the proposed importance sampling based
federated learning, as well as a resource-efficient federated meta-learning approach that
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identifies and exploits client clustering. We, present through extensive experiments, the ben-
efits of performing resource management and resource-efficient personalization for feder-
ated learning in Section 4. We summarize our conclusions and also identify related open
research challenges in Section 5.

2. System Model and Related Work
2.1. System Model and Assumptions

Consider a federation of clients connected via wireless links to an edge server, as
shown in Figure 1. This assumption is realistic as 5G base stations are increasingly expected
to support edge computing functionality. Each client has a local training dataset that is not
shared with the server. The clients support different compute rates depending on their
hardware’s form-factor, OS, and other running tasks. The overall goal is to learn a model
from data across clients by only sharing model-specific parameters with the edge server
with high accuracy and minimum overall wall clock time.

Edge Server

Client 1

Client 2

 Client N

Download model

Model Update

Edge Server

Client 1

Client 2

 Client N

Download model

Model Update

Aggregate Model

SLOW COMPUTE 
CLIENT

SLOW LINK

D
A
T
A

D
A
T
A

D
A
T
A

 SMALL BUT 
UNIQUE 
DATASET

Figure 1. System model for federated learning over wireless edge networks.

2.2. Related Work

The federated averaging algorithm is a well-known approach that utilizes a random
sampling of clients to perform model updates in each training round [3]. A weighted aver-
age of the local model updates from different clients is performed at the edge server itera-
tively to obtain the global model. The federated averaging algorithm is summarized below.

1. Initialization: The edge server selects model hyper-parameters such as the number of
local training steps, step size, etc.

2. Client selection: The server selects a subset of clients at random.
3. Client computation: Each client updates the model based on the number of local steps

τ and the step size η.
4. Model upload: Each client shares the updated model with the server.
5. Model aggregation: The server performs weighted combining of model updates

where weights are determined by the fraction of data points at the clients.

While the optimality of this approach relies on the IID data assumption, the client
data distributions, as well as the number of training examples are likely non-identical,
leading to bias and variance in gradient estimates at clients. In addition, due to the
heterogeneous compute and communication rates at clients, sampling clients randomly
can lead to straggler issues and significantly increases the total training time for achieving
model convergence.
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Resource management for FL, especially over wireless networks, is becoming an active
research area. The authors in [5] proposed a client selection approach to maximize the
number of client updates under wireless and heterogeneous compute constraints although
under IID assumptions. Analytical models to characterize the performance of FL over
wireless networks were developed in [6]. The same authors also evaluated the different
wireless scheduling policies such as round-robin and proportionally fair. In [7], a joint
approach to learning, wireless resource allocation, and user selection was formulated as an
optimization problem following which, power allocation and user selection policies were
developed based on a derived closed-form expression of the convergence rate. A similar
joint optimization approach was utilized to optimize federated learning, wireless resource
allocation, and user selection together in the presence of non-IID data in [8]. However,
such approaches are applicable in particular cases where fine-grained control of wireless
resources such as transmit power or time-frequency resources are available at federated
learning clients/servers. On the contrary, our approach to resource management is applica-
ble to a broader context where federated learning application is optimized given the set of
underlying communication and computational constraints. Several existing approaches for
FL utilize a proximal term for local loss functions to address the non-IID data issue, most
notably in [9]. Coded federated learning was developed in [10] to address the missing
computations such as gradient updates due to unreliability and heterogeneity in wireless
links and clients’ computational capabilities. A q-fair federated learning approach was pro-
posed in [11] where greater emphasis was given to weight updates from clients with higher
local losses, thereby reducing the variance of the training accuracy distribution. Finally,
approaches for model-agnostic meta-learning (MAML) were proposed in [12] where the
goal was to allow efficient learning over new tasks. Very recently, a federated or distributed
version of MAML was proposed in [13]. A comprehensive summary of the open research
problems for FL was provided in [14].

3. Resource Management and Model Personalization for Federated Learning
3.1. Resource Management through Importance Sampling

The sampling of K out of N clients to optimize a performance objective such as max-
imizing a utility or minimizing the regret is well known in the scheduling literature as
a combinatorial problem. One of the challenges to solving such problems is that they
are NP-hard by nature. Additionally, pre-training must be conducted on at least a small
amount of the dataset to determine the utility of different allocation policies. We develop a
new approach to the client selection problem by considering it as a Monte Carlo sampling
problem. The federated averaging algorithm aims to approximate an expectation of gra-
dients by randomly sampling a subset of clients such that each client takes approximate
gradient steps on local losses that are on average equal to the true gradient of the overall
loss. However, due to the non-IID nature of data, the gradients computed at each client are
not close approximations of the true gradients.

Importance sampling belongs to a set of Monte Carlo methods where an expecta-
tion with respect to a target distribution is approximated using a weighted average of
sample draws from a different distribution. The application of importance sampling to
stochastic gradient descent has received significant attention in recent years. The key
idea is to focus the gradient computations on the “most informative” set of training data
instead of providing equal priority to all training data. For example, humans are able to
learn complex concepts from a small set of examples. Importance sampling methods for
stochastic gradient descent and mini-batch gradient descent that achieve training speedup
through variance reduction were proposed earlier, such as in [15]. While such approaches
achieve training speedup in the number of global training epochs, the previously pro-
posed importance sampling distributions do not account for the wall clock time to train
each epoch.
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3.2. Federated Learning with Importance Sampling

We developed an importance sampling method for federated learning that adap-
tively assigns sampling probabilities to clients in each training round based on the clients’
compute, communication, and data resources to not only achieve training speedup in
the number of training rounds, but also to reduce the wall clock training time. This is
because the training time per epoch of federated learning depends on the clients’ com-
munication and compute times. Secondly, when the number of local epochs τ > 1,
importance sampling must be performed correctly in order to obtain unbiased gradients at
each step. We addressed these two key issues in our importance sampling approach for
federated learning.

Computing the importance sampling distribution from the loss with respect to each
training example was proposed in [16]. Since the target loss function to be minimized
is the aggregate of the losses across all training examples, intuitively, the examples with
the largest losses require more training iterations. It is, however, impractical to compute
gradients on a per-sample basis for federated learning as the number of communication
rounds needed to exchange model updates can scale with the number of training examples
per client. Instead, we treated the data at each client as a batch and considered the weighted
average training loss across a clients’ dataset |Dk|Fk as a proxy to indicate a client’s priority.
Here, |Dk| is the size of the training set and Fk is the average loss across the Dk examples.
The weighting allows proportionally weighing the losses based on the number of training
examples at the clients.

Such an approach, by itself, cannot reduce the wall clock training time as the com-
pute and communication times can vary significantly between the clients. If the clients’
upload time Tup

k can be estimated, representing the aggregate of the compute time Tcomp
k

and communication time Tcomm
k , this will allow computing importance sampling proba-

bilities accounting for not only the harder to train clients, but also the clients with short
upload times. One such approach is to normalize the weighted loss by the upload time
to compute the importance sampling distribution s where sk ∝ |Dk|Fk/Tup

k represents
the sampling probability for client k. The clients are sampled based on the importance
sampling distribution s. At the end of each training round, s is re-computed based on the
updated quantities.

As noted earlier, in FL, the number of local gradient steps τ can be greater than
one. As the clients are sampled from a different distribution s instead of the original
distribution p, gradient correction is applied at each local step to un-bias the resulting
gradient. Specifically, the gradient computed at each step at client k is multiplied by the
likelihood ratio pk/sk before the next local gradient descent step. The final updated local
model computed after τ local steps is shared with the edge server. The server aggregates
the local updates from the K clients that were sampled to obtain the global model for the
next epoch. The proposed federated learning with importance sampling (FedIS) algorithm
is described in Figure 2, and more details can be found in [17]. While the computation of the
importance sampling distribution requires additional computational and communication
overhead, our extensive empirical results demonstrate that the proposed method converges
faster than the baseline approaches in spite of the overheads.

Fairness in federated learning is crucial where the goal of fair federated learning over
wireless networks is to minimize the worst-case loss of clients while satisfying the compute
and communication time constraints. We note that the proposed federated learning with
importance sampling approach assigns a higher sampling probability to clients with larger
weighted loss. Due to the adaptive nature of the importance sampling approach, clients
with larger weighted loss in each global epoch obtain priority in the FL training. This also
led to a higher degree of fairness for the proposed approach.
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Figure 2. Federated learning (FL) with importance sampling.

3.3. Model Personalization and Task Generalization in Federated Learning

In federated learning, the goal is to find a global model that “on-average” minimizes
the weighted loss across clients. Although several approaches have been proposed to
address the non-IID issue, it is important to note the fundamental limitation of treating the
federated learning problem as the minimization of the average local losses. This is due to
the following reasons:

1. Distance of client distributions: When client data are highly non-IID, learning a
single average model may achieve sub-optimal personalized performance for individ-
ual clients.

2. Ability to fine-tune: The performance of the resulting model by fine-tuning the global
model is also not necessarily optimal.

3. Clustered client behavior: While clients have varying data distributions, it is possible
to find cluster regions where clients have comparable data distributions. However,
current approaches are agnostic of such cluster formations and are unable to take
advantage of the client clusters to improve the training efficiency or provision person-
alization, especially under resource constraints.

In meta-learning, instead of training a single model on a variety of tasks, the goal is to
instead train a meta-initializer over the task distribution. The meta-initializer is trained
such that when a new task is encountered, a few training steps on a small amount of data
from the new task are sufficient to fine-tune the meta-model for maximal performance on
the new task. We utilize this important insight for a federated learning scenario under
resource constraints.

3.4. Federated Meta-Learning with Client Clustering

Meta-learning can be applied for federated learning across a broad set of clients with
heterogeneous datasets. As a result, each task in a federated meta-learning setting can refer
to a client or a set of clients that have nearly identical datasets. Therefore, in federated
meta-learning, given a set of tasks, the goal is not to find a global model that performs well
on-average on the tasks. Instead, the approach relies on learning a meta-initializer such
that both existing and new clients can fine-tune the meta-model with only a few training
steps and a small amount of data.

While it is true that each client can also fine-tune a model obtained by the federated
averaging algorithm, as will be shown later, the federated meta-model acts as a superior
initializer compared to the federated averaging model and requires significantly fewer
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resources (data points and fine-tuning steps) in order to achieve maximal performance
for the clients. This is due to the fundamental formulation of the federated meta-learning
problem to obtain the optimal meta-model w* as the solution to:

w∗ = min
w

Ep[Fk(w− β ∗ ∇wFk(w))], (1)

where Ep[·] is the expectation operator with respect to a distribution p of clients.
As can be noted above, the optimizer aims to find a meta-model initializer w* such that

the loss of the fine-tuned model on average is minimized. In other words, the optimizer’s
goal is such that when clients perform a single gradient descent update using a learning rate
β on the meta-model w*, the resulting average loss across clients is minimized. Federated
meta-learning, therefore, is a more powerful goal of achieving model personalization as
we are interested in how the resulting meta-model can be tuned for achieving maximal
performance for the clients.

We take this further to argue that a resource-efficient meta-model can be trained
if we can identify client clusters. Client clusters are not uncommon in the federated
learning setting where user groups can be observed, as shown in Figure 3. For example,
in learning language models, distinct user groups can be formed based on the users’ native
languages. We propose to utilize the fact that clients form clusters to perform resource-
efficient federated meta-learning.

Figure 3. User clusters in a lower dimensional (2D) space.

To this end, we first allow grouping of the clients based on their data distribution.
In one approach, each client can share a distribution over its training examples or labels.
In a supervised learning setting, in order to reduce the dimensionality of this communi-
cation, the clients may simply send the probability mass function of their data labels yk.
Alternatively, clients can transform (linear or non-linear) their data to a different dimension
and share the distribution over their examples with the server. Given a set of N clients,
where each client k has a unique data distribution qk, clusters of clients are determined
based on the similarity of their distributions.

The edge server can apply a clustering algorithm based on the received vectors
from the clients in order to determine distinct client clusters/tasks, as shown in Figure 3.
Once clients are assigned to clusters, we apply a federated meta-learning algorithm such
that we train only on a subset of the clients to obtain the meta-initializer subject to the
communication and compute resource constraints. The resulting meta-initializer model
is, in turn, utilized by clients to fine-tune on a small set of training examples using a few
training steps. The federated meta-learning with clustering is described in Algorithm 1.
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Algorithm 1 Federated meta-learning with clustering. S: MECserver, C: clients.

1: S: Initialize N, K, τ, η, initial model w1, target task distribution p if available

2: C: Initialize datasets Dk and Dtest
k for gradient and meta-update steps, respectively

3: C: Report the PMF of local data points (or labels) to the server.

4: S: Determine cluster groups where each cluster is identified by a distribution qk.

5: S: Optional step: prune the client set by selecting x% of clients per cluster for training

6: for all global epochs t = 1, τ, ..., τT do

7: S: Broadcast global weight wt

8: S: Draw K clients for meta-model update

9: for each client k = 1, 2,..., K do

10: for each local epochs e = 1, 2,..., τ do

11: Compute model update on the global model using data Dk to obtain a local model w̄k
t+e

12: Compute its Hessian hk. The Hessian may be computed on a separate dataset as long as it is IID drawn from qk

13: Evaluate the gradient corresponding to the Dtest
k using the computed local weights as gk(w̄

k
t+e)

14: Compute the local meta update as wk
t+e = wt+e−1 − α(I− βhk)gk(w̄

k
t+e)

15: end for

16: Report wk
t+τ to the server

17: end for

18: S: Compute the global weight at the server as wt+1 = wt − α 1
∑K

k |Dk |
∑K

k |Dk|wk
t+τ

19: end for

There are two major advantages of the proposed methods. First, sample-efficient learn-
ing can be performed from a subset of clients from each cluster to optimize communication
and computational resources (e.g., clients that can speed up the wall clock time). Second,
this allows a generalization of the learning of the model over a set of tasks where a task can
represent a certain client group of interest. If a distribution over the client groups is known,
the federated meta-learning algorithm can learn to generalize over the task distribution.

4. Experimental Evaluation
4.1. Experimental Setup

The performance of the resource management and model personalization approaches
was verified through simulations in Python. We simulated a network with N clients and an
edge server. Client deployment and data rates were determined using the communication
model described in this section. The compute rates of clients were determined based on
the statistical compute model we describe in this section. The deep learning models for
the clients and server were implemented using TensorFlow libraries in Python. A multi-
class image classification task using deep neural networks (DNNs) was considered where
the images were distributed across the clients and not shared with the server. For our
DNN model, we considered 2 hidden layers where each of them consisted of 200 neurons
followed by a ReLU non-linearity activation. A softmax function was applied at the output
layer to return the probabilities over C image classes.

The well-known benchmark dataset MNIST, as well as the federated benchmark
dataset LEAF [18] were utilized in the evaluation. Under MNIST, the data are distributed
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among clients such that each client has only 1 class of images. For the FEMNISTdataset
under LEAF, the dataset is unbalanced across clients such that each client’s dataset corre-
sponds to a unique user. The FEMNIST dataset is inherently non-IID across clients as each
client contains data from a unique user that generated the alphanumeric character. Further,
we only considered clients that contained at least 10 training examples in order to avoid
scenarios where clients had too few data points. The proposed solutions were compared
against FedProx [9] and q-fair FL [11], which addressed the non-IID and fairness issues in
addition to the federated averaging algorithm (FedAvg).

4.1.1. Compute and Communication Models

A 5G deployment scenario and channel models as described in the ITU-R M.2412
report were utilized for clients to communicate with their corresponding base stations (BSs).
The uplink data rates of clients were obtained according to the specific deployment scenario
considered for each client. We considered broadly two scenarios for client deployment: (a)
dense urban-eMBB, and (b) indoor hotspot-eMBB. The indoor hotspot-eMBB scenario was
further classified into 4 GHz and 30 GHz operating frequencies. For the mmWave operating
frequency of 30 GHz, the clients may support either 12 or 30 transmission reception points
(TRxPs) where TRxPs determine the number of vertical and horizontal antenna elements
within a panel per polarization and the number of polarizations and panels. Both single-
user MIMO and multi-MIMO configurations can be supported for clients in all the above
scenarios. Clients were randomly assigned a configuration of the deployment scenario, the
carrier frequency, the antenna configuration, as well as the user locations. For example,
under the indoor hotspot deployment scenario, a client’s location was selected uniformly
randomly in a 120 m × 50 m rectangular grid containing 12 BSs. Using this information,
the average data rate for each client was obtained as rk. We utilized a 32 bit representation
for the payload Dsize containing the weight matrices.

The compute time was modeled using a shifted exponential distribution and described
in more detail in [17]. The mean of the multiply-and-add (MAC) rates for clients was set to
40% of the peak MAC rate of 384 TMACs. The rates for other clients were calculated using
the shifted exponential distribution as µk = 0.9k ∗ µ0. The compute distribution contained
a deterministic and random component. The deterministic component was shared by
clients with the edge server. The random component affected the compute times between
different epochs and was utilized only for performance evaluation. The various simulation
parameters and training hyper-parameters are described in Table 1.

Table 1. Experimental setup.

Parameter Value(s)

Total Number of Clients N
100 (MNIST)

105 (LEAF: FEMNIST)
20 (Meta Learning)

Global Training Epochs 2000

Local Epochs τ 5, 1 (meta-learning)

SGD Learning Rate 0.01

4.2. Federated Learning with Importance Sampling

Two variants of the federated learning with importance sampling (FedIS) algorithm
were evaluated, and the results are presented in Table 2. In FedIS I, the importance
sampling probability sk of client k was calculated proportional to its weighted training
loss |Dk|Fk(w). For FedIS II, the sampling probability was calculated as sk ∝ |Dk|Fk/Tup

k .
For this experiment, we simulated N = 100 clients where each client’s compute rates and
communication rates were determined based on the models described in Section 4.1.1. This
resulted in significant heterogeneity among clients’ upload times.
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The FedIS II approach adaptively computes the importance sampling distribution
utilizing the weighted loss, as well as the communication and compute time of clients.
Therefore, it achieves about a 4.5× reduction in the wall clock training time. The model
performance of FedIS II as measured by the test accuracy/loss either exceeded or was
comparable to the FedAvg and FedProx baselines on both MNIST and LEAF datasets. Two
factors played a key role in this performance gain. While the upload time considered
in FedIS II allowed clients with better wireless links and compute rates to gain a higher
priority during training, the weighted loss component of FedIS ensured that under-trained
clients were given higher priority. To validate this, we also evaluated FedIS I where the
importance sampling distribution was constructed only from the weighted loss. FedIS I
improved only the overall training performance without affecting the wall clock time.

Table 2. Performance evaluation of federated learning with importance sampling (FedIS).

Algorithm Accuracy
(Mean)

Accuracy
(Variance)

Accuracy
(10th %ile) Total Time (h)

MNIST, N = 100, K = 10, τ = 5

FedAvg 90.69% 0.005 79.83% 12.75

FedProx 90.42% 0.006 78.96% 12.75

q = 2 fair 91.24% 0.002 81.16% 13.12

FedIS I 97.47% 0.001 91.16% 12.4

FedIS II 96.32% 0.001 90.78% 2.84

LEAF, N = 105, K = 10, τ = 5

FedAvg 78.33% 0.034 51.81% 8.19

FedProx 78.96% 0.031 58.83% 8.19

q = 2 fair 76.82% 0.027 58.83% 8.40

FedIS I 78.97% 0.030 56.06% 7.84

FedIS II 77.34% 0.035 50.0% 2.09

4.3. Federated Meta-Learning with Client Clustering

For federated meta-learning with clustering (CFedMeta), the clients are clustered
using affinity propagation, which utilizes the KL divergence between client distributions
to compute client similarities. One of the advantages of utilizing the affinity propagation
approach for clustering is that the number of clusters in the system does not need to be pre-
defined. At the beginning of the training, each client shares the probability mass function
of its data (label) distribution over the different classes based on its training examples.
The server utilizes the distributions to determine both the number and the size of the
clusters. Once client clusters are identified, we apply our resource-efficient client sampling
for federated meta-learning in order to obtain the meta-initializer. This is achieved by
pruning a fixed fraction of clients from participating in training rounds. In our experiments,
we sorted the clients based on their estimated upload time Tup

k and pruned the slowest
fraction of clients from participating in the training rounds. The communication rates and
compute rates of clients were obtained based on the models described in Section 4.1.1.

The trained meta-initializer from the proposed approaches was compared against a
federated averaging based model, as well as a meta-initializer that utilized the entire client
set for training. The FEMNIST dataset of LEAF was utilized for performance comparison.
The training consisted of N = 20 clients each containing at least 50 training examples.
Ten percent of dataset was set aside for the meta-update step in Algorithm 1. Once
the global model initializer was learned, each client downloaded the global model and
fine-tuned the model utilizing 5 stochastic gradient descent (SGD) steps to obtain their
personalized models. The personalization performance was evaluated using the clients’ test
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data. The number of clients dropped for the clustering approach was varied from 25–75%,
and the performance tradeoff between training time and model accuracy was observed.

These results are presented in Table 3. The FedAvg method had a lower-bound of
59.7% on the performance measured by the average test accuracy across the N clients.
When each client was allowed to perform five local update steps on the global model
(FedAvg*), the average accuracy improved marginally. The FedMeta* approach, which
utilized the entire client set for training the meta-initializer, clearly showed an overall
improved the test accuracy measured by the mean and variance. However, it led to
a marginally increased total training time. With task similarity based client clustering,
the CFedMeta approach allowed dropping a different fraction of clients to achieve a
tradeoff between the model performance and the training time. By dropping 25% of the
clients with the largest upload time during training, the training time was reduced by
about 1.5× without affecting the generalization performance measured by the variance of
accuracy. Further, up to a 3× reduction in training time while achieving comparable model
accuracy to FedAvg* was observed. Overall, the clustering approach presented a range of
tradeoffs for applying federated meta-learning under different resource constraints while
consistently outperforming a FedAvg based model initializer in the overall test accuracy.

Table 3. Clustering based federated meta-learning (FedMeta) approach. CFedMeta, federated
meta-learning with clustering. * indicates 5 rounds of fine-tuning on the global model.

Algorithm Accuracy (Mean) Accuracy (Variance) Total Time (min)

FedAvg 59.7% 0.021 -

FedAvg * (* − > 5 steps) 60.0% 0.024 25.1

FedMeta * 67.2% 0.018 25.1

CFedMeta * (drop 25%) 63.7% 0.017 18.73

CFedMeta * (drop 50%) 62.3% 0.024 12.65

CFedMeta * (drop 75%) 60.0% 0.030 8.71

5. Conclusions

As the adoption of federated learning, especially over wireless networks, is acceler-
ating, it is important to address the key challenges in order to realize the full potential
of this technology. These challenges include resource management and model person-
alization, as well as the increased burden of this emerging workload on the wireless
infrastructure. In this paper, we presented new resource management strategies, as well as
model personalization approaches that can benefit not only the training performance in
the presence of diverse sources of heterogeneities, but also help achieve a timely learning
and efficient utilization of the wireless resources available for training. Empirical results
show that an importance sampling approach to federated learning can achieve a range of
tradeoffs from optimizing the model accuracy to reducing the training time significantly.
Further, our novel approach to provide a resource-efficient model personalization allows a
resource-efficient way to train a model initializer in the presence of a range of client data
distributions in the system. The resulting model initializer is shown to improve clients’
local test accuracy after only a few steps of fine-tuning. We note that model personalization
is becoming an increasingly important aspect of federated learning since it is critical to
have highly accurate on-device models. In this context, we aim to investigate the exten-
sion of our importance sampling approach to further enhance the efficiency of the model
personalization method in our future work.
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