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Abstract: An important application of airborne- and satellite-based hyperspectral imaging is the
mapping of the spatial distribution of vegetation biophysical and biochemical parameters in an
environment. Statistical models, such as Gaussian processes, have been very successful for modeling
vegetation parameters from captured spectra, however their performance is highly dependent on
the amount of available ground truth. This is a problem because it is generally expensive to obtain
ground truth information due to difficulties and costs associated with sample collection and analysis.
In this paper, we present two Gaussian processes based approaches for improving the accuracy of
vegetation parameter retrieval when ground truth is limited. The first is the adoption of covariance
functions based on well-established metrics, such as, spectral angle and spectral correlation, which
are known to be better measures of similarity for spectral data owing to their resilience to spectral
variabilities. The second is the joint modeling of related vegetation parameters by multitask Gaussian
processes so that the prediction accuracy of the vegetation parameter of interest can be improved
with the aid of related vegetation parameters for which a larger set of ground truth is available. We
experimentally demonstrate the efficacy of the proposed methods against existing approaches on
three real-world hyperspectral datasets and one synthetic dataset.
Keywords: Gaussian processes; covariance functions; multitask learning; vegetation parameters;
hyperspectral imaging

1. Introduction
Vegetation parameter estimation is the problem of retrieving information about the biochemical
quantities (e.g., concentration of photosynthetic pigments and plant nutrients) or the biophysical
properties (e.g., fractional vegetation cover, water stress, and biomass) of the vegetation from its
reflectance spectrum [1]. The interaction between a material and light at different wavelengths, which
is captured by the reflectance spectrum, depends on the absorption bands of the material which in turn
is manifested by the material’s atomic and molecular structure [2]. The location and the depth of these
absorption artifacts (also called spectral features) are related to the concentration of the constituent
chemicals and the physical properties of the material, hence it possible to develop regression models
to predict biochemical and biophysical parameters from the vegetation reflectance spectrum. It is
a challenging problem because there is usually a non-linear relationship between the vegetation
parameters and the spectrum [3]. Traditionally, vegetation indices or radiative transfer models were
used to retrieve vegetation parameters. However, recently, there has been a drive to use statistical
and machine learning methods, such as, partial least squares [4], kernel ridge regression [5], support
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vector machines [6], and Gaussian processes [7]. These methods are usually more accurate, robust and
flexible than the traditional approaches [5,8]. However, machine learning methods are much more
sensitive to the size of ground truth data and suffer in performance when the ground truth data is not
adequate for training, which occurs commonly in hyperspectral datasets [9]. In this paper, we apply
two Gaussian processes based methods to tackle this problem and improve the predictive performance
of vegetation parameter retrieval when the training set is small.
Vegetation indices (VIs) and radiative transfer models (RTMs) are the traditional approaches for
vegetation parameter prediction. VIs (e.g., normalized difference vegetation index (NDVI) [10]) are
ratios of reflectance at specific wavelengths which are manually designed with the knowledge about
the locations of spectral features and trial-and-error [11]. They compare relative differences in spectral
features and can only give relative value of vegetation parameters, so a calibration function (generally
a linear equation) is required to convert VI values to actual predictions. The calibration functions
have few free parameters whose values have to be estimated, so this approach requires some ground
truth data, but much less than that required by machine learning approaches. The main benefit of
this approach is its simplicity, however modern approaches have been shown to outperform them [8].
RTMs are mathematical models that use the physics of light propagation and light-material interaction
to model reflectance spectrum of vegetation as a function of selected set vegetation parameters. If we
are to invert RTMs using look-up table or optimization, those vegetation parameters can be estimated
from reflectance spectra [12]. Typically, RTMs do not require training ground truth data, which is their
advantage. However, they do require site-specific meta-information, such as sun-sensor geometry, for
proper parameterization of the model. The main disadvantage of RTMs is that each of them are specific
to a set of vegetation parameters and can only be applied to study those parameters. Developing
an RTM model is also a much more involved endeavor than designing a VI, as it requires greater
understanding of energy propagation, optics, and material properties. Due to this, many studies utilize
the preexisting RTM model rather than developing their own. Unfortunately, there are not enough
well-validated RTM models available to cover a wide range of vegetation parameters.
Modern statistical/machine learning based vegetation parameter estimation approaches
automatically learn the relationship between reflectance spectra and vegetation parameter of interest
from training data [13]. The training data contains a collection of sample spectra and the corresponding
ground truth measurements of the vegetation parameters [1]. The spectra is the input and the
vegetation parameters are the output for these models. These methods mostly do not require expert
knowledge about spectral features as required for designing VIs and RTM models. They are also
much more flexible in that they can be used to predict a variety of vegetation parameters provided
adequate ground truth is available, unlike traditional approaches which are generally specific to
a set of vegetation parameters. However, compared to traditional methods, they require larger
training set, with more data being generally better. This is their major drawback. Among the
statistical/machine learning based methods, Gaussian processes (GP) have many advantages when it
comes to vegetation parameter prediction. GPs have been shown to be robust to overfitting in general,
a problem common in hyperspectral datasets due to high dimensionality and limited ground truth.
They are also non-parameteric, meaning models do not have a finite number of parameters, and hence
the complexity of the models is not fixed and can adjust to model linear, quadratic, exponential or any
complex non-linear functions depending on the relationships exhibited by the data, not running into
the problem of underfitting. Additionally, since GPs model the probability distribution of the estimate
rather than just the value, they also provide confidence in predictions for accessing uncertainties. The
major disadvantage of GPs is that they are not scalable when the training set is huge, but this is not a
problem when predicting vegetation parameters from spectral data as the size of the datasets for these
problems is rarely larger than few hundred samples. Due to these factors, GPs have been widely used
for vegetation parameter prediction [14]. Studies have shown GPs to outperform vegetation indices,
support vector regression, kernel ridge regression, and neural networks for vegetation parameter
prediction [8,15,16]. Since they are versatile, GPs with different features, such as, band selection [7],
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semi-supervised learning [17], active learning [9], learned data transformation [18], and heteroscedastic
noise [16], have been proposed for vegetation parameter prediction. However, similar to other
statistical/machine learning methods, their performance deteriorates when the training set is small.
There are two approaches previously proposed for vegetation parameter prediction under limited
training examples. The first is active learning schemes [9] that starts with model trained on very few
training samples and iteratively refines the model by picking a set of samples without ground truth
for manual analysis to determine the ground truth and adding the newly ground-truthed samples to
the training set in each iteration. The samples selected for analysis are those which are deemed most
important in improving the predictive performance. This approach is beneficial if used in conjunction
with data collection/analysis as it selects optimal set of samples for training models, however this
method cannot be retroactively applied to a dataset which have been already collected/analyzed.
The second approach is the fusion of real ground truth samples and synthetic ground truth samples
generated from RTMs [19]. In this method, synthetic data are considered to be noisy versions of real
data and both are modeled by a joint GP that assumes different noise variances for the real and the
synthetic samples. This method has shown promising results, however the main drawback of this
approach is that it can be only used for vegetation parameters that have well-established RTMs. Also,
this approach has only been validated for multispectral data, not hyperspectral data.
Very recently, there has been growing interest in utilizing deep learning for vegetation parameter
estimation [20,21]. The biggest challenge for using deep architectures for vegetation parameters
estimation is that the number of parameters of such models can be very large for high dimensional
signal, such as hyperspectral spectra, which can lead to model over-fitting if large amount of
training data is unavailable. To tackle this issue, Ni et al. [20] proposed an “importance factor
block” that weights important bands in the spectra, essentially performing a dimensionality reduction,
before passing it as input to a one-dimensional convolutional network for prediction. Similarly,
Zhang et al. [21] proposed a one-dimensional convolutional neural network consisting of an Inception
module to reduce the number of parameters in the model. Since deep convolutional neural network
based approaches for vegetation parameter predictions are very recent, they have not been tested
on wide variety of datasets. To the best of our knowledge, neural network architecture for multitask
learning of multiple related vegetation parameters has not been proposed till date.
In this paper, we investigate two ideas for vegetation parameter prediction with limited training
set. The first is the use of covariance functions based on well-established spectral comparison metrics.
Most of the previous studies have used the squared exponential covariance function but we show that
spectral metrics-based covariance functions provide better priors for vegetation parameter retrieval,
especially under limited ground truth and illumination variations. The second is the application of
multitask GP to jointly model two or more related vegetation parameters, such that prediction of
vegetation parameter of interest can be improved using ground truth of related vegetation parameter
for which larger set of ground truth is present. This method is applicable in scenarios in which
obtaining ground truth analysis of vegetation parameter of interest is difficult or expensive but doing
so for related vegetation parameters in larger quantity is feasible. This paper is organized as follows.
Section 2 provides background on Gaussian processes, covariance functions, and multitask learning.
Section 3 introduces three real-world diverse datasets and the one synthetic dataset used to evaluate
the efficacy of the proposed methods. Section 4 includes experimental evaluations and discussion, and
Section 5 concludes the paper.
2. Background
2.1. Gaussian Processes for Regression
Gaussian process (GP) regression [22] is a probabilistic model that assumes that the output values
are distributed by a joint multivariate normal distribution. The mean vector of this joint distribution
is generally assumed to be a zero vector and the covariance matrix is obtained using covariance
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function defined over a pair of input values. Let us assume that {(x1 , y1 ), . . . , (xN , yN )} is the set of
input-output pairs of the samples in the training set, such that x1 , . . . , xN are the vectors representing
the N instances of the multivariate input and y1 , . . . , yN are the corresponding N instances of the scalar
output. Let X = [x1 , . . . , xN ]T be a matrix whose rows are the input vectors of the training set and
y = [y1 , . . . , yN ]T be the vector of output values of the training set. It is assumed that the training
output values have been corrupted by noise. Let f be the vector of underlying true noiseless training
output values, with each element of f being noiseless version (true value) of the corresponding element
in y. Similarly, let X∗ be a matrix whose rows are vectors representing the inputs of the test samples
and f∗ is a vector of (noiseless) output values of those test samples.
Then, GP regression assumes that:
" #
"
#!
f
K(X, X) K(X, X∗ )
∼ N 0,
,
(1)
f∗
K( X ∗ , X ) K( X ∗ , X ∗ )


y ∼ N f, σn2 I ,

(2)

where σn is the standard deviation of the independent and identically Gaussian noise observed in the
output variables in the training set. The symbol ∼ denotes that the variable on the left-hand side is
distributed by the distribution on the right-hand side and N (µ, Σ) denotes the normal distribution
with mean vector, µ, and covariance matrix, Σ. K(X, X0 ) is the covariance matrix between the outputs
corresponding to the row vectors in the matrices X and X0 , such that its element at i-th row and j-th
column is the covariance between the outputs corresponding to the i-th row vector of X and j-th row
vector of X0 given by k(xi , x0j ). k(x, x0 ) is a covariance function defined over a pair of arbitrary input
vectors, x and x0 . We will discuss covariance functions in greater detail in the following subsection.
The task of regression is to estimate the output values of the testing set, f∗ , given the training set,
{X, y}, and the testing set’s input values, X∗ . In terms of Bayesian statistics, (1) is the prior and (2) is the
likelihood function. The inference task is to find the distribution of latent variables, f∗ . This problem
has a closed-form solution and p(f∗ |X, y, X∗ ) is also a multivariate normal distribution, given by
f∗ | X, y, X∗ ∼ N (f¯∗ , cov(f∗ )),

(3)

where
−1
f¯∗ =K(X∗ , X) [K(X, X) + σn2 I] y,

cov(f∗ ) =K(X∗ , X∗ ) − K(X∗ , X)[K(X, X) + σn2 I]

(4)
−1

K(X, X∗ ).

(5)

The mean vector, f¯∗ , provides the estimates of the output variable of the test samples while the
covariance, cov(f∗ ), provides the estimates of the uncertainty. Equation (4) shows that the prediction
−1

is equal to the sum of output values of all training samples, y, weighted by K(X∗ , X) [K(X, X) + σn2 I] .
One of the component of this weight is the covariance between the training samples and the test
sample. So the samples in the training set which are most similar to the test sample as measured by
covariance function contribute the most in the prediction and the samples in the training set which
are dissimilar contribute the least. This is the prior that GPs operate on, i.e., if the input values of the
samples are similar, so will the output values. Hence, covariance functions play a very important role
in GPs as they measure the similarity of samples. The importance of covariance function can also be
seen in (1) where the prior over the output values is completely defined by covariance function over
input values.
An alternate way to look at (4) is to compare it with linear regression. In this view, y can be
−1

assumed to the weights of linear regression and K(X∗ , X) [K(X, X) + σn2 I] to feature extracted from
the test samples’ input, X∗ . The feature extracted is non-linear and the length of the features is equal to
the number of training samples. As the size of training set is increased, more non-linear features are
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extracted from X∗ . This elucidates the non-parametric nature of GP, i.e., the complexity of the model
can grow with the growing size of the training set.
The covariance functions are usually parameterized by few free hyperparameters, which are to
be learned from the data, along with σn . One of the common approach is to fit these parameters by
maximizing the log marginal likelihood of the training data, given by:
1
1
N
log(y | X, Θ) = − yT Σ−1 y − log |Σ| − log(2π ),
2
2
2

(6)

where Σ = K(X, X) + σn2 I, Θ = [Θk , σn2 ], and Θk are the hyperparameters of the covariance function,
k(x, x0 ).
2.2. Covariance Functions
The covariance functions play a crucial role in GPs. They are means to enforce prior knowledge
about the data in GP regression by defining what constitutes as similarity between the data points.
However, not any arbitrary function that maps a pair of inputs, x and x0 , to a scalar value is a
valid covariance function. To be a valid covariance function, the function has to be a positive
semidefinite (PSD) function. A PSD covariance function (also called Mercer function or kernel)
always produces a PSD matrix for any set of input. This is essential for GPs because the covariance
matrix of a Gaussian distribution can only be PSD. Covariance functions are generally grouped into
two categories–stationary and non-stationary.
2.2.1. Stationary Covariance Functions
Stationary covariance functions are covariance functions that can be expressed as functions
of x − x0 . They are invariant to translation in input space. Furthermore, most common stationary
covariance functions are only function of Euclidean distance between the inputs, r = kx − x0 k. Squared
exponential covariance function, which is the most widely used covariance function, fall under this
category. Table 1 lists commonly used stationary covariance functions.
Table 1. List of stationary covariance functions. r = kx − x0 k.
Covariance Functions
Squared exponential (SE)
Exponential (Exp)
Matern 3/2 (Mat3)
Matern 5/2 (Mat5)

k(x, x0 )
 2
σ02 exp − 2lr 2


σ02 exp − 2lr2
 √ 

√ 
σ02 1 + l3r exp − l3r


 √ 
√
2
σ02 1 + l5r + 5r
exp
− l5r
2
3l

σ0 and l are hyperparameters.

2.2.2. Non-Stationary Covariance Functions
Any covariance function which is not stationary is a non-stationary covariance function. Table 2
lists some of the common non-stationary covariance functions. These covariance functions will be
discussed in this paper, however there are several other classes of non-stationary covariance functions,
e.g., [23–26]. Non-stationary covariance functions have been widely utilized to develop models for
different applications, such as, spatial modeling [27], adaptive terrain modeling [28], and multivariate
time series modeling with dynamic sparse plus low-rank networks [29].
Spectral covariance functions:
In this paper, we have termed covariance functions that utilize well-established spectral
comparison metrics within them for covariance computation as spectral covariance functions. The
word “spectral” in the context of spectral covariance functions refers to the reflectance spectrum
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and should not be confused with the term “spectral density”, which is commonly used in GP
literature to describe the Fourier transform of stationary covariance function. None of the spectral
comparison metrics is based on translation between the inputs, hence the spectral covariance functions
are non-stationary and have been included in Table 2 along with other non-stationary covariance
functions. There are three metrics, namely, spectral angle, spectral correlation, and spectral information
divergence, which are widely considered to be the best for spectral data comparison due to their
resilience to spectral variabilities due to changes in different factors, such as, illumination, geometry,
and atmosphere [30]. Spectral angle metric considers spectra as vectors in high dimensional space
and computes the angle between those vectors. Spectral angle by itself is not a PSD function, so
functions that encapsulate spectral angle to make it a valid covariance function have been previously
proposed. Observation angle dependent covariance function (OAD) [31] was proposed to classify
minerals in rocks [32]. In our previous work, we have proposed exponential spectral angle mapper [33]
covariance function (ESAM) for biochemical parameter prediction. Correlation and information
divergence based functions have not been used as covariance function in remote sensing studies so
far. Spectral covariance metric computes correlation between reflectance of two spectra by treating
them as sequences. It is a valid covariance function by itself [34]. We have included the spectral
correlation function and the exponential form of spectral correlation function in our evaluation.
Spectral information divergence (SID) metric normalizes spectra such that reflectance in different
bands sum to one, then the spectrum is treated as probability distribution and information divergence
is used for comparison of a pair of spectra. It has been used as kernel in non-remote sensing studies [35],
however it is not a valid PSD function [36]. This means that there is no guarantee SID will always
produce valid results. During optimization we choose value that produces valid covariance matrices for
training and test set. However, these model could fail for new data, so we have included Bhattacharya
kernel [36] and Chi-squared kernel [37] in our evaluation. These are valid Mercer kernel to compare
probability distributions.
Table 2. List of non-stationary covariance functions.
Covariance Functions

k(x, x0 )

Linear
Polynomial (Poly)

σ02 xT x0 + σ12
p
σ02 xT x0 
+ σ12

Neural network (NN)

σ02 sin−1

√

2 T 0
x x
l2
(1+2xT x)(1+2x0 T x0 )



Spectral Functions
Exponential SAM (ESAM)
Observation angle dependent (OAD)
Correlation-1 (Corr-1)




T 0
σ02 exp −γ cos−1 √ Tx x 0 T 0
x)
(x x)(x 


1−sin γ
xT x 0
2
√
σ0 1 − π
T
0T 0
(x x)(x x )

σ02r

∑( xi − x )( xi0 − x 0 )
i

2

∑ ( xi − x ) ∑ ( xi0 − x 0 )
i


Correlation-2 (Corr-2)
Spectral information divergence (SID)
Bhattacharya (Bhatt)
Chi-squared (Chi2)

i


σ02 exp −γ 1 − r

2

+ σ12


∑( xi − x )( xi0 − x 0 )
i

2

∑ ( xi − x ) ∑ ( xi0 − x 0 )

2



i


  i
 0 
p
p
σ02 exp −γ ∑ pi log pi0 + ∑ pi0 log pii
i
i
i
q
∑ pi pi0 + σ12
i


( p − p 0 )2
σ02 exp −γ ∑ pi + pi0
i

i

i

Note: SID is not a positive-semidefinite function; x and are means of elements of x and x0 respectively;
pi = xi/∑ j x j ; pi0 = xi0/∑ j x0j ; σ0 , σ1 , γ, and l are hyperparameters.
x0
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2.3. Multitask Learning
Multitask learning is a type of transfer learning in which multiple related functions (called tasks)
defined over the same input variables (called domains) are simultaneously learned from the data with
the objective of increasing the predictive performance of the tasks [38]. It is assumed that the feature
space and the probability distribution of the domain is the same for all the task but the task itself are
different. If x represents the input variable (domain), multitask learning learns multiple functions
(tasks), say, f 1 (x), . . . , f M (x), jointly, i.e., model p( f 1 (x), . . . , f M (x) | x), rather than learning them
individually, independent of each other, i.e., model p( f 1 (x) | x), . . . , p( f M (x) | x). This is illustrated in
Figure 1.

GP model #1

𝒇𝟏 𝐱

GP model #M

𝒇𝐌 𝐱

𝐱

Multitask GP
model

𝐱
(a) M number of GPs

𝒇𝟏 𝐱
𝒇𝐌 𝐱

(b) One multitask GP

Figure 1. Multitask Gaussian process.

It is easy to incorporate multitask learning into the standard GP formulation. Let (X1 , y1 ),

T
(X2 , y2 ), . . . ,(XM , yM ) be the input and the output of M related tasks, such that X1 = x1,1 , . . . , xN1 ,1 ,

T

T

T

T
X2 = x1,2 , . . . , xN2 ,2 ,. . . ,XM = x1,M , . . . , xNM ,M and y1 = y1,1 , . . . , yN1 ,1 , y2 = y1,2 , . . . , yN2 ,2 ,

T
. . . ,yM = y1,M , . . . , yNM ,M . Here, for task 1, x1,1 , . . . , xN1 ,1 are the N1 vectors representing input
samples and y1,1 , . . . , yN1 ,1 are the corresponding scalar output values. Similar is the case for task 2 to
M. In general, for a task t, the rows of Xt (x1,t , . . . , xNt ,t ) are vectors representing input samples, the
elements of yt (y1,t , . . . , yNt ,t ) are the corresponding scalar output values, and there are Nt samples in
Xt and yt .
Then, if we are to collect the inputs and outputs of all of the tasks, such that Xall = [x1,1 , . . . ,
xN1 ,1 , x1,2 , . . . , xN2 ,2 , . . . , x1,M , . . . , xNM ,M ]T and yall = [y1,1 , . . . , yN1 ,1 , y1,2 , . . . , yN2 ,2 , . . . , y1,M , . . . , yNM ,M ]T ,
then we could use standard GP formulation to learn a joint function that maps Xall to yall , if we are
able to define covariance between elements of yall using corresponding inputs in Xall .
Bonilla et al. proposed using (7) to compute covariance in multitask GP prior [39].
D
D

f l (xi,l ), f k (x j,k )

E

=

f

Kl,k k(xi,l , x j,k ),

(7)

E
f l (xi,l ), f k (x j,k ) is the covariance between the noise-less outputs of i-th sample of task l (i.e.,

f l (xi,l )) and j-th sample of task k (i.e., f k (x j,k )). k (x, x0 ) is a covariance function. K f is a M × M task
f

covariance matrix. The task covariance matrix has to be PSD. Kl,k is the l-th row and k-th column
element of K f and scales the covariance function value between the samples belonging to l-th task
and k-th task, with higher magnitude implying greater relationship between the tasks. The method
by Bonilla et al. [39] treats the elements of K f as hyperparameters of the model which are optimized
alongside of the hyperparameters of the covariance function and noise variances. So this method
automatically learns the relationship between the tasks without any supervision. However, since K f
has to be a PSD matrix, it should be constrained accordingly during optimization.




yi,1
 .. 
 . 
yi,M

  2
f l (xi,1 )
σ1
 ..  
N  .  ,  0


∼

f l (xi,M )

0

0
..
.
0

0




0 
2
σM

(8)
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The likelihood function used by this method is given in (8). yi,1 ,. . . , yi,M are the noisy output
values which are conditioned on the noiseless output values, f l (xi,1 ), . . . , f l (xi,M ). It is assumed that
2 are noise variances
same noise variance is observed in all the samples belonging to a task. σ12 , . . . , σM
in tasks 1, . . . , M respectively. Rakitsch et al. extended this method by assuming the noise across the
task to be correlated [40]. They claim such model is better suited if there are hidden factors affecting
the output variables. Their method uses same prior (i.e., (7)) but uses (9) as the likelihood function.
ΣNoise is a M × M noise covariance matrix which is a PSD matrix that captures relationship between
the noise variance in the tasks. The elements of ΣNoise are also hyperparameters of the model.



yi,1
 .. 
 . 
yi,M



∼



f l (xi,1 )



N  ...  , ΣNoise 

(9)

f l (xi,M )

The learning and inference in these models can be performed similar to that for standard GP
algorithm by computing covariance between samples in yall using (7), and noise in the observation
from (8) for the first model [39] and (9) for the second [40].
Several other types of multitask GPs have been proposed in literature. They are based on approaches
such as sparse linear combination of independent single-task GPs [41], multi-kernel method [42], convolved
latent processes [43], and spectral mixture kernels [44]. There are also asymmetric multitask GPs, which
model several tasks together with the objective of enhancing the predictions of only a subset of the
tasks by transferring information from other tasks to them [45]. Readers who are interested in learning
more about advanced multitask GPs are encourage to read the article by Liu et al. [46]. It reviews and
experimentally compares a variety of state-of-the-art multitask GPs.
3. Datasets
We experiment with three real hyperspectral biophysical parameter prediction datasets and one
synthetic dataset.
3.1. Algae Dataset
The first dataset, which we call Algae dataset, contains 103 reflectance spectra of sediments
containing algal bio-films, and the contents of the chlorophyll-a, the chlorophyll-b and the
carbohydrates in µg cm−2 . This dataset was acquired by Murphy et al. [47] from two mudflats,
each of an area about 500 m2 , in Sydney, Australia. The reflectance spectra covers visible and near
infrared region (350–1050 nm at 1 nm interval) and was measured by an Analytical Spectral Devices
(ASD) FieldSpec Pro spectroradiometer .
3.2. NEON Dataset
The second dataset, which we call NEON dataset, contains 54 reflectance spectra of foliage and
the corresponding nitrogen and carbon contents of the samples, measured in terms of percentage
dry foliage weight. It was collected by The National Ecological Observatory Network (NEON) [48]
as part of their 2013 field campaign at San Joaquin, Soaproot Saddle, and Teakettle in California,
USA [49]. It contains visible to shortwave infrared spectra (350–2500 nm at 1 nm interval) collected
by an Analytical Spectral Devices (ASD) Fieldspec-3 portable field spectrometer. We also use a
hyperspectral image obtained from NEON for qualitative analysis. This test image is a subset of
hyperspectral data collected by NEON Imaging Spectrometer (NIS) over San Joaquin, California. It
covers an area of 250 m×250 m and each pixel has a spectral range of 382 nm to 2511 nm and has a
ground sampling distance of 1 m.
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3.3. SPARC Dataset
The SPARC dataset contains 118 spectra extracted from the pixels of images captured by an
airborne HyMap sensor and the corresponding ground truth measurements of leaf chlorophyll
(chlorophyll) in µg cm−2 , leaf area index (LAI) in m2 m−2 , and fractional vegetation cover (fCover)
in m2 m−2 . Few of the ground truth values for each biophysical parameter is missing in the dataset.
Such instances were ignored during experimental evaluation. The data was collected by European
Space Agency (ESA) as part of their SPARC campaign around an agricultural site in Barrax, Spain [50].
3.4. Synthetic Dataset
We propose a pipeline (shown in Figure 2) to generate synthetic datasets with varying levels of
illumination variations. The goal is create datasets that can be used to compare the sensitivity of the
predictive models to illumination variations. This is hard to test in real data because it will require
collection of a new dataset that measures reflectance of same set of materials under varying lighting
conditions whose variability can be controlled. Theoretically, reflectance should be independent
of illumination variations. However, since there are no instrument to directly measure reflectance,
it has to be estimated from measured radiance, sun-sensor geometry, and atmospheric conditions.
This makes estimated reflectance sensitive to variation in illumination or any change in atmospheric
condition [51].
The proposed simulation pipeline utilizes data from SPARC dataset, 6S atmospheric radiative
transfer model [52] and empirical line method (ELM) [53]. The basic idea is to convert the reflectance
spectra in SPARC dataset to a radiance observed by a hypothetical sensor defined in a 6S simulation
and convert the radiance back to reflectance using ELM. We randomly vary the atmospheric parameters
in the 6S simulation for each sample in SPARC dataset to introduce illumination variations in the
dataset. The ELM is calibrated only once and used to retrieve reflectance for radiances simulated
for different atmospheric conditions. If we allow the parameters to vary a lot, we get a dataset with
artifacts of huge illumination variation and if we allow the parameters to vary by only a small amount,
we have a dataset with artifacts of small illumination variations. In real-world, similar situation
could arrive when reference spectra to calibrate atmospheric compensation algorithm is collected only
once in the beginning of data collection and all the data collected over a long period is converted to
reflectance under that calibration. In fact, such artifacts always appear when a more complex model
(real atmosphere in real-world and 6S in our pipeline) is inverted by a simpler model (RTM code/ELM
in real-world and ELM in our pipeline), since all the variabilities of the complex model is not captured
by the simpler model. The details of the synthetic data generation process is given below.
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Real reflectance
6S simulation under varying
conditions

Atmosphere:
Mid-latitude summer
Aerosol: Continental θsz
AOT550nm ~ U(0.1,0.2)
θsz ~ U(0, θvar)

12 km

Simulated
radiance

Reflectance

ELM
bright object

dark object

Radiance

Simulated
reflectance

Figure 2. Pipeline to generate synthetic dataset.

4. Experimental Results
4.1. Evaluation of Covariance Functions
In this subsection, we evaluate the predictive performance of different covariance functions.
The first experiment compares the predictive performance of all discussed covariance function on
entirety of all three real datasets. In the second experiment, we measure the effects of training set
size on the performance of the methods using the real datasets. The third experiment measures
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the sensitivity of predictive performances of different methods to training set size and illumination
variability using the synthetic dataset. All of the results in this subsection were computed by repeating
10-fold cross-validation 30 times and reporting the mean and the standard deviation of the performance
metrics over those 30 repeats. The metrics reported are the coefficient of determination (R2 ) and the
root mean squared error (RMSE) between the prediction and the ground truth. In all of the experiments
in this paper, we have not used automatic relevance determination (ARD) in covariance functions,
even though previous studies [7,8] have found them useful. This is because when training on very
small datasets the number of new hyperparameters introduced by ARD for spectral data usually far
exceeds the dataset size. The hyperparameters of the GPs were optimized by minimizing the negative
log-likelihood function using quasi-Newton method.
local minima, multiple optimization
h To prevent
i

trials with random initial guesses, sampled from 10−5 , 105 , were performed.
Tables 3 and 4 compare the predictive performance of different methods on the real datasets.
The covariance functions compared are the squared exponential (SE), the exponential (Exp), the
Matern 3/2 (Mat3), the Matern 5/2 (Mat5), the linear (Linear), the polynomial of order 2 (Poly2), the
polynomial of order 3 (Poly3), the neural network, the exponential spectral angle mapper (ESAM), the
observation angle dependent (OAD), the correlation (Corr1), the exponential correlation (Corr2), the
spectral information divergence (SID), the Bhattacharya (Bhatt), and the chi-squared (Chi2) functions.
As baselines methods, we have included partial least squared (PLS), random forest (RF), spectral
angle mapper (SAM), support vector regression (SVR), and kernel ridge regression (KRR). The
hyperparameters of the random forest (the number of trees) and partial least squares were (the
number of components) were tuned using cross-validation of the training data. For support vector
regression and kernel ridge regression, we utilized the simpleR toolbox [54] implementations with
squared exponential kernels, which have been used by previous studies for vegetation parameter
estimation [55,56]. We also compare the results with state-of-the-art approaches for vegetation
parameter prediction, i.e., VHGPR [16], GP-BAT [57], PLS-GPR [58], and WGP [59]. VHGPR was
implemented using the simpleR toolbox [54]; GP-BAT and WGP were implemented using GPML
toolbox [60]; and PLS-GPR was implemented using the simpleR [54] and the simFeat [61] toolboxes.
The best performing method and any method which was not statistically different from the best
method (two sample t-test, α = 0.01) have been highlighted in the table.
Table 3. Predictive performance of different methods on all three datasets measured in R2 .
Algae Dataset

Method

NEON Dataset

Chlorophyll-a Chlorophyll-b Carbohydrates

SPARC Dataset

Nitrogen

Carbon

Chlorophyll

LAI

fCover

GP-SE
GP-Exp
GP-Mat3
GP-Mat5
GP-Linear
GP-Poly2
GP-Poly3
GP-NN
GP-ESAM
GP-OAD
GP-Corr1
GP-Corr2
GP-SID
GP-Bhatt
GP-Chi2

0.623 ± 0.011
0.496 ± 0.031
0.627 ± 0.011
0.627 ± 0.010
0.619 ± 0.009
0.621 ± 0.012
0.623 ± 0.010
0.634 ± 0.011
0.598 ± 0.021
0.599 ± 0.020
0.596 ± 0.011
0.599 ± 0.014
0.607 ± 0.029
0.623 ± 0.012
0.617 ± 0.012

0.562 ± 0.008
0.470 ± 0.016
0.543 ± 0.016
0.560 ± 0.015
0.506 ± 0.013
0.561 ± 0.009
0.557 ± 0.009
0.575 ± 0.009
0.549 ± 0.014
0.550 ± 0.014
0.520 ± 0.012
0.526 ± 0.017
0.570 ± 0.008
0.573 ± 0.008
0.568 ± 0.008

0.660 ± 0.022
0.688 ± 0.016
0.684 ± 0.016
0.668 ± 0.017
0.562 ± 0.012
0.614 ± 0.018
0.632 ± 0.016
0.695 ± 0.011
0.690 ± 0.017
0.691 ± 0.016
0.723 ± 0.011
0.724 ± 0.011
0.584 ± 0.092
0.727 ± 0.011
0.731 ± 0.010

0.463 ± 0.039
0.401 ± 0.037
0.441 ± 0.042
0.448 ± 0.041
0.446 ± 0.043
0.515 ± 0.046
0.509 ± 0.048
0.548 ± 0.043
0.528 ± 0.037
0.530 ± 0.037
0.624 ± 0.029
0.617 ± 0.023
0.563 ± 0.076
0.441 ± 0.037
0.553 ± 0.041

0.392 ± 0.035
0.447 ± 0.038
0.401 ± 0.034
0.381 ± 0.036
0.392 ± 0.033
0.388 ± 0.034
0.387 ± 0.034
0.541 ± 0.045
0.550 ± 0.035
0.550 ± 0.035
0.500 ± 0.026
0.525 ± 0.045
0.182 ± 0.098
0.465 ± 0.032
0.442 ± 0.038

0.986 ± 0.001
0.980 ± 0.014
0.987 ± 0.001
0.987 ± 0.001
0.929 ± 0.005
0.964 ± 0.004
0.965 ± 0.004
0.983 ± 0.001
0.981 ± 0.002
0.981 ± 0.002
0.944 ± 0.004
0.975 ± 0.003
0.285 ± 0.115
0.938 ± 0.004
0.982 ± 0.002

0.925 ± 0.003
0.929 ± 0.004
0.919 ± 0.004
0.921 ± 0.005
0.908 ± 0.003
0.920 ± 0.003
0.920 ± 0.003
0.927 ± 0.003
0.938 ± 0.004
0.938 ± 0.004
0.898 ± 0.004
0.896 ± 0.003
0.325 ± 0.128
0.916 ± 0.004
0.926 ± 0.005

0.888 ± 0.006
0.891 ± 0.007
0.899 ± 0.004
0.897 ± 0.006
0.900 ± 0.005
0.897 ± 0.005
0.890 ± 0.005
0.908 ± 0.005
0.912 ± 0.005
0.912 ± 0.005
0.889 ± 0.003
0.897 ± 0.005
0.707 ± 0.132
0.899 ± 0.005
0.911 ± 0.007

PLS
RF
SAM
SVR
KRR

0.622 ± 0.011
0.471 ± 0.036
0.412 ± 0.041
0.606 ± 0.022
0.594 ± 0.049

0.538 ± 0.011
0.415 ± 0.025
0.370 ± 0.027
0.556 ± 0.022
0.544 ± 0.029

0.640 ± 0.022
0.610 ± 0.019
0.566 ± 0.027
0.660 ± 0.031
0.633 ± 0.086

0.606 ± 0.058
0.460 ± 0.037
0.295 ± 0.048
0.441 ± 0.062
0.461 ± 0.099

0.501 ± 0.058
0.406 ± 0.039
0.371 ± 0.039
0.347 ± 0.051
0.355 ± 0.083

0.915 ± 0.007
0.910 ± 0.018
0.992 ± 0.003
0.987 ± 0.001
0.982 ± 0.003

0.901 ± 0.008
0.915 ± 0.006
0.921 ± 0.005
0.927 ± 0.006
0.923 ± 0.006

0.881 ± 0.008
0.880 ± 0.010
0.896 ± 0.013
0.906 ± 0.009
0.896 ± 0.009

VHGPR
GP-BAT
PLS-GPR
WGP

0.585 ± 0.033
0.605 ± 0.018
0.611 ± 0.020
0.636 ± 0.012

0.526 ± 0.023
0.555 ± 0.013
0.550 ± 0.018
0.563 ± 0.012

0.627 ± 0.029
0.653 ± 0.023
0.684 ± 0.023
0.688 ± 0.052

0.208 ± 0.068
0.333 ± 0.096
0.388 ± 0.077
0.427 ± 0.109

0.472 ± 0.055
0.313 ± 0.086
0.441 ± 0.063
0.481 ± 0.078

0.983 ± 0.004
0.986 ± 0.002
0.986 ± 0.002
0.982 ± 0.010

0.934 ± 0.006
0.926 ± 0.007
0.899 ± 0.008
0.926 ± 0.004

0.872 ± 0.014
0.861 ± 0.015
0.834 ± 0.016
0.887 ± 0.008
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Table 4. Predictive performance of different methods on all three datasets measured in root mean
squared error (RMSE).
Algae Dataset

Method

NEON Dataset

Chlorophyll-a Chlorophyll-b Carbohydrates

Nitrogen

Carbon

SPARC Dataset
Chlorophyll

LAI

fCover

GP-SE
GP-Exp
GP-Mat3
GP-Mat5
GP-Linear
GP-Poly2
GP-Poly3
GP-NN
GP-ESAM
GP-OAD
GP-Corr1
GP-Corr2
GP-SID
GP-Bhatt
GP-Chi2

9.716 ± 0.138
11.284 ± 0.330
9.667 ± 0.135
9.662 ± 0.136
9.766 ± 0.123
9.736 ± 0.152
9.717 ± 0.135
9.575 ± 0.139
10.035 ± 0.256
10.017 ± 0.248
10.062 ± 0.138
10.017 ± 0.179
9.918 ± 0.365
9.711 ± 0.151
9.792 ± 0.158

0.323 ± 0.003
0.355 ± 0.005
0.330 ± 0.006
0.323 ± 0.005
0.343 ± 0.005
0.323 ± 0.003
0.325 ± 0.003
0.318 ± 0.003
0.327 ± 0.005
0.327 ± 0.005
0.338 ± 0.004
0.336 ± 0.006
0.320 ± 0.003
0.318 ± 0.003
0.320 ± 0.003

8.701 ± 0.278
8.343 ± 0.218
8.397 ± 0.202
8.604 ± 0.216
9.896 ± 0.139
9.286 ± 0.218
9.060 ± 0.201
8.238 ± 0.144
8.311 ± 0.223
8.302 ± 0.220
7.850 ± 0.150
7.835 ± 0.159
9.668 ± 1.031
7.800 ± 0.160
7.745 ± 0.147

0.275 ± 0.012
0.290 ± 0.011
0.281 ± 0.013
0.279 ± 0.013
0.278 ± 0.012
0.261 ± 0.014
0.263 ± 0.015
0.251 ± 0.014
0.256 ± 0.011
0.255 ± 0.011
0.229 ± 0.009
0.234 ± 0.008
0.248 ± 0.021
0.278 ± 0.012
0.253 ± 0.014

1.712 ± 0.057 2.134 ± 0.106
1.632 ± 0.062 2.486 ± 0.564
1.700 ± 0.054 2.072 ± 0.079
1.730 ± 0.059 2.059 ± 0.075
1.711 ± 0.052 4.764 ± 0.176
1.717 ± 0.053 3.367 ± 0.167
1.718 ± 0.053 3.361 ± 0.165
1.517 ± 0.094 2.326 ± 0.069
1.478 ± 0.066 2.509 ± 0.143
1.478 ± 0.066 2.505 ± 0.143
1.554 ± 0.045 4.221 ± 0.133
1.543 ± 0.106 2.817 ± 0.148
2.079 ± 0.152 15.069 ± 1.236
1.605 ± 0.053 4.429 ± 0.134
1.690 ± 0.088 2.399 ± 0.135

0.457 ± 0.008
0.443 ± 0.011
0.475 ± 0.012
0.467 ± 0.014
0.504 ± 0.009
0.472 ± 0.008
0.469 ± 0.009
0.450 ± 0.009
0.416 ± 0.012
0.416 ± 0.012
0.530 ± 0.010
0.537 ± 0.008
1.362 ± 0.134
0.483 ± 0.012
0.454 ± 0.015

0.115 ± 0.003
0.113 ± 0.003
0.109 ± 0.002
0.110 ± 0.003
0.108 ± 0.003
0.110 ± 0.003
0.113 ± 0.002
0.104 ± 0.003
0.101 ± 0.003
0.102 ± 0.003
0.114 ± 0.002
0.110 ± 0.003
0.181 ± 0.042
0.109 ± 0.003
0.102 ± 0.004

PLS
RF
SAM
SVR
KRR

9.773 ± 0.163
11.514 ± 0.391
13.270 ± 0.603
10.007 ± 0.278
10.119 ± 0.607

0.335 ± 0.005
0.373 ± 0.008
0.421 ± 0.012
0.326 ± 0.008
0.330 ± 0.011

9.191 ± 0.364
9.320 ± 0.219
10.372 ± 0.327
8.714 ± 0.407
9.236 ± 1.393

0.247 ± 0.026
0.272 ± 0.009
0.360 ± 0.018
0.289 ± 0.023
0.287 ± 0.040

1.683 ± 0.139
1.686 ± 0.056
2.111 ± 0.102
1.820 ± 0.095
1.896 ± 0.208

5.213 ± 0.224
5.342 ± 0.516
1.608 ± 0.257
2.078 ± 0.110
2.370 ± 0.210

0.525 ± 0.023
0.485 ± 0.017
0.473 ± 0.017
0.451 ± 0.020
0.464 ± 0.020

0.120 ± 0.005
0.119 ± 0.005
0.112 ± 0.007
0.105 ± 0.005
0.110 ± 0.005

VHGPR
GP-BAT
PLS-GPR
WGP

10.241 ± 0.415
9.954 ± 0.245
9.878 ± 0.260
9.659 ± 0.132

0.336 ± 0.009
0.325 ± 0.005
0.327 ± 0.007
0.326 ± 0.004

9.125 ± 0.347
8.833 ± 0.312
8.416 ± 0.325
8.380 ± 0.700

0.337 ± 0.018
0.324 ± 0.041
0.312 ± 0.029
0.297 ± 0.054

1.595 ± 0.084
2.087 ± 0.375
1.726 ± 0.161
1.736 ± 0.259

2.343 ± 0.288
2.096 ± 0.138
2.129 ± 0.142
2.368 ± 0.505

0.429 ± 0.019
0.406 ± 0.019
0.473 ± 0.018
0.453 ± 0.013

0.123 ± 0.007
0.113 ± 0.006
0.123 ± 0.006
0.115 ± 0.004

Comparison between spectral and other covariance function: The results show that spectral
covariance functions performed the best. The non-stationary covariance functions in general
outperformed the stationary covariance functions (including the squared exponential function which
was used by most of the previous studies). This is due to the fact that the Euclidean distance between
the spectra is not good metric for similarity for spectral data. Our results prove that when applying
Gaussian processes for vegetation parameter estimation, rather than just utilizing the default squared
exponential covariance function as done by previous studies, it would be wise to use model selection
techniques, such as cross validation, to choose the best non-stationary covariance function.
Comparison with baselines: GP based methods performed superior to the baselines, except
for Chlorophyll prediction in SPARC dataset, for which surprisingly SAM performed the best. The
comparison of GP based methods with SAM for SPARC dataset’s Chlorophyll prediction will be
examined again in the third experiment.
Comparison with the state-of-the-art: When comparing with the state-of-the-art approaches,
GP with spectral covariance functions mostly performed better than VHGPR and WGP, which are
methods that utilize squared exponential covariance function with more advanced likelihood functions.
Additionally, the proposed methods outperformed band selection (GP-BAT) and dimensionality
reduction (PLS-GPR) based methods. In addition to the state-of-the-art methods listed in the table, we
also experimented with a recent deep learning based biophysical/biochemical parameter prediction
network, called DeepSpectra [21]. The exact network architecture experimented was the one used to
predict corn protein in the DeepSpectra paper. In our experiments, we found that the validation loss
did not converge, even when the training loss converged, for NEON dataset (the smallest dataset),
and for Chlorophyll-a and Chlorophyll-b in Algae dataset. For rest of the parameters, the model
produced poor results. The R2 of prediction for Carbohydrate in Algae dataset was 0.6459 ± 0.0392
and the R2 of prediction for Chlorophyll, LAI, and fCover in SPARC dataset were 0.9114 ± 0.0179,
0.8848 ± 0.0149, and 0.8783 ± 0.0170, respectively. This clearly indicates that that DeepSpectra model
was over-fitting on our datasets. We tried increasing the regularization by increasing the weight decay
value, increasing the dropout rate and decreasing the number of hidden units, but no performance
increase was observed. We hypothesize that the difficulty in training is due to the fact that the
training set size of our dataset is smaller and our datasets are much noisier than the ones used in
the DeepSpectra paper. Better results could be obtained by further tuning the hyperparameters of
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the network and making changes to network architecture, but that is beyond the scope of our study.
This shows another benefit of GPs that they have fewer number of hyperparameters, which can be
automatically learned by minimizing log-likelihood function using an optimizer.
In the next experiment, we test how the performance of the models vary with training set
size. The results are shown in Figure 3. Since, both R2 and RMSE performance metrics showed
congruent results in the first experiment, only R2 metric is reported in the remainder of the paper. The
performance curves were obtained by using a modified form of repeated 10 fold cross-validation. In
each iteration of the cross-validation, the models were trained on only a random subset of the samples
in the training fold. The size of the subset was set to the training set size for which performance is
desired to be measured. By varying the size of the subset, the performance as function of training
set size was obtained. This process guarantees that the size of the test set is same, even though the
size of the training set is varying, so that the results obtained from models trained on training sets of
different sizes can be compared. In this experiment, we did not exhaustively cover all of the covariance
functions, but only chose a representative set. Only standard deviations of the squared exponential
covariance function and the exponential spectral angle mapper are shown for comparison.
The plots again show that the non-stationary functions are better. In general, we find that the gap
in performance between stationary covariance functions and non-stationary covariance functions is
larger when the training set size is small. This gap slowly narrows as the number of training examples
is increased. This shows that non-stationary covariance functions (spectral functions in particular) are
more preferable for biophysical prediction when the ground truth is limited. From the plots, we can
extrapolate that if we have large quantity of ground truth, there would not be difference in performance
between stationary and non-stationary covariance functions. This observation is in agreement with the
theory of Bayesian methods that states that as the amount of data available grows to be sufficiently
large, the effects of prior tend toward becoming irrelevant, provided the prior does not make strong
incorrect assumptions about the data [62]. It should be noted that the phenomenon of narrowing of
the performance gap as training set size is increased is not seen in biophysical parameters from NEON
dataset. This could be happening because of the fact that, among the three datasets, this is the smallest
one and with even the full dataset used for training, the training set is not adequate to properly model
the relationship. This claim is supported by the fact that in other datasets the performance tend to
taper off and the standard deviation of performance rapidly diminishes as the number of sample used
tends to be as large as the entire dataset, but this is not observed for biophysical parameters from the
NEON dataset.
Figure 4 shows the results of the third experiment that utilizes the synthetic dataset to show
the effects of illumination variations and size of training set. The mean R2 metric over 30 repeats of
10-fold cross validation is shown in the figure. We have used 9 synthetic datasets obtained by setting
θvar values from 0° to 90°. Each of those used the same procedure as the last experiment to obtained
performance under varying training set size. The results indicate that non-stationary covariance
functions (in particular spectral covariance functions) perform better not only under limited ground
truth but also when illumination variation is high in the training set. One surprising result obtained in
Tables 3 and 4 was that SAM performed better than Gaussian process based method when predicting
chlorophyll in SPARC dataset. Figure 4 proves that when the training set is limited or illumination
variation is high the non-stationary covariance functions outshine the SAM. This is because SAM,
which is basically a nearest neighbor method with cosine similarity as distance metric, needs large
set of training data to work properly as it makes hard decision to assign the test sample to the closest
training set sample. If the gap between the training set is large, the error is high for SAM but GP can
learn a smooth function between the gap to reduce the prediction error.
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Figure 3. Performance as a function of training set size. (a–c) are from Algae dataset, (d,e) are from
National Ecological Observatory Network (NEON) dataset, and (f–h) are from SPARC dataset.
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Figure 4. Mean predictive R2 as function of training set size (x-axis) and illumination variations (y-axis)
evaluated on simulated dataset. The x-axis of the plots is training set size and the y-axis of the plots
is θvar .

In Figure 5, we qualitatively compare leaf nitrogen maps produced using GP-SE and GP-ESAM
models trained on the NEON dataset. The test image was acquired by NEON imaging spectrometer
(NIS) over an area in San Joaquin, California. Since, the NEON dataset contains leaf spectra, we use
4SAIL canopy model [63] to generate synthetic canopy spectra from NEON dataset for training. Two
hundred and fifty training samples were generated by randomly selecting samples from the NEON
dataset and passing it through the 4SAIL model. The parameters of 4SAIL model was set as follows.
The solar zenith, the solar azimuth and the range of values for the viewing zenith and the viewing
azimuth from which they were randomly sampled from were obtained from the meta-information
in the test image file. Other parameters were uniformly sampled at random from a range–leaf area
index: 0.1 to 4.0, average leaf angle: 10° to 80°, hot spot parameter: 0.01 to 1.0, and soil brightness
factor: 0.1 to 1.0. The reflectance and the transmittance of the leaf required by 4SAIL were estimated
using the method in [64] using the leaf reflectance against a white background and the same against
a black background, present in the NEON dataset. We resample the bands of training samples to
match with the imaging spectrometers bands and remove the water bands. Non-vegetation pixels in
the images have been blacked out. We see that the maps produced by the two methods are different.
Unfortunately, there are no ground truth measurements corresponding to the pixels of the image to
quantitatively compare the performance of the methods.
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Figure 5. Gaussian processes (GP)-exponential spectral angle mapper (ESAM) and GP-squared
exponential (SE) trained on the NEON dataset applied to the test hyperspectral image.

4.2. Evaluation of Multitask Gaussian Processes
In this section, we experiment on the real datasets and the synthetic dataset to show the benefits
of multitask learning. We experiment with two vegetation parameters from each dataset at a time.
The vegetation parameter of interest is called the primary vegetation parameter and the other is
called secondary vegetation parameter. We assume that we have limited ground truth for the primary
vegetation parameter but have larger quantity of ground truth for the secondary vegetation parameter.
We follow the same evaluation methodology as in the previous experiments to obtain performance
as a function of primary vegetation parameter’s training set size. The only difference is that in each
cross-validation iteration within 30 random trials only the ground truth of the primary vegetation
parameter is subsetted from the training fold while all of the training fold ground truth of the secondary
vegetation parameter is kept. So each model is trained on spectra in the training fold which have
secondary vegetation parameter ground truth for all of its samples but have primary biophysical
parameter ground truth for only a subset. The models are tested on separate set on spectra in the
testing fold. For Algae and SPARC datasets, which have 3 vegetation parameters, we evaluate every
combination of pair of parameters.
In the remainder of this paper, the multitask model [39] proposed by Bonilla et al. is referred as
MTGP1 and the multitask model [40] by Rakitsch et al. is referred as MTGP2. Gaussian processes
modeling only one task is referred as single-task GP or GP. To uniformly compare the multitask
models, we set the covariance function to ESAM throughout the experiments. To make sure that K f ,
r

and also ΣM×M for MTGP2, are PSD, they are parameterized as ∑ ai aTi + c2 IM×M , where ai ∀i are M
i =1

dimensional vectors, c is a scalar, r is an integer whose value can range from 1 to M. This approximation
generally produces a PSD matrix because the diagonal of the approximation generally have higher
magnitude than the rest of the elements [40]. ai ’s and c are learned from the data with other
hyperparameters. The value of r controls the rank and the number of hyperparameters associated with
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K f and ΣM×M . During training, we learn M separate models by one-by-one setting the value of r to
values in the range 1 to M and tuning the hyperparameters of the model using the same procedure as
the one used for GPs in previous experiments. Out of the M models, the one which exhibits the lowest
negative log-likelihood value is picked as the final model.
Tables 5 and 6 compare single-task GP and multitask GP. Table 5 shows the combinations of
vegetation parameters which benefited from multitask learning and Table 6 shows the combinations
that did not. The results for each vegetation parameter was obtained by considering it as the primary
vegetation parameter and the other vegetation parameter as the secondary. For Algae dataset,
multitask learning of chlorophyll-a and chlorophyll-b was beneficial but learning either of them
with carbohydrate was not. This could be because chlorophyll-a and chlorophyll-b are more similar
because both of them are pigments. The joint modeling of leaf nitrogen and leaf carbon was seen
to be beneficial in NEON dataset. For SPARC dataset, multitask learning of leaf area index and
fractional vegetation cover performed better but either did not benefit from joint modeling with leaf
chlorophyll content. This is expected because leaf area index and fractional vegetation cover are known
to be related [65] but there is no direct relationship of either with the leaf chlorophyll contents. For
the positive results, the gain in performance is the largest when the training set size of the primary
biophysical parameter is lowest, and steady grows as it is increased. When the primary vegetation
parameter’s training set size is adequately large, we see that there is no gain from using multitask
GP. The best performing model and any model which was not statistically different from the best
model (two sample t-test, α = 0.01) have been highlighted in the table. Since experiments with pairs of
vegetation parameters in Algae and SPARC dataset did not show that all three vegetation parameters
in the dataset are related, we did not experiment with modeling three vegetation parameters jointly
with multitask learning. However, the same approach can be used to learn more than two vegetation
parameters together.
Table 5. Comparison of GP and multitask GP for vegetation parameter estimation. Performance
measured by R2 .
Algae Dataset
No. Samples

10

30

50

70

GP
MTGP1
MTGP2

Primary: Chlorophyll-a, Secondary: Chlorophyll-b
0.246 ± 0.082
0.475 ± 0.055
0.538 ± 0.044
0.583 ± 0.028
0.438 ± 0.031
0.546 ± 0.024
0.555 ± 0.031
0.574 ± 0.039
0.412 ± 0.039
0.518 ± 0.043
0.564 ± 0.024
0.583 ± 0.024

GP
MTGP1
MTGP2

Primary: Chlorophyll-b, Secondary: Chlorophyll-a
0.192 ± 0.071
0.435 ± 0.071
0.492 ± 0.043
0.528 ± 0.024
0.444 ± 0.039
0.493 ± 0.039
0.519 ± 0.028
0.528 ± 0.025
0.428 ± 0.039
0.499 ± 0.034
0.530 ± 0.028
0.539 ± 0.020
NEON Dataset

No. Samples

5

15

25

35

GP
MTGP1
MTGP2

Primary: Nitrogen, Secondary: Carbon
0.115 ± 0.074
0.330 ± 0.103
0.475 ± 0.072
0.505 ± 0.055
0.094 ± 0.086
0.462 ± 0.077
0.493 ± 0.051
0.514 ± 0.050
0.029 ± 0.033
0.412 ± 0.087
0.499 ± 0.068
0.517 ± 0.047

GP
MTGP1
MTGP2

Primary: Carbon, Secondary: Nitrogen
0.139 ± 0.102
0.341 ± 0.109
0.469 ± 0.057
0.513 ± 0.053
0.364 ± 0.116
0.465 ± 0.052
0.503 ± 0.055
0.530 ± 0.044
0.326 ± 0.129
0.495 ± 0.060
0.518 ± 0.050
0.522 ± 0.040
SPARC Dataset

No. Samples

5

10

15

20

GP
MTGP1
MTGP2

Primary: LAI, Secondary: fCover
0.615 ± 0.099
0.784 ± 0.045
0.851 ± 0.023
0.768 ± 0.048
0.806 ± 0.033
0.814 ± 0.076
0.771 ± 0.047
0.811 ± 0.016
0.827 ± 0.014

0.870 ± 0.023
0.836 ± 0.020
0.847 ± 0.014

GP
MTGP1
MTGP2

0.569 ± 0.110
0.738 ± 0.058
0.745 ± 0.050

Primary: fCover, Secondary: LAI
0.762 ± 0.062
0.822 ± 0.047
0.809 ± 0.022
0.825 ± 0.018
0.799 ± 0.025
0.828 ± 0.018

0.852 ± 0.015
0.845 ± 0.014
0.838 ± 0.017
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Table 6. Comparison of GP and multitask GP for vegetation parameter prediction (negative results).
Performance measured by R2 .
Algae Dataset
No. Samples

10

30

50

70

GP
MTGP1
MTGP2

Primary: Chlorophyll-a, Secondary: Carbohydrates
0.222 ± 0.075
0.471 ± 0.054
0.535 ± 0.032
0.576 ± 0.025
0.230 ± 0.043
0.383 ± 0.072
0.498 ± 0.050
0.566 ± 0.027
0.229 ± 0.045
0.364 ± 0.055
0.515 ± 0.052
0.569 ± 0.030

GP
MTGP1
MTGP2

Primary: Chlorophyll-b, Secondary: Carbohydrates
0.168 ± 0.093
0.412 ± 0.069
0.497 ± 0.039
0.532 ± 0.026
0.298 ± 0.074
0.410 ± 0.046
0.471 ± 0.037
0.513 ± 0.033
0.333 ± 0.049
0.385 ± 0.043
0.462 ± 0.041
0.509 ± 0.023

GP
MTGP1
MTGP2

Primary: Carbohydrates, Secondary: Chlorophyll-a
0.319 ± 0.101
0.553 ± 0.056
0.634 ± 0.027
0.670 ± 0.024
0.283 ± 0.079
0.534 ± 0.049
0.620 ± 0.044
0.660 ± 0.027
0.295 ± 0.058
0.521 ± 0.044
0.623 ± 0.036
0.664 ± 0.018

GP
MTGP1
MTGP2

Primary: Carbohydrates, Secondary: Chlorophyll-b
0.297 ± 0.085
0.532 ± 0.053
0.625 ± 0.038
0.665 ± 0.031
0.415 ± 0.061
0.536 ± 0.036
0.601 ± 0.051
0.651 ± 0.026
0.426 ± 0.060
0.528 ± 0.036
0.601 ± 0.040
0.654 ± 0.026
SPARC Dataset

No. Samples

5

10

15

20

GP
MTGP1
MTGP2

Primary: Chlorophyll, Secondary: LAI
0.541 ± 0.130
0.758 ± 0.061
0.819 ± 0.038
0.852 ± 0.042
0.284 ± 0.108
0.552 ± 0.135
0.718 ± 0.078
0.761 ± 0.086
0.270 ± 0.108
0.659 ± 0.082
0.800 ± 0.047
0.842 ± 0.041

GP
MTGP1
MTGP2

Primary: Chlorophyll, Secondary: fCover
0.452 ± 0.129
0.733 ± 0.095
0.837 ± 0.040
0.867 ± 0.027
0.370 ± 0.128
0.584 ± 0.172
0.757 ± 0.112
0.763 ± 0.127
0.360 ± 0.133
0.612 ± 0.129
0.811 ± 0.038
0.861 ± 0.040

GP
MTGP1
MTGP2

Primary: LAI, Secondary: Chlorophyll
0.459 ± 0.118
0.700 ± 0.056
0.789 ± 0.039
0.828 ± 0.027
0.243 ± 0.160
0.586 ± 0.113
0.705 ± 0.128
0.785 ± 0.068
0.246 ± 0.147
0.493 ± 0.105
0.704 ± 0.062
0.789 ± 0.049

GP
MTGP1
MTGP2

Primary: fCover, Secondary: Chlorophyll
0.539 ± 0.137
0.746 ± 0.094
0.833 ± 0.029
0.841 ± 0.033
0.234 ± 0.179
0.534 ± 0.230
0.602 ± 0.251
0.727 ± 0.188
0.274 ± 0.136
0.600 ± 0.082
0.766 ± 0.055
0.809 ± 0.048

Now, we investigate whether multitask learning can be used to improve the prediction of model
when the illumination variation in the training dataset is high. For this, we again utilize the synthetic
dataset. As in previous experiments, Figure 6 shows the variation of R2 metric as function of training
set size and illumination variation for single-task and multitask GPs. We observe that multitask GP
outperforms single-task GP, when either training set size is small and/or illumination variations
is high.
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Figure 6. Mean predictive R2 of multitask GP as function of training set size (x-axis) and illumination
variations (y-axis) evaluated on simulated dataset. The x-axis of the plots is training set size and the
y-axis of the plots is θvar .
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5. Conclusions
The performance of the vegetation parameter prediction models is generally limited by the size of
the training set. This paper applied two Gaussian processes based techniques for retrieval of vegetation
parameters from hyperspectral imagery when the training set is small and evaluated those approaches
on real and synthetic data. First, we showed that compared to the popularly used squared exponential
covariance function, non-stationary covariance functions, in particular spectral covariance functions,
can provide better prediction, especially when the training set is small or has high spectral variability.
Spectral covariance functions are those which are based on well-established spectral comparison
metrics, such as spectral angle and spectral correlation. Spectral covariance functions performed better
because they provide better prior for Gaussian process regression as spectral metrics are better for
comparing similarity between the spectra than Euclidean distance on which many commonly used
covariance functions are based. Since spectral metrics are less affected by spectral variations due to
factors, such as changes in illumination, the Gaussian process models that used spectral covariance
functions also showed better resilience to spectral variability.
The second idea presented is joint modeling of multiple related vegetation parameters by a
multitask Gaussian process. In the experiments, we proved that prediction of a vegetation parameter
whose training set is small or has large spectral variations can be improved by jointly learning their
model with prediction models for related vegetation parameters. This approach showed best result
when the ground truth for related vegetation parameter was much larger than ground truth of the
vegetation parameter of interest. This approach can handle joint modeling of several vegetation
parameters, but our experimental evaluation was limited to modeling only two vegetation parameters
because only two parameters showed relationship in all of the datasets. Modeling of more than two
parameters jointly needs to be investigated in future studies. As the number of vegetation parameters
is increased so does the training set size of the multitask GP, therefore scalable models, such as
sparse Gaussian processes [66–68], could be used for efficient learning and inference when modeling
several vegetation parameters. We would also like to compare the performance of the two multitask
Gaussian processes used in our experiments to other state-of-the-art multitask Gaussian processes
for the task of predicting vegetation parameters. We are especially interested to investigate whether
asymmetric multitask models [45], which prioritize better modeling of variables of interest, are better
than symmetric multitask models like the ones used in our experiments, which give equal priority
to all modeled variables. Similarly, it would be interesting to combine the proposed methods with
previously existing approaches for handling scarce training set, i.e., active learning scheme and fusion
with radiative transfer models, to possibly further improve the prediction accuracy.
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