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Abstract: We present MultEYE, a traffic monitoring system that can detect, track, and estimate the
velocity of vehicles in a sequence of aerial images. The presented solution has been optimized
to execute these tasks in real-time on an embedded computer installed on an Unmanned Aerial
Vehicle (UAV). In order to overcome the limitation of existing object detection architectures related
to accuracy and computational overhead, a multi-task learning methodology was employed by
adding a segmentation head to an object detector backbone resulting in the MultEYE object detection
architecture. On a custom dataset, it achieved 4.8% higher mean Average Precision (mAP) score,
while being 91.4% faster than the state-of-the-art model and while being able to generalize to different
real-world traffic scenes. Dedicated object tracking and speed estimation algorithms have been
then optimized to track reliably objects from an UAV with limited computational effort. Different
strategies to combine object detection, tracking, and speed estimation are discussed, too. From our
experiments, the optimized detector runs at an average frame-rate of up to 29 frames per second (FPS)
on frame resolution 512 × 320 on a Nvidia Xavier NX board, while the optimally combined detector,
tracker and speed estimator pipeline achieves speeds of up to 33 FPS on an image of resolution
3072 × 1728. To our knowledge, the MultEYE system is one of the first traffic monitoring systems
that was specifically designed and optimized for an UAV platform under real-world constraints.
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1. Introduction
Due to increasing traffic numbers, traffic loads, and aging infrastructures, traffic
monitoring has become a central point of focus in infrastructure management to ensure
driver-safety and efficient management. Traffic monitoring is characterized by multi-level
interactions between vehicles and the local road infrastructure where real-time situational
awareness plays a fundamental role. Traditionally, traffic surveillance relied solely on
the presence of patrol police personnel. Since the past decade, an increased number of
automated solutions for traffic monitoring have been adopted. In-situ technology, such as
embedded magnetometers, inductive detector loops, or closed-circuit television (CCTV),
are used to monitor traffic load and traffic flow [1]. Vision-based systems in combination
with image and video processing technologies are becoming increasingly popular, partly
thanks to the surge of deep learning frameworks. The advantage of these automated
solutions is that they can operate day and night without human intervention, operate at
large scales, require minimal maintenance once installed, and are less prone to human bias.
Despite the advantages of vision-based solutions and their proven effectiveness for traffic
monitoring and law enforcement, large-scale use of such systems is often unattainable due
to the high costs and the limited view of each camera [2].
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Unmanned Aerial Vehicles (UAVs) exhibit advantages that give them the potential to
monitor traffic in a scalable manner. They are low cost, easily deployed and transported,
can fly at various altitudes, have a uniform scale, and can observe objects from various
angles. UAVs are used in various low altitude remote sensing-based applications, such
as crop-health monitoring, forest cover estimation, tree crown extraction, and disaster
management [3–8]. Most interesting, different typologies of UAVs have different advantages that are beneficial to the traffic-monitoring domain. Fixed-wing UAVs are able to fly
along linear distances for an extended period, thus allowing for efficient traffic monitoring
in peak hours. The ability to hover and approach objects closely has made quadcopter
UAVs fit to inspect the structural health of static objects, such as pavement surfaces or
bridges [9–11]. Building on these developments, swarm technologies are also becoming
increasingly promising. For example, Elloumi [12] investigated and compared how to monitor effectively traffic using a swarm of UAVs or a single UAV. Despite these advances, local
legislation often does not allow practical implementation of these researches by prohibiting
UAVs to fly over roads that are in use to protect drivers’ safety [13]. Therefore, practical
implementation has to be guided by a strong collaboration between local legislative bodies
and enforcers. An example of such a collaboration was seen in 2015, when the Dutch ministry for infrastructure development successfully demonstrated the use of drones for traffic
monitoring [14]. Using three drones, 30 square km were monitored for traffic approaching
and leaving a festival area. This demonstration proved that an aerial system could cover a
larger area at a fraction of the price of ground-based camera systems.
Similar to the aforementioned experiment in the Netherlands, UAV obtained traffic
data is generally interpreted by humans who watch the video feed in real-time. Considering
how this can introduce biases, it is time-inefficient and requires a number of trained
personnel, UAV-based traffic monitoring could benefit from automated approaches. In this
regard, many pieces of research towards automated traffic monitoring using convolutional
neural nets (CNN) and UAV data can be already found [15–17]. These methods involve
vehicle detection to identify the location of each instance of vehicles seen by the camera
on board the UAV. The detection is then used as initialization for a tracker algorithm that
tracks the detected vehicles through a sequence of image or video frames in order to extract
the motion information out of each of the vehicles tracked. This motion information can be
used to further estimate speed, traffic density, or detect anomalous events on the road.
Most proposed solutions for UAV-based monitoring rely on reliable data communications by streaming data to the ground station for processing. Such implementations
can fail when large amount of data has to be relayed over long distances. Analyzing data
on-board the UAV is, therefore, favorable. Moreover, most of the proposed solutions are
designed to perform their best on curated benchmark datasets and erroneously assume
that the developed algorithms are ready to use on aerial platforms. However, the architecture computational load and size are limiting factors. On-board units have constrained
processing load, processing power, and memory, thus preventing most architectures from
being applied to real-world scenarios on aerial platforms [18]. For these reasons, as of yet,
no robust traffic monitoring system from UAV has been deployed. Thus, there is a need
to design such a system that performs reliably in real-world scenarios while maintaining
real-time processing speed on an aerial platform.
Deep learning-based object detection—in this case, vehicle detection—is the most
important module for traffic monitoring applications. Traditionally, object detectors, such
as Faster Region-based CNN and RetinaNet, are two-stage detectors, i.e., first regions are
proposed using a region-proposal network and afterwards regions are selected [19,20].
They have seen much success in remote sensing applications; however, they cannot run
on on-board units due to their high performance requirements. One-stage detectors, such
as the well-known “You Only Look Once (YOLO)”, are much better suited for this kind
of applications because they execute both steps at once [21]. In Kwan [22], as an example,
YOLO has been applied to detect and track vehicles under low illumination conditions
using low-quality videos. For traffic monitoring applications, however, high quality data is
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preferable because they can offer more solutions besides only detecting and tracking, such
as classification. Nonetheless, the detection accuracy of one-stage detectors suffers when
the objects of interest are of smaller scale [23].
A multi-task learning methodology can offer a solution for the low accuracies obtained
by one-stage detectors while still offering a downsized architecture, fit to be applied on
on-board devices [24]. This learning methodology improves performance by training one
or more related tasks [24]. By sharing feature layers during training between both tasks,
related and complementary information is passed on between the two branches, leading
to higher performance for a single or both tasks. Multi-task learning has been applied in
natural language processing or speech recognition [25,26]. In computer vision, multi-task
learning has often been applied to boost the performance of object detection and semantic
segmentation tasks [27].
Considering the need for a scalable traffic-monitoring framework that can be deployed on on-board units, we designed a lightweight vehicle detection, tracking and speed
estimation system that can run real-time on an aerial surveillance platform. The main
contributions of this research are threefold. First, we present a novel multi-task learning
architecture to boost the performance of a computationally light vehicle detector that is
robust to scale and view changes in aerial images. The designed algorithm is a multi-tasked
implementation of YOLO and ENet; therefore, it is named Multi-task Entwined YOLO
and ENet or MultEYE [28,29]: this architecture gives the name to the whole monitoring
system presented in this paper. Second, we present a novel vehicle tracking and speed
estimation methodology for a moving camera when extrinsic camera parameters are not
available. Finally, we present an implementation methodology that enables fast execution
on an embedded platform.
This work takes a significant step towards the development of an operational UAV
monitoring system by designing the system under realistic conditions. Moreover, although the system was initially conceived for traffic monitoring, the flexible multi-task
architecture and training scheme could be adapted to other fields of monitoring, such as
wildlife, crowd, or fire monitoring.
Related work can be found in Section 2; the MultEYE system is described in Section 3;
the results and the discussion, including those from the validation tests, are presented in
Section 4; the conclusion can be found in Section 5.
2. Related Work
2.1. State-of-the-Art Semantic Segmentation
Segmentation plays an important role in many applications seen today, including
medical imaging analysis (tissue volume measurement, tumor identification), autonomous
vehicles (ego-lane extraction, pedestrian detection), video surveillance, and augmented
reality [30–34]. In recent years, with widespread availability and accessibility of higher
computational power, deep learning algorithms enabled the development of segmentation
algorithms that significantly outperformed its handcrafted-feature-based predecessors.
Fully Convolutional Networks (FCNs) were popularized in the field of semantic segmentation with the introduction of skip-connections [35]. These were used to merge final feature
layers of a network with a similarly sized initial feature layer in order to preserve features
that may had been lost in the encoding process. This resulted in a healthy mixture of fine
and coarse details in the segmentation map and boosted performance. FCNs propelled to
the top of standard benchmark challenges, like PASCAL Visual Object Classes (VOC) and
NYUDv2 [36,37].
However, despite its popularity and effectiveness, traditional FCNs had major drawbacks [35]: (1) they were not light enough to be implemented on an embedded platform,
(2) they could not perform real-time segmentation, and (3) they did not process the global
context information efficiently. There were many efforts to overcome these limitations
of standard FCNs. A few of these methods include encoder-decoder, image-pyramid,
spatial pyramid pooling, and atrous convolutions. The encoder-decoder type of network
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architecture uses an encoder and convolution layers to reduce the spatial dimensionality of
features into the latent space. The decoder recovers the features encoded in the latent space
by using deconvolution layers. Popular examples of such architecture include SegNet,
UNet, and RefineNet [38–40]. More recently, atrous convolutions in the decoder are being
used to recover spatial features while using less parameters and minimum computations,
making their deployment interesting on computationally constrained devices [41]. Atrous
convolutions have gained in popularity in many papers in the field of real-time segmentation, such as in the DeepLab family of networks, Multi-scale context aggregation, Hybrid
dilated convolution, densely connected Atrous Spatial Pyramid Pooling (DenseASPP),
and the ENet [29,42–45].
2.2. State-of-the-Art Object Detection
Object detection in the context of remote sensing mostly relied on two-stage object
detectors and other computationally heavy methods that focused on a high degree of
accuracy. These methods generally carried out three major steps: (1) candidate region
proposals, (2) feature extraction, and (3) object classification. Famous object detection
algorithms that use this approach include Region-based CNN (R-CNN), Faster R-CNN,
and EfficientDet [46–48].
Several studies towards the usage of two-stage detectors for vehicle detection in
aerial images were carried out and showed to be capable in detecting vehicles at low
scales [49–51]. However, the usage of the two-stage detectors entailed that the processing
cannot be done in real-time on an edge-computing device. One-stage detectors, like Single
Shot Multi-box Detector (SSD) [52] and You Only Look Once (YOLO) [21], have been
applied to low-latency object detection applications on edge devices. However, their use in
vehicle detection on aerial images was not fruitful due to the bad localization performance
when the target objects have small sizes. This problem was partly solved in the latest
edition of these one-stage detectors.
The latest version of YOLO, YOLOv4, is considered the state-of-the-art real-time object
detector [28]. The combined usage of various features categorized into methods that either
improved the accuracy of detections or improved the inference speed, both resulting in
better and faster performances than previous networks.
2.3. Multi-Task Learning
Multi-task learning is a method employed to improve learning efficiency and prediction accuracy by learning multiple objectives from a shared representation [24]. Recent
research showed that combining two related tasks together could boost the accuracy of
both tasks simultaneously by the use of multi-task loss functions. As stated earlier, multitask learning could be used to improve object detection performance with the help of
semantic segmentation.
Semantic segmentation aids object detection because it improves category recognition,
location accuracy and context embedding. Human visual cognition is dependent on edges
and boundaries [53,54]. In the setting of scene understanding, objects (e.g., car, pedestrian,
tree, etc.) and background artifacts (e.g., sky, grass, water, etc.) differ in the fact that
the former has well defined boundaries within an image frame while the latter does not.
Moreover, a clear and well-established visual boundary is what defines an instance of an
object. However, objects with special characteristics may result in incorrect or low location
accuracy. Semantic segmentation clearly distinguishes edges, boundaries, and instances
and, therefore, improves category recognition or localization accuracy. Finally, most objects
in a scene have standard surrounding backgrounds. For example, cars are mostly found on
a road and never in the sky. The contextual understanding of an object improves object
confidence accuracy.
Two multi-task training methodologies could be used to improve detections by simultaneously learning segmentation. The first methodology makes use of segmentation to
extract fixed features that are integrated into the detection branch [55–57]. Though this
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method is easy to implement, a major drawback is the heavy computation cost during
inference. Although only the detection is of interest during inference, the segmentation
branch still needs to be executed.
The second training methodology overcomes this drawback by introducing a segmentation head on top of the detection framework that can be decoupled during inference,
as long as there are no regularization connections between the segmentation and detection
heads. Therefore, the detection speed of the detector will not be affected as the computations required for calculating the segmentation map is no longer needed. Because the
network is trained with a multi-task loss function, the input to the network produces
two or more outputs each with its own loss function [56,58]. During back-propagation,
the optimizer tries to strike a balance between minimizing all the loss functions. This
results in a sort of competition between the parameters in the multi-task backbone that are
shared between the tasks. The similarities between the tasks can reduce the search space of
the parameters in the backbone, which is especially beneficial when the tasks are related.
2.4. Multi-Object Tracking
Object tracking in a sequence of visual data is commonly known as Visual Object
Tracking (VOT). Object tracking has been a focal point and has inspired many pieces of
research in the past years due to the challenges faced by large variations in viewpoint,
illuminations and occlusion [59]. VOT tracking is broadly classified into two categories
based on the number of objects tracked in the sequence: Single-Object Tracker (SOT) and
Multi-Object Tracker (MOT). Kalmann and Particle filtering methods have been employed
widely for SOT tasks. Accurate object tracking could be achieved by considering the object
speed and position of motion [60,61]. Bolchinski [62] proposed a simple Intersection over
Union (IoU) based object matching extracting positional information from overlapping
frames. This resulted in very fast tracking; however, the accuracy of this method suffered
when used for complex objects or in difficult scenes. A similar position based tracking
method, the Simple Online and Real-time Tracking (SORT) algorithm, gained popularity
as an online tracker that allowed the tracker to learn simultaneously the features of the
object while performing the tracking task [63]. The accuracy and precision of SORT
outperformed the traditional IoU based methods but had the tendency to produce more
false positives. DeepSORT partially solved this issue by introducing dependency on the
detection results and the bounding box coordinates [64]. Another method, recurrent Neural
Networks (RNNs), used a combination of features, motion and affinity information which
showed promising tracking performance [65]. Here, deep learning methods are used for
MOT for both object detection by using appearance information for re-identifying the
detected object in the subsequent frames. Other deep learning based trackers relying on
Correlation Filters (CF) showed greater performance accuracy when compared to peers
using keypoint matching [66]. Multi-Domain Network (MDN) made use of the multi-task
learning methodology to improve its tracking performances in different domains [67].
While the shared layers were trained in an offline fashion, the domain-specific layers were
trained online. This resulted in a highly accurate, albeit, slow, tracking system. Generic
Object Tracking Using Regression Networks (GOTURN) was an algorithm designed to
improve the tracking speed while preserving the accuracy of tracking [68]. The CNN layers
of GOTURN were pre-trained on sequences images and video frames with bounding box
annotations. These weights were frozen and used during inference without online training.
Finally, the Minimum Output Sum of Squared Error (MOSSE) tracker was an algorithm that
used estimated correlation filters to approximate the maximum likelihood of the object’s
location. It was observed to run multi-object tracking at high frame rates [69]. The use of
correlation filters enabled the algorithm to efficiently deal with problems of rotation, scale,
morphing and occlusions relative to the traditional methods. Further details on the MOSSE
based tracking can be found in Section 4.3.
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2.5. Vehicle Speed Estimation
Generally, visual speed estimation is carried out by tracking the objects through
sequential frames. The displacement of the objects in pixels per second is subsequently
converted to an inertial frame of reference using the camera’s estimated pose. Speed
estimation of tracked objects is often considered a sub-task when compared to object
detection and tracking as it involves only the conversion of the speed of the bounding
boxes across the frames to inertial frame. Therefore, it has been a neglected field in most
traffic monitoring research pieces. The rise of vehicle speed estimation can be traced back
to the beginning of the rise of computer vision applications for traffic monitoring. Most of
the early methods involve using cameras mounted on road infrastructures that monitor
and track vehicles [70,71]. The drawback of these methods is that they do not need to
consider dynamic environments because the camera is fixed, which is not true for UAV
platforms. Dynamic environments were addressed by Li [72], where they estimated the
vehicle velocities from UAV video using motion compensations and priors. However,
the method was tailor made for nadir view video frames and ran at a low frame rate on a
graphical processing unit (GPU) accelerated main-frame; therefore, it cannot be directly
applied to our task of vehicle speed estimation from UAV platforms where the view is in
oblique and where system needs to operate in real-time several frames per second.
3. Methodology
In this section, we describe the system design choices that were made, the data that
was used, and the experiments that were carried out.
3.1. System Design
The pipeline of the proposed system consists of a multi-task neural network to detect
vehicles in aerial images, an object tracker to preserve object identity through the frame
sequences and a vehicle speed estimation algorithm that predicts the speed of the tracked
objects. The multi-task vehicle detection architecture was designed in a modular fashion,
separating the backbone, detection head, and segmentation head. The object tracking
algorithm was designed by adapting an existing tracking algorithm [69]. The vehicle
speed algorithm was designed using a parametric approach that makes use of on-board
navigation information and adds few constraints considered realistic for road monitoring
applications. These three elements are concatenated: vehicles are initially depicted by the
detection algorithms and tracked by the second algorithm. Once the vehicle is tracked,
the speed can be computed by using the estimation algorithm. As shown in Section 4,
different strategies can be adopted to combine these elements and make the complete
pipeline more efficient.
3.1.1. Vehicle Detection Architecture
MulEYE’s multi-task vehicle detection architecture is composed of a backbone (where
parameters are shared between the object detection and semantic segmentation tasks),
the segmentation head, and the detection head. The complete architecture is shown in
Figure 1. The design process started with finding a segmentation head that balanced
computational speed and accuracy. Afterwards, an object detection task head was designed
to provide maximum accuracy while still managing real-time performance. Finally, a backbone was chosen that as its main attribute improved vehicle detections, considering how
this task was most important for the system goal.
Backbone
The CPSDarkNet53 was presented as one of the most important contributions of the
YOLOv4 paper [28] due to the efficiency and processing boosted by Cross-stage partial
connections (CSPs) inspired by CSPNet [73]. CSPs respected the variability of the gradients
by integrating feature maps from the beginning and the end of a network stage, reducing
computations by 20% without any detrimental effect on the accuracy.
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Figure 1. Schematic visualization of MultEYE’s vehicle detection architecture. During training, all
modules were utilized. During inference, only the modules in blue were retained, while the others
were removed, to optimize model deployment on an edge-computing device.

However, the throughput of the original Darknet implementation of YOLOv4 on edge
computational devices was low compared to the throughput on a GPU enabled desktop.
Therefore, we modified the CPSDarkNet53 backbone architecture to make it shallower. In
the proposed implementation, the number of CSP Bottleneck and Convolutional blocks was
reduced and placed in an alternating way to optimize speed and accuracy of the standard
and bottleneck layers [74]. This resulted in a lighter backbone version that was roughly
1/4th the size of the original: CSPDarkNet53 (Lite). More details on these blocks can be
found in Bochkovskiy [28].
The reduced number of bottleneck layers increased the size of the latent space. This
could affect the detection process, limiting the efficency in the encoding of features. This
issue was ameliorated by adding a Space-to-Depth layer [74] to transform the input image
to a lower spatial dimension while increasing the depth, to be fed into the light backbone.
This module was inspired by the input procedure described in Ridnik [74] where this
transformation efficiently reduced the input dimensions at the initial layers and improved
the GPU inference throughput. The Space-to-depth layer transformed data from the form
[b, h, w, c] to [b, h/2, w/2, 4c], where b is the batch size, h is the height of the images, w
is width, and c is the number of channels of the image. This was followed by a simple
1 × 1 convolutional layer to match the channel depth of the network. In Ridnik [74], this
transformation resulted in a 0.1% increase in accuracy and 4.2% increase in computational
speed.
Figure 2 shows the schematic architecture of the CSPDarknet53(Lite) backbone, while
details on the architecture can be found in Table 1.
Table 1. The architecture of the CSPDarknet53(Lite) backbone with an added space-to-depth layer.
CSP = cross-stage partial connection (CSP).

Name

Times Repeated

Filter Size

Input
Space-to-Depth

1
1

64

Conv
BottleneckCSP
Conv
BottleneckCSP
Conv
BottleneckCSP
Conv

1
1
1
3
1
3
1

128
128
256
256
512
512
1024
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Figure 2. Visualization of CSPDarknet53(Lite). Conv modules consist of a convolutional layer, batch
normalization and a Regularization layer (ReLu) activation. CSPD modules are regular “You Only
Look Once (YOLO)”v3 residual bottlenecks wrapped into a cross-stage partial network format [73].

Semantic Segmentation Head
ENet [29] was chosen for the segmentation head because of its lightweight decoder.
The original ENet was modified to adapt the expanded latent space due to the atrous
convolutions used by the original ENet backbone. The decoder required additional layers
in order to efficiently scale up the features. Skip-connections from the backbone were used
to capture smaller scale features from the initial layers. These modifications resulted in a
modified ENet, as summarized in Table 2. The main modifications made to the original
ENet decoder architecture were:
•

•

Two additional up-sampling bottleneck modules were implemented in the decoder
(Table 2, bottlenecks 4.1 and 4.2) to compensate for the increase in the latent space
dimensionality due to the lack of dilated convolutions in the CPSDarknet53 (Lite)
backbone.
Three skip-connections were implemented to link the backbone to the outputs of
bottlenecks 4.0, 4.2, and 5.0, respectively, and to ease the learning of smaller scale
features, similar as to the ones used in UNet [39].

Table 2. The architecture of the modified ENet for semantic segmentation. Two additional bottleneck
modules were introduced in stage 4 of the decoder, along with 3 skip-connections from the encoder.
The additional modules are highlighted in blue.

Name
CSPDarkNet53 (Lite)
bottleneck4.0
Concatenate
bottleneck4.1
bottleneck4.2
Concatenate
bottleneck4.3
bottleneck4.4
bottleneck5.0
Concatenate
bottleneck5.1
Transposed Convolution

Type
Backbone/Encoder
upsampling
skip-connection from
backbone
upsampling
upsampling
skip-connection from
backbone

upsampling
skip-connection from
backbone

Output Size
16 × 16 × 576
32 × 32 × 256
32 × 32 × 544
64 × 64 × 128
128 × 128 × 64
128 × 128 × 136
128 × 128 × 64
128 × 128 × 64
256 × 256 × 16
256 × 256 × 32
256 × 256 × 16
512 × 512 × C

Vehicle Detection Head
The vehicle detection head of the multi-task network was retained from the neck and
head of the YOLOv4 [28] architecture without any modifications. The complete detection
head consists of two parts: the YOLOv4 neck and the YOLOv3 head. The neck consists of
the Path-Aggregation Network (PANet) [75] and the Spatial Pyramid Pooling (SPP) [76]
modules. The function of the neck is to combine features of various scales that are generated
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in the different levels of the backbone. This is done by attaching an SPP module to the
backbone in order to increase the receptive field and to choose the most important features
from the backbone. These features are then aggregated by a PANet module.
The YOLO head, similar as to the one used by YOLOv3 [21], generated detections from
the multi-level aggregated features generated by PANet. The PANet generated features of
size 13 × 13, 26 × 26, and 52 × 52. The head divided these features into a grid of 9 cells
each. Anchor boxes were then assigned to each grid cell in each level. Nine different anchor
boxes were defined, each with its own aspect ratio with each feature level being assigned
three anchor boxes. The anchor boxes that were closest to the ground truth were retained
and the rest were discarded during inference by a process called non-maximum suppression.
Vehicle Detection Loss
MultEYE’s vehicle detection architecture was trained by combining the losses of each
individual task. Unlike the loss calculation of single-task networks, the loss was calculated
as additional layers: the segmentation loss and the detection loss layers. The losses
of each task were combined and the architecture’ output was a combined loss, which
was minimized during the training. The architecture accepted the training image as the
input while the detection ground truth and the corresponding segmentation ground truth
were passed to the network to calculate the corresponding losses. The strength of this
architecture lies in the fact that the ground truth and loss layers were stripped from the
architecture during inference (Figure 1). In this way, the size of the vehicle detection
architecture was reduced significantly and, therefore, optimized for deployment on an
edge-computing device.
3.1.2. Vehicle Tracking—Minimum Output Sum of Squared Error (MOSSE)
The detections from the MultEYE vehicle detection network are used to initialize
the object tracking algorithm. The Minimum Output Sum of Squared Error (MOSSE)
algorithm was used for object tracking because of its ability to estimate the location of the
tracked object at high computational speeds and accuracies using correlation filters [69].
MOSSE used the first two frames to initialize. The area enclosed by the bounding box of a
detection was cropped from the first frame of the sequence and subsequently used as the
template for initialization. This template was first transformed using a natural logarithmic
transformation to reduce lighting effects and for contrast enhancement. Next, the template
was expressed in its frequency domain by finding its Discrete Fourier Transform (DFT).
Once the DFT was generated, a synthetic target was generated to be used in the initialization
of the tracker and for updating the filter during tracking. This synthetic target contained
a Gaussian peak centered at the object in the template (see Figure 3). With the Fourier
transform and the synthetic target extracted, the MOSSE filter was initialized using the
following formula [69]:
∑i Gi Fi∗
H∗ =
,
(1)
∑i Fi Fi∗ + e
where H ∗ is the complex conjugate of the filter; Fi and Gi are the fourier transform and
the synthetically generated target of the template in the ith frame, respectively; and Fi∗
is the complex conjugate of Fi . The symbol denotes an element-wise multiplication.
Once the filter was initialized, the tracking filters could be estimated using the following
formula [69]:

Ni = η Gi Fi∗ +
 (1 − η ) Ni−1
Di = η Fi Fi∗ + e + (1 − η ) Di−1 .
(2)
Ni
Hi∗ = D
i

The term η represents the learning rate, which ranges from 0 to 1. Once Hi∗ (the
MOSSE filter of ith frame) was determined, the position of the new object was determined
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by element-wise multiplication of the MOSSE filter with the cropped and transformed
tracking window (Equation (3)).
G = H ∗ F.
(3)

Figure 3. The Minimum Output Sum of Squared Error (MOSSE) filter (middle) of the tracked car
(left) and its predicted position (right).

The tracking performance was further boosted by using a higher number of training
samples or initialization frames. This was achieved by increasing the number of initialization frames by applying for example other transformations to the image in addition to
the normalization and logarithmic transformation [69]. In this case, scale, translation and
rotation transformation were performed using the following equations.
 
u
1
 v = 0
1
0


0
1
0


tx
cos(θ )
ty  sin(θ )
1
0

 
u
1
 v = 0
1
0


0
1
0


 

− sin(θ ) 0
1 0 −t x
x
cos(θ )
0   0 1 − t y ,  y 
0
1
0 0 1
0


tx
s
ty  0
1
0




0 0
1 0 −t x
x
s 0   0 1 − t y   y ,
0 1
0 0 1
0

(4)

(5)

where u and v are the coordinates of the new pixel, and x and y that of the old pixel.
The symbols t x and ty represents the distance of the center of the image from the x and
y axis, respectively, while the rotation angle and the scale is represented by θ and s,
respectively.
3.1.3. Speed Estimation
Tracking was important for vehicle speed estimation because the tracker preserved the
identity of the object through two or more frames. Although the relative displacement of
the object in two consecutive frames could be estimated easily, its transformation into the
object space (i.e., world coordinate system) to estimate the object speed required additional
steps, as well as the knowledge of two parameters: the Ground Sampling Distance (GSD)
and the UAV’s velocity vector. The GSD corresponds to the size of a single pixel in the object
space. For nadir views, the GSD can be considered constant throughout the image, whereas,
for an oblique view, the GSD changes more significantly across the image. The calculation
of the GSD on-board an UAV requires intrinsic camera parameters (see Equation (6)), as
well as basic flight information (such as altitude, position, and camera angle), which could
be retrieved by the on-board processing unit from the autopilot. Figure 4 depicts a scheme
of the parameters involved in the GSD for oblique views.
In particular, the GSD for a nadir image could be estimated as follows:
GSD =

H × Sw
,
F

(6)

where H is the flight altitude in meters, Sw is width of the pixel in the camera sensor, and
F is the focal length. For oblique images, the nadir GSD could be used to calculate the
corresponding oblique GSD at the certain tilt angle by multiplying this value by the GSD
Rate as described in Equation (7):
GSDRate =

1
,
cos(θ + φ)

(7)
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where θ is the camera tilt (referred to the optical axis). φ describes the angular position of
the pixel in the image: it is zero in correspondence of the optical axis of the camera, while
it can have positive or negative values for the other pixels, as shown in Figure 4.

Figure 4. Visualization of the difference between nadir and off-nadir angle of view.

Assuming that the UAV and the tracked object are flown in a parallel trajectory, which
is usually a good approximation for road monitoring, the speed of the detected vehicle
could be formulated in the following way:
V=

~ U AV − ( D
~ box × GSD × GSDRate )|
|D
,
f

(8)

~ box defines the displacement in pixels of the tracked object, while D
~ U AV (expressed
where D
in meters) is given by the position difference of the UAV retrieved from the on-board GNSS
in a certain f interval.
3.2. Data
Given the aims of our work, available datasets should fulfil the following requirements:
•
•

•

Altitude: images needed to be captured between 20 m and 150 m flight height to mimic
UAV acquisitions [77].
Number of Classes: the higher the number of classes, the greater the contextual awareness the object detector could learn. A minimum of five annotated classes was, therefore, needed. This eliminated datasets with only segmented road and/or buildings.
Viewing Angle: to ensure drivers safety, UAV’s are currently not allowed to fly directly
over the road but only alongside roads [77]. This essentially rendered all orthographiconly image datasets unusable to our application. Only images depicting the scene in a
rough isometric view would be used.

These constraints depleted an already scarce pool of candidate datasets, reducing it
to few multi-class segmentation datasets. For object detection, we used the Aeroscapes
dataset [78] and collected additional UAV data of vehicles using a fixed wing UAV for
further testing purposes. Vehicle tracking and speed estimation were assessed using
the Karlsruhe Institute for Technology Aerial Image Sequences (KIT AIS) dataset [79].
Additional UAV data of bike riders, used as a proxy for vehicles, were collected to have
ground-truth values. These datasets are further described below.
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3.2.1. Vehicle Detection and Segmentation Dataset
The Aeroscapes dataset is an aerial semantic segmentation benchmark dataset that
was collected using a DJI Phantom 3 fleet of drones between the altitudes of 5 and 50 m [78].
The dataset consisted of 3269 720p non-sequential images and their respective 11 class
annotations. The dataset was split in the ratio of 70:20:10 as training, validation and testing
datasets resulting in 2288 training samples, 654 validation samples and 327 test samples,
respectively. No dataset including both multi-class semantic segmentation and vehicle
detection annotations was available. Therefore, the Aeroscapes dataset was annotated
for instances of vehicle class to train the object detector using the existing multi-class
segmentation pixel-wise annotations.
MultEYE was designed to be implemented on an UAV flying at a higher altitude range
compared to the ones used to collect the Aeroscapes dataset. Moreover, the Aeroscapes
scenes were often not representative for large-scale traffic monitoring tasks as it contained
scenes of static (parked) cars or cars moving in a small infrastructure network. Therefore,
an additional set of images was captured by a fixed-wing UAV equipped with a Sensefly
SODA camera. These images were used to increase the size of the test dataset and to
evaluate the efficacy of the model. This SODA dataset contained 52 images taken at 30,
60, and 120 m altitudes at 5472 × 3648 resolution to investigate the performance using
different GSD. The images were manually annotated.
Both datasets were prepared for training by resizing, normalizing and encoding
them. The Aeroscapes images were resized from the original size of 1280 × 720 pixels
to 512 × 512 pixels to reduce computational effort during training. On the opposite end,
the SODA dataset was processed using a sliding window to splice large images to smaller
chunks, preserving the GSD. Finally, all the images were normalized and one-hot-encoded
by applying a color mask to each of the colors corresponding to their respective class and
extracting a binary image for each of the classes.
3.2.2. Vehicle Tracking and Speed Estimation Dataset
The multi-object tracking was trained on a custom dataset with 100 image sequences
derived from the KIT AIS Dataset [79]. The image sequences were captured 0.33 s apart
with an average of 14 targets to track throughout the 100 images. There was no movement
of the camera frame and none of the targets in the image was occluded from the point of
their appearance in the sequence and their eventual exit from the frame of observation.
The vehicle initialization was manually annotated so that the potential errors caused by an
object detector did not influence the performance evaluation of the tracker.
For the speed estimation task, it was decided to detect and track bicycles instead of
cars to ease the data collection step. Cars would have required a larger area to cover by
the UAV and to cordon-off roads, making this experiment unpractical. Bicycles provided
an easy alternative to cars to prove the speed methodology without any change to the
model architecture and hence throughput speed. The captured dataset comprises six
videos gathered at two locations using a DJI Phantom 4 UAV. The videos show cyclists
cycling their bikes at different speeds. To acquire these videos, 10 participants were asked
to ride their bicycles on a pre-defined stretch of road at a constant speed of their choice
while using an app-based speed tracker to help themselves maintain this chosen speed
and to use this information as ground truth in the testing phase. While the participants
performed the circuit, the UAV was flown parallel to the predefined route at different
altitudes. The essential flight data, such as GPS location, altitude, and camera angle, were
logged for each frame of the captured video. Each video was then sampled at five frames
per second to generate six corresponding image sequences.
3.3. Experiments
3.3.1. Vehicle Detection
The training strategy used for the multi-task training was similar to the one employed
for the standard object detection problems by first coarsely, and afterwards fine-tuning
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the backbone and the different segmentation heads. To train the architecture coarsely,
the backbone was initialized with pre-trained ImageNet weights [80]. While freezing
the initialized backbone, only the detection head and the segmentation decoder were
trained for 20 epochs. This ensured that the gradients did not explode or output high
losses. Afterwards the backbone was unfrozen and the complete network was fine-tuned
using a batch size of 4 for 250 epochs. The Tversky Loss for segmentation, the Generalized
Intersection over Union (gIoU), for vehicle location and the Focal loss for vehicle confidence
were used in combination with an ADAM optimizer [20,81,82]. Training was done on a
workstation with an Intel Xeon Processor and a 12 GB NVIDIA Titan Xp GPU.
The trained vehicle detection network was evaluated against the test set of Aeroscapes
and the SODA dataset by calculating the mean Average Precision (mAP) at a threshold
level of 50%, meaning that the predicted bounding box and the ground truth overlap
at least for 50%. The network was compared with different state of the art models that
claimed real-time, >20 frames per second (FPS), performance. As explained in Section 3.1.1,
before the evaluation, the network was stripped off the segmentation layers in order to
retain the speed of the object detector.
3.3.2. Vehicle Tracking and Speed Estimation
The MOSSE tracker was evaluated using the KIT AIS Dataset. In practice, the output
bounding boxes generated by the object detector were used to initialize the multi-object
tracker on the input image. However, the annotated dataset was used in the evaluation to
ensure that the errors in detection did not affect the tracking results. Therefore, the dataset
with the images and their bounding boxes were fed to a mixture of classical and state-ofthe-art tracking algorithms. The generated object positions were then compared with the
ground truth obtained from the dataset. The evaluation metrics used for the trackers are
Multi-object Tracking Accuracy (MOTA), Multi-object Tracking Precision (MOTP) and the
Average Framerate [83]. MOTA is calculated using the following formula:
MOTA = 1 −

∑t (mt + f pt + mmet )
,
∑ t gt

(9)

where mt , f pt , and mmet are the number of initialization misses, false positives, and mismatches, respectively, of time t, while gt is the number of ground truth instances at time t.
The MOTP is given by:
∑i,t di,t
MOTP =
.
(10)
∑t ct
This formula essentially describes the ratio of the cumulative sum of position errors
to the total number of detections. The Average Framerate is calculated as the sum of
processing rate in frames/second for 100 frames divided by 100.
The speed estimation methodology was investigated using the bicycle dataset. The
bicycle detector was trained using the same steps described in Section 3.3.1, except now
the annotations were done on bicycle pixels instead of cars. This resulted in an object
detection model for bicycle detection. Afterwards, for each sequence of images, the speed
of the visible cyclists was computed. Ideally, two tracked image frames were enough to
make an estimation of the vehicle speed; however, the average of eight tracked frames
was used to filter the errors induced by outliers, while assuming constant speed. Longer
sub-sequences would not make sense from an application point of view as vehicles tend to
have variable speeds through the sequence and new vehicles entering the frame could not
be initialized by the detector. The speed estimations were evaluated against the ground
truth by calculating the average error over the complete sequence.
3.3.3. Inference on Jetson Xavier NX
To gain insight into the practicality of the designed system, we benchmarked the
whole inference pipeline on an edge-computing device. Specifically, we investigated (1)
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the detection inference speed at different power usage settings and image sizes, (2) the
combined vehicle detection, tracking and speed estimation at different power usages and
images sizes, and (3) the optimization of image streaming. The datasets used for these
experiments consisted of the bicycle dataset as it had information for detection, tracking
and speed estimation, all of which need to be benchmarked on the Jetson Xavier NX board.
We used NVIDIA’s Jetson Xavier NX to benchmark the performance of MultEYE. The
Jetson Xavier NX has six central processing units (CPUs) cores and a GPU with 384 CUDA
cores. The board runs in two power modes, 10- or 15-Watt mode, which affect the inference
speed, too. The difference in power modes correspond to the difference in number of
processes parallelized by the GPU. Maximum throughput is achieved using 15 W mode.
Apart from the GPU, the board also has 6 CPU cores which can be used to parallelize
other processes.
The vehicle detection architecture was designed to work on two CPU cores and all
CUDA cores in order to perform at its best. First, we investigated how the inference speed
of the vehicle detection architecture was affected when run at a 10- and 15-Watt mode using
different image resolutions. The input image resolutions were set at 512 × 230, 1024 × 1152
and 3072 × 1728.
Algorithms that run on CPU rarely show any significant difference in performance
speed across devices. However, it is very insightful to monitor the performances of CPU
based algorithms for vehicle tracking and speed estimation combined with object detection
algorithms (running on GPU) on the embedded platform. The inference time needed for
these three tasks, together using different image resolutions, was investigated to identify
potential bottlenecks.
An additional test on data streaming was then performed to optimize the frame-rate
of processed images. The performances reported in the other tests were achieved under
the assumption that each image must go through the complete pipeline. However, this
is not strictly necessary when multiple images of the same sequence are streamed in realtime (Figure 5). In this case, only the first image of the stack can be processed by the
MultEYE detector, which initializes the MOSSE tracker for each of the vehicles, while the
other images in the sequence can be directly fed sequentially into the tracker algorithm to
estimate the speed. In this test, it was assessed how this strategy affected the processed
frame-rate using sequences of 10 images with 3072 × 1728 pixels resolution.

Figure 5. The flow of information through the pipeline when streaming from a camera in real-time.

4. Results & Discussion
4.1. Vehicle Detection
From the performed tests, MultEYE’s object detector achieved higher mAP then other
state-of-the-art methods, showing that an auxiliary task (segmentation) improved the
performance of the main task (detection). In particular, the implemented network yielded
higher mAP values, despite having a relatively low number of parameters at one of the
best frame-rates. These findings are reflected in Table 3.
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Table 3. Comparison of the MultEYE’s object detection network with other state-of-the-art models evaluated on a combination of 10% set of Aeroscapes and SODA Dataset images resized at
Table
3. Comparison
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detection
network
with other state-of-the-art
512 ×
512 (except
the SSDof
network
that wasobject
trained
with 300
× 300 resolution).
The evaluationmodwas
els
evaluated
on
a
combination
of
10%
set
of
Aeroscapes
and
SODA
Dataset
images
resized
at
benchmarked on a single NVIDIA Titan Xp GPU.
512 × 512 (except the SSD network that was trained with 300 × 300 resolution). The evaluation was
benchmarked
on a single NVIDIA
Titan Xp GPU.
Model
Backbone
mAP@0.5% No. of Parameters (M)
FPS

MultEYE
Model

CSPDarkNet53(Lite)
Backbone
CSPDarkNet53
(Lite)
MultEYE
CSPDarkNet53(Lite)
CSPDarkNet53 [28]
CSPDarkNet53[84]
(Lite)
YOLOv4 [28]
EfficientNet(B1)
CSPDarkNet53
MobileNetV3 [85][28]
YOLOv4 [28]
EfficientNet(B1) [84]
MobileNetV3Small [85]
MobileNetV3 [85]
TinyYOLOv4
EfficientNet
(B1) [84][85]
MobileNetV3Small
(Custom)
MobileNetV3
Small
[85]
TinyYOLOv4
EfficientNet (B1) [84]
(Custom)
MobileNetV3
Small [85]
YOLOv3
[86]
Xception [87]
YOLOv3
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[52] [86]
(300 ×
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SSD
[52]
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× [19]
300)
Faster RCNN

Faster RCNN [19]

Xception
VGG16
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VGG16 [88]
MobileNetV3
VGG 16 [88] [85]
VGG 16 [88]

0.834
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0.746
0.824
0.694
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37.3
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43.5
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43.5
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43.88
22.72
31.19
41.5
22.72
57.13
41.5
37.2
57.13
110.11
37.2

42.53
24.0
9.6
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9.6
71.93
71.93

20.8
39
59.3
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59.3
6.62

110.11
20.8

6.62

The influence of segmentation to learn features of the object of interest was further
influence
of segmentation
features
of the
object
of interest
was further
analyzed.The
Figure
6 depicts
the activationtoinlearn
the first
channel
of one
of the
final convolutional
analyzed.
Figure
6
depicts
the
activation
in
the
first
channel
of
one
of
the
final
convolutional
layer output of the backbone. It could be observed that the single task backbone activation
layer6b)
output
of the backbone.
could
be observed
the single
task backbone(Figure
activation
(Figure
was noisier
than the It
same
learned
with athat
multi-task
methodology
6c),
(Figure
6b)
was
noisier
than
the
same
learned
with
a
multi-task
methodology
(Figure
6c),
while multi-task seemed to be able to detect the presence of vehicles in a sharper way.
seemed
to be
able to data
detect
the presence of
vehicles of
in the
a sharper
way.
Thiswhile
couldmulti-task
be explained
by the
implicit
augmentation
capability
multi-task
Thisthat
could
be explained
by the the
implicit
augmentation
of the multi-task
process
learned
how to ignore
noisedata
of the
single tasks capability
and generalized
this learnt
process that learned how to ignore the noise of the single tasks and generalized this learnt
information in a robust and efficient manner.
information in a robust and efficient manner.

(a)
(b)
(c)
Figure 6. Comparison of feature activations from same layers of the backbone without and with
Figure 6. Comparison of feature activations from same layers of the backbone without and with
multi-task learning strategy. (a) The original 512 × 512 letterbox resized image fed to the networks;
multi-task learning strategy. (a) The original 512 × 512 letterbox resized image fed to the networks;
(b) feature activation map from the 3rd Conv module of the backbone of the single task network; (c)
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(a)
(b)
Figure 7. Evidence of high generalizing ability of the MultEYE network tested on SODA image
taken at 120m altitude. The region of interest is zoomed in and displayed at the bottom right corner.
(a) YOLOv4 detection (Intersection over Union (IoU) = 0.132); (b) MultEYE detection (IoU = 0.844).

4.2. Vehicle Tracking
Table 4 shows the comparison of MOSSE with other commonly used trackers when
applied to the customized KIT AIS dataset. It can be seen that old algorithms, like
BOOSTING [89], Multiple Instance Learning (MIL) [90], and Tracking Learning Detection (TLD) [91], performed poorly, with higher processing times. This was most likely
due to difficulty of these algorithms to maintain tracker identity when implemented as a
Multi-Object Tracker considering how these were designed to be a single object tracker.
Only GOTURN [68], DeepSORT [64] and MOSSE [69] achieved a faster tracking speed than
the ones showed by object detection algorithms.
Despite their performance, GOTURN and DeepSORT are deep learning based algorithms that credit their accuracy and speed to GPU based computing. They could interfere
with other algorithms that use graphical units, such as MultEYE’s object detector. Therefore, their usage was not preferable. By contrast, MOSSE’s execution speed was higher,
despite running on CPU, and still reached comparable MOTA and MOTP values with
its competitors.
Finally, since large numbers of tracking target usually enter and leave the frame in
a short amount of time during a surveillance mission, it was essential that the trackers
were initialized frequently to purge the objects that have already left the frame and to
introduce trackers of objects that have newly entered the frame. This update frequency
was empirically determined to be once every 10 frames. This tracker update rate, however,
showed that Person Of Interest (POI), DeepSORT, and MOSSE performed almost identically
with respect to the tracking accuracy, further confirming that MOSSE was the best choice
for our developed system.
4.3. Speed Estimation
The average errors between the ground truth and estimated speed in all frames
were estimated for all the six bicycle sequences. Table 5 shows the average error for all
recorded sequences of the bicycle dataset. In the first sequence (Sequence 1), both the
camera and the target (bicycles) were stationary (Figure 8a). This sequence was used
to benchmark the errors propagated to the speed measurements due to the inaccurate
measurements delivered by the navigation unit of the used UAV and the approximations
of the developed algorithm.
In all the other sequences, both UAV and targets were moving, resembling a realistic
traffic scene (Figure 8b). For instance, in Sequence 5 the target was moving at 15 km/h
while the UAV flew at 27 km/h in the opposite direction. The algorithm predicted an
average target speed of 16.25 km/h with an error lower than 1.5 km/h.
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Table 4. Comparison of commonly used trackers with established state-of-the-art deep learning based
trackers on the customized KIT AIS dataset. The ∗ denotes that the tracker algorithm is deep-learning
based and the speed was evaluated on a GPU (NVIDIA Titan Xp).

MOTA
BOOSTING [89]
Multiple Instance
Learning [90]
Kernalized Correlation
Filters [92]
Tracking Learning and
Detection [91]
MEDIANFLOW [93]
GOTURN ∗ [68]
CSRT [94]
MOSSE [69]
POI * [95]
DeepSORT ∗ [64]

MOTP

Avg.Framerate (FPS)

35.92

44.32

<1

60.4

64.0

<1

80.2

87.8

8.3

78.34

82.3

<1

94.73
67.5
95.0
90.91
96.83
94.85

63.14
75.2
94.3
92.11
97.71
93.29

6.6
20.0
1.3
227.5
11.2
40.4

Although the speed range in our experiments was relatively small (maximum speed
30 km/h), the speed estimates had minimal variance with a negligible but constant offset
from the ground truth. This could be attributed to errors in the on-board instrumentation
or approximations adopted in the algorithm. Despite the offset, across all the 6 sequences,
the mean baseline compensated average error was 1.13 km/h, which is lower than the
average error found for common traffic speed cameras (3.2 km/h) [96].
Table 5. Average errors in the speed estimation on the collected image sequences.

Sequence 1
Sequence 2
Sequence 3
Sequence 4
Sequence 5
Sequence 6
Mean
Avg. Error (km/h)

Avg. Error (km/h)
0.85
1.03
1.43
0.71
1.25
1.52
1.13

(b)
(a)
Figure 8. Examples of detections when the flight velocity is zero and non-zero. (a) Flight velocity ≈ 0
(static targets); (b) Flight velocity 6= 0.

4.4. Inference on Jetson Xavier NX
The main difference between different computing platforms is their compute capability.
Therefore, the evaluation of the system pipeline on the edge computing device was based
on the computational speed of the pipeline at different image input sizes, quantified by the
frames processed per second (FPS).
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4.4.1. Vehicle Detection Inference
Figure 9 shows the inference speed achieved by MultEYE’s object detection model
for different input image resolutions ran at 10 and 15 W modes, respectively. It could be
observed that the model achieved a real-time performance of 29.41 FPS for input resolution
512 × 320 running in 15 W power mode. When the image resolution was increased, the FPS
decreases, as expected. However, the difference of FPS between the two power modes
decreases, making less inconvenient to use 10 W for processing images of 2048 × 1152 pixel
size and above.

Figure 9. MultEYE’s object detection inference speeds for different input resolutions for 10 W and
15 W power modes.

4.4.2. Complete Pipeline Inference
Table 6 shows the contribution of the different elements composing the proposed
system in terms of processing time. These results considered that each algorithm (i.e.,
detection, tracking and speed estimation) is ran for every image frame to estimate the total
run-time of the pipeline on the Xavier NX board.
The processing speed ranged from 26 FPS with low resolutions to almost 4 FPS with
higher resolutions. The speed estimation had negligible processing times compared to
the other algorithms as it ran in less than 10−5 s. This could be explained by its simple
implementation, involving only algebraic and trigonometric calculations, which are highly
optimized in all the programming languages.
The detection algorithm contributed the most to the total run-time because neural
networks are more computationally intensive than simpler tracking algorithms, even when
ran on GPU. This was further exacerbated when using higher image resolutions: in this
case, the detection took up a higher percentage of the total run-time, while the tracking
algorithm faced only small changes because its speed only depended on the size of the
object tracked. These findings entail that, though detection dictates major part of the framerate, a near-constant processing time for the tracking enables us to use higher number of
tracking frames to improve the overall speed of the system.
Table 6. Percentage contribution of each algorithm in the pipeline towards the total runtime for four
different resolutions.
Resolution
512 × 320
1024 × 576
2048 × 1152
3072 × 1728

% Contribution
of Detection
88.54
93.74
96.8
98.36

% Contribution
of Tracking
11.45
6.25
3.2
1.64

% Contribution
of Speed Estimation
∼0
∼0
∼0
∼0

Total Runtime
(seconds)
0.0384
0.0704
0.1364
0.2674

FPS
26.04
14.2
7.33
3.74
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4.4.3. Streaming Optimization
Complementing the results presented in the previous section, we now turn to streaming optimization. A buffer of 10 images was streamed into the pipeline, while running the
detection algorithm only on the first frame and the tracking algorithm sequentially on all
10 images. As shown in Table 7, different image resolutions were considered. It was noticed
that the FPS values were much higher than in Section 4.4.2, showing a significant boost
when the pipeline was processed in this way. For instance, analyzing the contribution of
each algorithm for the highest image resolution, the detector took 0.263 s to process the first
frame while the rest of the 9 frames were processed by the tracking and speed estimation
algorithms at a rate of 0.0044 (seconds/frame). As a result, the complete algorithm took
0.263 + (0.0044 × 9) = 0.3026 (seconds)
to process the entire buffer, which put the average run-time per image at 0.03026 seconds
per image or 33.04 FPS.
Table 7. Average frame rates for the pipeline for a sample stream buffer size of 10 images for four
different resolutions.

Resolution
512 × 320
1024 × 576
2048 × 1152
3072 × 1728

Average FPS
142.85
98.03
59.52
33.04

It must be noticed that the images were streamed from a video file stored on the
disk at 30 FPS, taking care to simulate perfectly an aerial camera platform streaming
images, velocity and altitude parameters to the Xavier NX. However, possible delays due
to asynchronous data stream of flight parameters and the images were not considered in
this experiment.
5. Conclusions
This paper presented MultEYE, a traffic monitoring system that can detect, track,
and estimate the velocity of vehicles in a sequence of aerial images. The system has been
optimized such that it can be executed in real-time on an embedded computer mounted on
an UAV. Although it is still in its developing phase, the system is to the best of authors’
knowledge, one of the first traffic monitoring systems specifically designed and optimized
for an UAV platform.
In order to overcome the limitation of existing architectures related to accuracy and
computational overhead, a multi-task learning methodology was employed by adding a
segmentation head to the object detector backbone. The backbone and the segmentation
head were optimized for vehicle detection. Learning the contextual features along with
the detections showed to help the backbone of the network to better encode the features,
especially the lower scale features. The number of bottlenecks in the backbone was reduced
in order to generate a latent-space representation with fewer parameters, while additional
bottlenecks and skip-connections were introduced in the segmentation head to be able to
resolve the decoding of smaller-scale features in the images. Finally, the detection speed
was preserved by detaching the segmentation head after training. The resulting vehicle
detection model performed 4.8% better than the state-of-the-art algorithms for vehicle
detection in aerial images, in terms of accuracy (mAP) while preserving the processing
speed. Moreover, the vehicle detection network showed it is able to generalize to real
world data, such as the used state-of-the-art dataset.
Besides vehicle detection, vehicle tracking and speed estimation were successfully
executed on the edge-computing device at high inference speeds too. Vehicle tracking and
speed estimation was achieved sequentially, after vehicles were detected by the neural
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network architecture. These algorithms were run on CPU in order to exploit all the
computational resources of the on-board unit in an optimal way. The achieved results
showed that the developed system can run in real-time using high-resolution images, too.
Different strategies to increase the processed frame-rates were shown in the experiments.
MultEYE was developed under the most realistic conditions by testing the feasibility
and pipeline of the system on an on-board computing device. Although the Aeroscapes
dataset was adapted for the purpose of this work, only ∼20% of the images depicted
vehicles. The additional datasets collected are still relatively limited to validate fully
the proposed system in operational conditions. From this perspective, the acquisition
of more realistic datasets over traffic scenes, capturing cars moving at high speed and
in varying lighting conditions, could give a more complete insight on the performances
of this system. Different flight heights could allow to furthering assessing the detection
algorithm in different conditions. Then, the effectiveness of this solution could be verified
with additional tests by running the developed system on an on-board unit flying on real
traffic scenes.
Despite the existing limitations given by legislative restrictions and the still relatively
limited battery endurance, the use of UAV for this or similar applications are expected to
increase rapidly in the coming years. In this regard, the presented work represents a first
meaningful step towards the development of efficient solutions for operational UAV traffic
monitoring systems.
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