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Abstract: Multispectral pedestrian detection, which consists of a color stream and thermal stream,
is essential under conditions of insufficient illumination because the fusion of the two streams
can provide complementary information for detecting pedestrians based on deep convolutional
neural networks (CNNs). In this paper, we introduced and adapted a simple and efficient one-stage
YOLOv4 to replace the current state-of-the-art two-stage fast-RCNN for multispectral pedestrian
detection and to directly predict bounding boxes with confidence scores. To further improve the
detection performance, we analyzed the existing multispectral fusion methods and proposed a novel
multispectral channel feature fusion (MCFF) module for integrating the features from the color and
thermal streams according to the illumination conditions. Moreover, several fusion architectures,
such as Early Fusion, Halfway Fusion, Late Fusion, and Direct Fusion, were carefully designed based
on the MCFF to transfer the feature information from the bottom to the top at different stages. Finally,
the experimental results on the KAIST and Utokyo pedestrian benchmarks showed that Halfway
Fusion was used to obtain the best performance of all architectures and the MCFF could adapt fused
features in the two modalities. The log-average miss rate (MR) for the two modalities with reasonable
settings were 4.91% and 23.14%, respectively.

Keywords: convolution neural network; multispectral pedestrian detection; attention fusion; one-stage

1. Introduction

Pedestrian detection is an indispensable part of automatic driving [1]. In recent
years, pedestrian detection technology, especially visible light camera-based pedestrian
detection [2–10] using deep convolutional neural networks, has developed rapidly, and
the performance of pedestrian detectors has been greatly improved. However, in the
actual driving scene, the surrounding environment is complex. There are differences
in the surrounding buildings, traffic signs, and background objects of different traffic.
Seasonal changes will also lead to significant changes in the road scene, and the most
significant change in the road scene is the lighting. In the daytime, buildings and trees
may cause partial shadows. In rainy days and haze days, the brightness of the overall
environment will decrease. At night, due to the lack of light, pedestrians almost blend into
the background, and due to poor lighting conditions, about 70% to 75% of traffic accidents
occur at night [11].

The detector based on visible-light image is usually only suitable for the road scene
with sufficient illumination, and it cannot effectively detect pedestrians at night. Far
infrared (FIR) camera also plays an important role in pedestrian detection, especially at
night or under insufficient light conditions. The effective wavelength range of FIR camera
is 6–15 µm, while the wavelength of heat emitted by human body is ~9.3 µm [12]. At night,
pedestrians are brighter than the surrounding environment in the image. This shows that
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FIR image has the advantage of separating pedestrians from the surrounding environment
and is suitable for pedestrian detection at night or under insufficient light, so it can be used
as a supplement to visible light sensor.

Therefore, the research of pedestrian detection based on far infrared image is the key
module to realize all-weather vehicle driving assistance system. At present, advanced
pedestrian detection methods are based on deep neural network. Nevertheless, pedes-
trian detection still has great challenges, such as poor visibility, insufficient illumination
conditions, and nighttime.

To overcome these problems, multispectral pedestrian detectors, which take aligned
color–thermal image pairs as input, are proposed. Color images have more detailed infor-
mation under good lighting conditions than thermal images, such as information on edge,
texture, and color. However, when color images are captured under weak illumination
conditions or during the nighttime, the feature information is lost and the detection perfor-
mance is reduced; examples can be found in the first row of Figure 1. Thermal sensors are
not sensitive to light and can capture pedestrians’ contours under the insufficient lighting
conditions [13]; examples can be found in the second row of Figure 1. However, thermal im-
ages also have the disadvantage of lacking texture and color information. Thus, it is helpful
to fuse the color and thermal images to address the challenge of insufficient illumination.
Fusing color images and thermal images can be used to enrich the image information,
reduce the miss rate of pedestrian detection, and improve the robustness of the model
under various lighting conditions. All of these are reflected in the published KAIST [14]
and Utokyo [15] multispectral pedestrian detection benchmarks and in state-of-the-art
multispectral detectors [16–18].

(a) (b) (c) (d)

Figure 1. Examples of multispectral pedestrian detection images from KAIST. The first and second
rows are color and thermal images, respectively. Panels (a,b) were captured in good and weak
conditions in daytime traffic scenes. Panels (c,d) were captured under good and weak conditions in
nighttime traffic scenes.

Multispectral pedestrian detection methods can be divided into two-stage [16,17] and
one-stage methods [18–20] according to the number of detection stages. In two-stage detec-
tion, the first stage is used to generate proposals, and the second stage is used to classify
proposals to decide whether they are pedestrians or background. At present, the most rep-
resentative multispectral pedestrian detection methods [16,17] are based on fast-RCNN [3].
They have achieved remarkable results, but the detection process is complex, and anchors
must be designed with hyperparameters (anchors are manually predefined with multiple
scales, ratios, and parameters), which can easily cause errors in detection. In one-stage
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detection, the final detection results can be obtained with only one step; One-stage detectors
are more efficient owing to straightforward architectures compare with two-stage detec-
tors. They usually adopt a straightforward fully convolutional architecture, and directly
predict bounding boxes with confidence scores at each spatial position through CNNs. The
bounding boxes are obtained by regression based on predefined anchors or center point of
positive regions. Compared with two-stage pedestrian detection, the inference speed of
one-stage is faster. The most common examples of one-stage multispectral object detectors
are GFD-SSD [19], Fusion CSPNet [18], and RetinaNet [21].

Regardless of if one-stage or two-stage multispectral pedestrian detection is used,
multimodal information fusion runs through the whole detection stage. Features at differ-
ent modalities and different stages have different expressive abilities. The most commonly
used fusion method in multispectral pedestrian detection is the network-in-network (MIN)
method [22]. MIN is used to fuse features from different modalities and reduce the dimen-
sions of multimodal features with a 1 × 1 convolution layer after concatenation. Therefore,
the questions of how and where fusion takes place are two important problems in the
backbone of multispectral detection. Inspired by the above two problems, we propose a
novel multispectral pedestrian detection architecture with an attention fusion method to
fuse color and thermal streams to detect pedestrians under weak illumination conditions.
Here, we introduce a state-of-the-art one-stage object detection method, YOLOv4 [23],
which can achieve real-time, high-quality, and convincing object detection results. Based on
YOLOv4, we propose a novel multispectral pedestrian detection architecture for extracting
features from the color and thermal streams to improve the performance. At the same
time, in order to further improve the fusion of image data with different modalities, we
propose a cross-modality multispectral channel attention fusion mechanism to fuse the
image features between the color and thermal streams.

In this paper, the main contributions can be summarized as follows. First, we propose
a one-stage multispectral pedestrian detection architecture based on YOLOv4 [23]. It
merges the color and thermal streams to generate a new fusion stream to extract features
and transfer the fusion information from the bottom to the top at different stages. Second,
we propose a novel multispectral channel feature fusion module to integrate the features
from the color and thermal streams according to the illumination conditions. Third, our
method achieves state-of-the-art performance on the KAIST and Utokyo benchmarks.
Our model can significantly reduce the missing of the baseline, and it provides the best
performance for multispectral pedestrian detection.

The rest of this paper is organized as follows. In Section 2, related work is briefly
reviewed. In Section 3, our proposed fusion architectures and fusion method, MCFF, are
described in detail. In Section 4, the experimental results and an analysis are presented.
Finally, conclusions and future work are summarized in Section 5.

2. Related Work
2.1. Convolution Neural Networks

Convolution Neural Network [24] is similar to multilayer perceptron, and it is a subset
of deep learning and is more often utilized for classification [25] and computer vision [26]
tasks. Convolutional neural network is distinguished from other neural networks by their
superior performance with image, speech, or audio signal inputs. It has three main types
of layers: convolutional layer, pooling layer, and fully connected (FC) layer.

The convolutional layer is the first layer of a convolutional network. While convolu-
tional layers can be followed by additional convolutional layers or pooling layers, the fully
connected layer is the final layer. With each layer, the CNNs increases in its complexity,
identifying greater portions of the image. Earlier layers focus on simple features, such as
colors and edges. As the image data progresses through the layers of the CNNs, it starts
to recognize larger elements or shapes of the object until it finally identifies the intended
object. The convolutional layer is the core building block of CNNs, and it is where the
majority of computation occurs. It requires a few components, which are input data, a
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filter, and a feature map. Let us assume that the input will be a color image, which is made
up of a matrix of pixels in 3D. This means that the input will have three dimensions—a
height, width, and depth, which correspond to RGB in an image. We also have a feature
detector, also known as a kernel or a filter, which will move across the receptive fields of
the image, checking if the feature is present. This process is known as a convolution. After
each convolution operation, a CNN applies a Rectified Linear Unit (ReLU) transformation
to the feature map, introducing nonlinearity to the model.

As we mentioned earlier, another convolution layer can follow the initial convolution
layer. When this happens, the structure of the CNN can become hierarchical as the later
layers can see the pixels within the receptive fields of prior layers. As an example, let us
assume that we are trying to determine if an image contains a bicycle. You can think of
the bicycle as a sum of parts. It is comprised of a frame, handlebars, wheels, pedals, etc.
Each individual part of the bicycle makes up a lower-level pattern in the neural net, and
the combination of its parts represents a higher-level pattern, creating a feature hierarchy
within the CNNs.

Pooling layers, also known as downsampling, conducts dimensionality reduction,
reducing the number of parameters in the input. Similar to the convolutional layer, the
pooling operation sweeps a filter across the entire input, but the difference is that this
filter does not have any weights. Instead, the kernel applies an aggregation function to the
values within the receptive field, populating the output array.

The name of the fully connected layer aptly describes itself. As mentioned earlier, the
pixel values of the input image are not directly connected to the output layer in partially
connected layers. However, in the fully connected layer, each node in the output layer
connects directly to a node in the previous layer.

This layer performs the task of classification based on the features extracted through
the previous layers and their different filters. While convolutional and pooling layers tend
to use ReLu functions, FC layers usually leverage a softmax activation function to classify
inputs appropriately, producing a probability from 0 to 1.

2.2. Multispectral Pedestrian Detection

Multispectral pedestrian detection is an important part of pedestrian detection, and
many remarkable results have been achieved. According to the number of detection steps,
the existing multispectral pedestrian detection methods can be divided into two-stage
[14,16,17,27,28] and one-stage [18,19] methods.

Two-Stage Methods: In 2015, the KAIST multispectral pedestrian benchmark [14] was
released to help detectors detect pedestrians in challenging illumination conditions, and
it consisted of color–thermal image pairs. At the same time, aggregated channel features
(ACFs) [2] and Adaboost were used to verify the dataset. In 2016, Wagner [29] and Liu [22]
proposed a feature fusion and multispectral pedestrian detection method based on CNNs
for the first time, and they used Fast-RCNN as the detection framework, which greatly
improved the detection performance. In 2017, Daniel [30] presented a multispectral RPN for
generating proposals and used a boosted decision tree classifier for classification. In 2018,
Li [17] proposed a two-stage multispectral detection architecture based on Fast-RCNN,
which combined detection and segmentation to improve detection performance. In 2019,
Li [28] proposed a new fusion method to learn weights of different modalities according
to the illumination conditions, and this was used to obtain detection results based on
Fast-RCNN. Guan [27] also presented a multispectral pedestrian detection framework
based on Fast-RCNN and joined illumination weight learning and semantic segmentation
together to improve the pedestrian detection performance.

One-Stage Methods: In 2017, Hou [31] proposed a pixel-level image fusion method
based on a CNN for feature fusion and used an anchor-based single-shot detector (SSD)
method for pedestrian detection. In 2019, Zheng [19] used gated fusion units (GFUs) in the
middle layer of an SSD for feature fusion and pedestrian detection. In 2020, Alexander [18]
adopted the center and scale prediction network (CSPNet) and proposed a one-stage anchor-
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free multispectral fusion approach called Fusion CSPNet to fuse features from different
modalities for multispectral pedestrian detection and data augmentation techniques are
also used to focus on small-scale pedestrian scenes and partially occluded instances.

2.3. Multispectral Fusion Framework

According to the stage of fusion, CNN-based multispectral fusion frameworks can be
divided into two categories: feature-level fusion [18] and decision-level fusion [28]. In the
feature-level fusion, feature fusion is usually used for feature extraction. The commonly
used feature fusion frameworks are Early Fusion, Half Fusion, and Late Fusion. Liu [22]
implemented Early Fusion, Half Fusion, and Late Fusion based on an RCNN detection
framework, and the results showed that the Half Fusion framework was obviously better
than the other frameworks based on RCNNs. Li [17] and Lu [32] presented a Half Fusion
framework on a Fast-RCNN for multispectral pedestrian detection to improve the detection
performance. Zheng [19] proposed Stack Fusion, Gated Fusion, and Mixed Fusion based
on SSD for multispectral pedestrian detection; the experimental results showed that the
performance of the Gated Fusion feature fusion architecture was the best. Wolpert [18]
introduced several multispectral feature fusion architectures according to the different
fusion stages based on CSPNet. Finally, it was found that the Late Fusion architecture had
the best detection performance.

In decision-level fusion, fusion usually appears in the final prediction stage. In general,
illumination information is utilized to learn fusion weights, which are used to fuse the
learning results from the color and thermal branches. Guan [27] and Li [28] proposed the
fusion of the scores and bounding boxes of predictions at the decision level.

2.4. Feature Fusion Methods

Multispectral feature fusion is used to integrate the features from color and thermal
images, and it is one of the most important ways of improving pedestrian detection
performance. There are many different multispectral feature fusion methods [17,18,22,32].
In 2016, the network-in-network (MIN) method [22] was used to fuse features from different
modalities and reduce feature dimensions. MIN was used to reduce the dimensions of
multimodal features with a 1 × 1 convolution layer after concatenation; then, this fusion
method was used in multispectral detection methods [17,18,32]. In 2018, the SUM [33]
fusion method was proposed to integrate the two convolutional layers in order to detect
pedestrians even in adverse illumination conditions. SUM means that the fusion features
are obtained with an element-wise sum, which can be considered as the linear feature
fusion with the same weight. In 2019, the illumination-aware method [27,28] was used to
learn weights from illumination conditions for feature fusion. Zheng [19] proposed the
GFU to learn and assign the weights of feature maps between two modalities with an SSD.

3. Our Approach

In this section, our proposed multispectral pedestrian detection approach is intro-
duced, including the multispectral channel feature fusion module and multispectral fusion
architecture. We first introduce YOLOv4 for multispectral pedestrian detection, then sev-
eral multispectral fusion architectures for transferring the fusion information from the
bottom to the top at different stages; final, the multispectral channel feature fusion method
is proposed to fuse the features at different modalities.

3.1. YOLOv4 for Multispectral Pedestrian Detection

Based on the number of detection stages, object detection methods can be divided
into one-stage and two-stage methods. One-stage detectors are more efficient because
of their straightforward architectures, but two-stage detectors have advantages in accu-
racy. However, with the development of object detection technology, the accuracy gap
between one-stage and two-stage detectors is decreasing. Here, we introduced a state-of-



Sensors 2021, 21, 4184 6 of 17

the-art object detection method, YOLOv4 [23], and adapted it for multispectral pedestrian
detection.

YOLOv4 is a one-stage anchor-based object detector that has been widely used for
real-time detection. It can directly obtain detection results by predicting bounding boxes
with objectness scores and classes; Figure 2 illustrates the details of the architecture. The
bounding boxes are predicted by using dimension clusters as anchor boxes at three different
scales. The objectness score for each bounding box is predicted by using logistic regression.
Multilabel classification is used to predict the classes for each box. The architecture consists
of three modules: data augmentation, feature extraction, and detection head.

Figure 2. Overall object detection architecture of YOLOv4.

The data augmentation module was used to increase the variability of the input
images so that the detector had higher robustness to the images obtained from different
environments. Mosaic and self-adversarial training were introduced to provide images for
data augmentation.

The feature extraction module used CNNs to extract feature maps for pedestrian
detection. In this detection method, CSPDarknet-53 was used as the backbone, and its
convolution layers were divided into five stages according to the feature size. Given an
input image of size H × W, the sizes of the three layers before the heads were H

32 ×
W
32 ,

H
16 ×

W
16 , and H

8 ×
W
8 , respectively. A spatial pyramid pooling (SPP) module was added to

the backbone to enhance the receptive field, and a path aggregation network (PAN) was
used as the detection neck to aggregate features from different backbone levels in order to
enhance the expressive abilities of the features.

The detector head modules were used to generate bounding boxes at three different
scales. For each head, the bounding boxes were predicted by using dimension clusters
as anchor boxes, and complete intersection over union (CIoU) [34] was used as the loss
function for regression. The objectness score for each bounding box was predicted through
logistic regression. Multilabel classification was used to predict the classes for each box.

3.2. Fusion Architectures

The current multispectral fusion architectures [16,18,28,35] fuse different branches
into one and lack the information transmission from the bottom to top between each mode.
We designed a novel feature fusion architecture based on color and thermal streams to
extract features. It fuses the color and thermal streams to generate a new fusion stream to
extract features and transfer the fusion information from the bottom to the top at different
stages. For the convenience of illustration, the backbone can be divided into five blocks,
which were named conv1−x, conv2−x, conv3−x, conv4−x, and conv5−x according to the
feature map size. The MCFF was used to fuse the features conv−c in the color stream and
conv−t in the thermal stream in order to obtain the new branch conv− f for pedestrian
detection. At the beginning of the multispectral feature fusion stage, the fusion approach
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can be divided into Input Fusion, Early Fusion I, Early Fusion I I, Halfway Fusion, Later
Fusion, and Direct Fusion. An overview of the architectures is shown in Figure 3.

(a) Input Fusion (b) Early Fusion I

(c) Early Fusion I I (d) Half Fusion

(e) Late Fusion (f) Direct Fusion

(g) MCFF (h) MIN (i) SUM (j) fusion

Figure 3. An overview of the fusion architectures. (a–f) Six fusion architectures that we proposed.
(g–i) Fusion methods used in panels (a–f). The green, yellow, and black fusion blocks are the MCFF,
MIN, and SUM, respectively. (j) was used to fuse features from the MCFF and conv− f .

Input Fusion is data fusion before feature extraction. MIN is used to stack the color
and thermal images in the channel dimension and then reduce the channel dimensions of
the multi-modality color–thermal images to those of the single-color-modality images for
the input, as shown in Figure 3a. The MCFF is used to fuse the features at the stage behind
the input layer.

Early Fusion I fuses the features after the first convolutional block conv1; the details
can be found in Figure 3b. The MCFF is used to fuse the features from conv1−c in the color
stream and conv1−t in the thermal stream, and this reduces the dimensions of the fusion
layer to 256, similarly to the input of the new fusion branch conv− f . The Early Fusion
model fuses features at a low level.
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Early Fusion I I fuses the features after the second convolutional block conv2 for the
new branch. The MCFF is also used to fuse the features from conv2−c in the color image
branch and conv2−t in the thermal image branch, as shown in Figure 3c.

Halfway Fusion starts fusion in the middle stage of feature extraction, as shown in
Figure 3d. Differently from Early Fusion, it starts to fuse both streams after the third
convolutional block conv3. The MCFF is also used after the concatenation layer for the
same reasons as those discussed before. The features from the conv4 layers contain more
semantic meanings than the conv1 features do, though they retain some fine visual details.
This fusion architecture was selected as the baseline because of its excellent performance in
the experiments.

Late Fusion performs feature fusion at the end stage, as shown in Figure 3e. It is a kind
of high-level fusion; only block conv5− f is used to transfer information. Fused features
from conv3, conv4, and conv5− f are used to detect pedestrians.

Direct Fusion has the same fused architecture as that of Fusion CSPNet [18] but has a
different fusion method. The MCFF is introduced instead of MIN to balance the features
from both streams. There are no new streams for fusing the color and thermal streams at
different stages. The features at the different modalities are directly fused from stages 3, 4,
and 5. This can be seen in Figure 3f.

3.3. Multispectral Channel Feature Fusion

In multispectral pedestrian detection, the fusion of data with different modalities is a
very important step. An efficient fusion method should be able to supervise the information
fusion of different modalities and improve the performance of the detector. The existing
multispectral feature fusion methods are mainly the SUM and MIN methods [30]. The SUM
operator denotes an element-wise sum of features, and it can be considered as linear feature
fusion with the same weight. The MIN method is used to reduce the dimensions of multi-
modal features with a 1 × 1 convolution kernel after concatenation; this is unsupervised
nonlinear feature fusion. Therefore, we have a reason to design a feature fusion method
that uses the care condition as the supervision condition.

Color and thermal images play different roles under different illumination conditions.
Most pedestrians are in good lighting conditions during the daytime, except in some cases
(standing in shadows); however, thermal images are not sensitive to illumination. In con-
trast, thermal images can capture better visual features of pedestrians at night. Therefore,
it is reasonable to design a supervised feature fusion method that uses illumination; here,
we introduce the MCFF, which can adaptively adjust channel features between the color
and thermal modalities for fusion under different illumination conditions. The details of
the MCFF can be found in Figure 4. Three steps are needed to implement the MCFF.

Figure 4. Illustration of multispectral channel feature fusion. The first stage of the MCFF concatenates
features from the color and thermal modalities in the channel dimension. Then, the second stage
uses the learning weight to aggregate features in an adaptive way.
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In the first step, the features from the color (C) and thermal (T) branches are concate-
nated in the channel dimension. The concatenated feature maps can be presented as

Fi = Concat(Ci, Ti) (1)

where Ci and Ti are defined as the color and thermal features at the i-th level. Ci, Ti ∈
R H

r ×
W
r ×C. r is the stride, and r = 2i.

In the second step, global average pooling (GAP) and global max pooling (GMP) are
used to generate the channel feature vectors F1. The c-th channel element from GAP and
GMP is calculated with the following formula:

F1
c = GAP(Xc) + GMP(Xc) (2)

Then, a new compact feature F2 is created to adaptively learn the fusion weights of
the color and thermal features. This is achieved with a fully connected (FC) layer with a
lower dimension of

z = F2 = FC
(

F1
)

(3)

where F1 ∈ RC , F2 ∈ RC′ ,C′ = max(C/r, L) is the typical setting in our experiment.
Furthermore, softmax is used for normalization, and the learned weights αc and βc

are used to select the corresponding level features for the final fusion Fc. Note that αc and
βc are simply a scale value at channel c and αc,βc ∈[0,1].

αc =
eAcz

eAcz + eBcz (4)

Fc = αc · Ci
c + βc · Ti

c (5)

where Fc ∈ R H
r ×

W
r , αc + βc = 1, and A, B ∈ RC×C′ . With this method, the features at all of

the levels are adaptively aggregated at each scale. The output of the MCFF can be used as
the input of a new fusion branch for feature extraction.

For the convenience of description, we assume that multimodal feature fusion is
performed in stage 3 of the backbone, and the input image size is 1× 640× 640× 3. The
feature of thermal image in stage 3 is conv3− f and the feature of color image in stage 3 is
conv3−c, the feature size of the two modes is 1× 80× 80× 256. First, conv3−c and conv3− f
are concatenated in channel dimension. Then, the global information of the features are
obtained by GAP and GMP, FC layers are used to learn weights and extract illumination
scale of each channel, the scale size is 1× 1× 256× 2. Finally, the multimodal features
are fused according to the learned scale of each channel reference to formula (5). Under
sufficient illumination, the weight of color features should be relatively bigger; otherwise,
under the condition of night or insufficient light, the weight of thermal features should
be relatively large. According to feature fusion method in stage 3, the fusion features of
different modes in stage 4 and stage 5 can be obtained. The fused feature branch also uses
the same convolution module as the backbone to extract features and learn the model.

4. Experiments

In this section, the multispectral pedestrian dataset, evaluation metrics, and imple-
mentation details are first introduced. Then, ablation studies of the MCFF and fusion
architecture are reported. Finally, we also give a detailed description of the benchmark
comparison experiments.

4.1. Dataset and Metrics

The KAIST Multispectral Pedestrian Dataset [14] is an ego-centric moving-view traffic
scene image dataset that includes different lighting conditions from day to night. Each pair
of images was captured with a visible sensor (color image) and a thermal sensor (thermal
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image), and then aligned with a beam splitter at the pixel level. The resolution of the
images is 640 × 480 px. In the training stage, a new training subset containing 25,086
images was sampled from the training videos with two-frame skips. The test set of KAIST
contained 2252 images sampled from the test videos with 30-frame skips, among which
1455 images were captured during the daytime, and 797 others were captured during
the nighttime. The dataset had two different annotations: original annotations [14] and
improved annotations [17]. For a thorough comparison of the methods, we chose the
improved annotations (MRI

−2) for the evaluation.
The Utokyo dataset [15] is a multispectral dataset that was taken during both daytime

and nighttime with four different cameras (RGB, FIR, MIR, and NIR) on autonomous
vehicles. A total of 7512 group images were captured—3740 during the day and 3722 at
night. Five common objects (bikes, cars, carstops, colorcones, people) were labeled in this
dataset. It used 1466 groups of correctly aligned images with size of 320 × 256 px as a
test set.

To evaluate our method, the log-average MR over the false positive per image (FPPI) in
a range of [10−2, 100] (denoted as MR−2) [36] was used to measure the pedestrian detection
performance. We implemented the experiments under reasonable and all setting [14].
Generally speaking, the height in the reasonable setting was greater than 55 pixels, and in
the all settings, it was greater than 20 pixels.

4.2. Implementation Details

Our method was implemented in the same configuration as that of YOLOv4 [23]. To
train with KAIST and Utokyo, the input image size was set to 640 × 640 px. If the label
in the ground truth is “person” and the height was greater than 50 px, it was used in the
training set. Otherwise, it was marked to be ignored. In the experiment with Utokyo, only
the RGB and FIR images were used as input images for the comparison. Before training,
the k-means cluster method was used to get anchors. In the experiment with KAIST,
the anchors were (16,38), (22,53), (31,74), (43,102), (59,141), (82,196), (113,271), (156,375),
and (216,520). In the experiment with Utokyo, the anchors were (13,24), (18,33), (24,45),
(32,76),(44,106), (82,196) and (154,206),(206,324), (293,478).

At the stage of testing, the original size was used as the input to predict predict the
height, offset, and location. We first selected bounding boxes with scores above 0.001, and
then used non-maximum suppression (NMS) with an overlap threshold of 0.65 for the final
processing.

Specifically, our multispectral pedestrian detection method was trained using the
stochastic gradient descent (SGD) optimizer with an initial learning rate of 0.0001 and
a learning policy for the steps. The number of training epochs was set to 100, and each
mini-batch was constructed from 80 images. To carry out the experiments, an Intel Xeon
E5-2620 at 2.1 GHz CPU server with 90 GB of memory and four Tesla P40 (24 GB) GPUs
was used.

4.3. Ablation Studies
4.3.1. Impacts of Fusion Architectures

To evaluate our fusion architectures, color-only and thermal-only were also imple-
mented for a comparison. In Table 1, it can be seen that the MR values of the color-only and
thermal-only detection for KAIST in the reasonable setting were 20.50% and 16.64%, and
the MR values for Utokyo were 33.55% and 32.18%. It is clear that thermal-only detection
was several points better than color-only detection for KAIST. This demonstrated that
thermal sensors are more useful in this multispectral pedestrian dataset. Among these
multimodality feature fusion architectures, Input Fusion performed worse in the reasonable
setting and in all settings. The gap between single modality and multimodality was large.
For KAIST, the MR with Input Fusion was 6.06%. For Utokyo, the MR of Input Fusion was
28.80%. This shows that multimodality pedestrian detection can significantly improve the
detection performance.
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Table 1. Comparison of different fusion architectures. Performance are evaluated in terms of log-
average miss rate.

Architecture KAIST Utokyo
Reasonable (%) All (%) Reasonable (%) All (%)

Color Only 20.50 43.06 33.55 36.74
Thermal Only 16.64 35.32 32.18 35.32
Input Fusion 6.06 23.15 28.80 32.62

Early Fusion I 5.99 22.50 24.21 27.51
Early Fusion I I 5.65 22.25 24.91 28.82
Halfway Fusion 4.91 20.64 23.14 26.21

Late Fusion 5.35 22.07 24.86 27.93
Direct Fusion 5.21 21.25 23.49 26.78

Among these multimodality feature fusion architectures, Halfway Fusion performed
better than the other fusion architectures in the reasonable setting and in all settings. For
KAIST and Utokyo, the MR values of Halfway Fusion were 4.91% and 23.14%, respectively,
in the reasonable setting. The gaps between Input Fusion and Halfway Fusion were about
1.15% and 5.66% for KAIST and Utokyo. This shows that low-level features may reduce
the detection performance. Observing Table 1, it is clear that the performance of Direct
Fusion was the second best. As displayed in Figure 3f, Direct Fusion directly extracted
features at different modalities in stages 3, 4, and 5. By comparing Halfway Fusion and
Direct Fusion, we can reach the conclusion that one more new fusion stream can effectively
transfer information from the bottom to the top and extract features from different stages.

4.3.2. Comparison of the Three Fusion Methods

In this paper, the MCFF adaptively selects the features from the color stream and
thermal stream depending on the illumination conditions to detect pedestrians. In order
to evaluate the effectiveness of the MCFF, we compare it with two other fusion methods—
SUM and MIN—based on our proposed half-fusion architecture. KAIST and Utokyo were
used to evaluate the fusion methods, which were evaluated not only in the reasonable
setting, but also in all settings. The comparative miss rate results are illustrated in Table 2.

Table 2. Comparison of the different fusion methods on KAIST and Utokyo.

Method KAIST Utokyo
Reasonable (%) All (%) Reasonable (%) All (%)

SUM 5.75 21.50 23.69 27.05
MIN 5.22 20.94 23.20 27.26
MCFF 4.91 20.64 23.14 26.21

From the results in Table 2, it can be seen that the MR of the MCFF on KAIST and
Utokyo was the lowest among the three fusion methods in the reasonable setting. On
KAIST, the performance had relative improvement rates of 14.6% and 6% compared to the
other multispectral pedestrian fusion methods. The feature map in stage 3 can be found
in Figure 5. We can get the information that the fused features have stronger semantic
expression ability than single modal features. On Utokyo, the performance was also
improved by 3% and 11% based on the half-fusion architecture. It was also noticed that the
performance of the MCFF in all settings was excellent. On KAIST and Utokyo, the MCFF
had the best performance compared to the other multispectral pedestrian fusion methods
(SUM and MIN). Overall, our proposed MCFF had excellent feature fusion performance
after the color stream and thermal stream were fully integrated. As we can see from
Figure 6, the two modality feature maps are remedied with the differential information
from each other.
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Figure 5. Feature map visualization in stage3 on KAIST. The first column shows the color and
thermal image pairs, the second column shows feature maps after MCFF, the third column shows
feature maps from color image stream, and the fourth column shows feature mapsfrom thermal
image stream.

4.4. Comparison with the State-Of-The-Art

We evaluated the proposed fusion method on the KAIST testing dataset in the reason-
able setting and in all settings in comparison with ACF+T+THOG [14], Halfway Fusion [22],
Fusion RPN+BDT [30], IAF R-CNN [28], IATDNN+IASS [27], CIAN [37], MSDS-RCNN [17],
ARCNN [38], MBNet [39], and FusionCSPNet [18]. Among these detection methods, Fu-
sionCSPNet and our method were one-stage methods, and the rest were two-stage methods.
The experimental results in Figure 6a show that our detection method outperformed all of
these methods and achieved the lowest MR of 4.91% under the reasonable setting. At the
same time, in order to more intuitively compare the detection results of these detectors, we
qualitatively evaluated the four multi-spectral pedestrian detectors under the Reasonable
test subset, as shown in Figure 7. A similar trend was observed for the other reasonable
day and night subsets. In Figure 6b,c, we can observe that our approach also obtained ex-
cellent performance in the reasonable setting during the daytime and nighttime. However,
the performance of our approach in the nighttime was better than in the daytime. This
demonstrates that our proposed detection method is more useful for pedestrian detection
under dark illumination conditions.

We also found that our approach obtained the best accuracy on KAIST in all the
settings, as shown in Figure 6d–f, compared with the state-of-the-art methods. This
demonstrates that our method has the ability to distinguish people at all scales.

As Figure 8 shows, we also evaluated the proposed approach on the Utokyo testing
dataset in the reasonable setting and in all settings in comparison with ACF+T+THOG [14],
Halfway Fusion [22], MLF-CNN [22], and FusionCSPNet [18]. ACF+T+THOG, Halfway
Fusion, and MLF-CNN are two-stage detection methods; FusionCSPNet and our method
are one-stage methods. FusionCSPNet is the best among the existing detectors, with
a 20.61% MR under the reasonable setting and a 49.52% MR under all settings. With
the proposed method, we obtained MR values of 16.93% and 44.84%, respectively, thus
improving upon the current state-of-the-art by 20% and 9%. It can be observed that our
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approach obtained the best performance. Furthermore, we qualitatively show some sample
detection results in Figure 9.
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Figure 6. Comparison of the detection results on the KAIST dataset in reasonable and all settings: all
day, daytime, or nighttime. (a) Reasonable all-day, (b) reasonable daytime, (c) reasonable nighttime,
(d) all all-day, (e) all daytime, and (f) all nighttime.
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(a) Ground Truth (b) Color (c) Thermal (d) FusionCSPNet (e) Ours

Figure 7. Qualitative comparison of multispectral pedestrian detection results in the KAIST rea-
sonable test subset with other state-of-the-art approaches. (a) ground truth, (b) detection results of
YOLOv4 trained by color dataset only, (c) detection results of YOLOv4 trained by thermal dataset
only, (d) detection results of FusionCSPNet trained by multispectral dataset, (e) detection results of
ours method trained by multispectral dataset. Note that green bounding boxes (BBs) show GT labels,
red and blue BBs are detection result, red BBs show TP, blue BBs show FP, and yellow shows FN. Best
viewed in color.
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Figure 8. Comparison of the detection results reported on the test set of Utokyo. (a) detection results
under reasonable setting, (b) detection results under all setting.

As shown in Figures 6 and 8, our approach achieved remarkable performance com-
pared with the other methods, especially the two-stage methods. These prove that our
one-stage detection method is more suitable for multispectral pedestrian detection.

Table 3 illustrates the computational cost of our method compared to the state-of-the-
art methods. It can be observed that the proposed multispectral detection method is also
time efficient during inference stage, with only 31 ms/image on a single NVIDIA Tesla
P40 GPU card. This result also shows that the runtime of one-stage multispectral detection
methods is more efficient than two-stage multispectral detection methods.
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(a) Ground Truth (b) Color (c) Thermal (d) FusionCSPNet (e) Ours

Figure 9. Qualitative comparison of multispectral pedestrian detection results in the Utokyo rea-
sonable test subset with other state-of-the-art approaches. (a) ground truth, (b) detection results of
YOLOv4 trained by color dataset only, (c) detection results of YOLOv4 trained by thermal dataset
only, (d) detection results of FusionCSPNet trained by multispectral dataset, (e) detection results of
ours method trained by multispectral dataset. Note that green bounding boxes (BBs) show GT labels,
red and blue BBs are detection result, red BBs show TP, blue BBs show FP, and yellow shows FN. Best
viewed in color.

Table 3. Comparison of runtime with state-of-the-art methods.

Method KAIST Utokyo Plateform

ACF [14] 2.73 - MATLAB
Halfway Fusion [22] 0.43 - TITAN X
Fusion RPN+BF [30] 0.8 - MATLAB

IAF R-CNN [28] 0.21 - TITAN X
IATDNN + IASS [27] 0.25 - TITAN X

CIAN [37] 0.07 - 1080 Ti
MSDS-RCNN [17] 0.22 - TITAN X

ARCNN [38] 0.12 - 1080 Ti
MBNet [39] 0.07 - 1080 Ti

FusionCSPNet [18] 0.08 0.06 P40
Ours 0.03 0.03 P40

5. Conclusions

In this paper, we focused on the task of multispectral pedestrian detection by using
color and thermal image pairs. We first proposed a multispectral fusion architecture based
on the one-stage object detection method YOLOv4. The proposed architecture transferred
information on the fusion stream from the bottom to the top and fused the features at
the different stages to improve the performance. Then, a novel multispectral attention
fusion method, MCFF, was introduced to fuse the color and thermal streams according
to the illumination conditions. Through experimental comparisons, we observed that the
one-stage Halfway Fusion architecture had the best performance among the proposed
fusion architectures. The experimental results demonstrated that the proposed fusion
method with MCFF had excellent performance compared with the MIN and SUM methods.
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Overall, our detection method achieved state-of-the-art performance on KAIST with new
annotations and on the Utokyo multispectral pedestrian dataset.

Author Contributions: Conceptualization, Z.C. and H.Y.; methodology, Z.C.; software, Z.C.; vali-
dation, Z.C. and J.Z.; formal analysis, Z.C.; investigation, Z.C.; resources, H.Y.; data curation, H.Y.;
writing–original draft preparation, Z.C.; writing–review and editing, Z.C. and J.Z.; visualization,
J.Z. and S.G.; supervision, H.Y.; project administration, H.Y.; funding acquisition, H.Y. and L.L. All
authors have read and agreed to the published version of the manuscript.

Funding: This research was supported by the National Key R&D Program (Grant No.2018AAA0102600).
National Natural Science Foundation of China (Grant No.61906050).

Institutional Review Board Statement: Not applicable.

Informed Consent Statement: Not applicable.

Data Availability Statement: Not applicable.

Conflicts of Interest: The authors declare no conflict of interest.

References
1. Li, Z.; Wang, K.; Li, L.; Wang, F. A Review on Vision-Based Pedestrian Detection for Intelligent Vehicles. In Proceedings of the

2006 IEEE International Conference on Vehicular Electronics and Safety, Shanghai, China, 13–15 December 2006; pp. 57–62.
2. Dollár, P.; Appel, R.; Belongie, S.J.; Perona, P. Fast Feature Pyramids for Object Detection. IEEE Trans. Pattern Anal. Mach. Intell.

2014, 36, 1532–1545. [CrossRef] [PubMed]
3. Girshick, R.B. Fast R-CNN. In Proceedings of the 2015 IEEE International Conference on Computer Vision, Santiago, Chile,

7–13 December 2015; pp. 1440–1448.
4. Ren, S.; He, K.; Girshick, R.B.; Sun, J. Faster R-CNN: Towards Real-Time Object Detection with Region Proposal Networks. IEEE

Trans. Pattern Anal. Mach. Intell. 2017, 39, 1137–1149. [CrossRef] [PubMed]
5. Hosang, J.H.; Benenson, R.; Schiele, B. How good are detection proposals, really? In Proceedings of the British Machine Vision

Conference, Nottingham, UK, 1–5 September 2014.
6. Zhang, L.; Lin, L.; Liang, X.; He, K. Is Faster R-CNN Doing Well for Pedestrian Detection? In Proceedings of the Computer

Vision-ECCV 2016-14th European Conference, Amsterdam, The Netherlands, 11–14 October 2016; pp. 443–457.
7. Zhang, S.; Benenson, R.; Omran, M.; Hosang, J.H.; Schiele, B. How Far are We from Solving Pedestrian Detection? In Proceedings

of the 2016 IEEE Conference on Computer Vision and Pattern Recognition, Las Vegas, NV, USA, 27–30 June 2016; pp. 1259–1267.
8. Brazil, G.; Liu, X. Pedestrian Detection With Autoregressive Network Phases. In Proceedings of the IEEE Conference on

Computer Vision and Pattern Recognition, Long Beach, CA, USA, 16–20 June 2019; pp. 7231–7240.
9. Tesema, F.B.; Wu, H.; Chen, M.; Lin, J.; Zhu, W.; Huang, K. Hybrid channel based pedestrian detection. Neurocomputing 2020,

389, 1–8. [CrossRef]
10. Liu, W.; Liao, S.; Ren, W.; Hu, W.; Yu, Y. High-Level Semantic Feature Detection: A New Perspective for Pedestrian Detection.

In Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition, Long Beach, CA, USA, 16–20 June 2019;
pp. 5187–5196.

11. Gerónimo, D.; López, A.M.; Sappa, A.D.; Graf, T. Survey of Pedestrian Detection for Advanced Driver Assistance Systems. IEEE
Trans. Pattern Anal. Mach. Intell. 2010, 32, 1239–1258. [CrossRef] [PubMed]

12. Wiegersma, A.J. Real-Time Pedestrian Detection in FIR and Grayscale Images; Bochum University: Bochum, Germany, 2006;
pp. 38–46.

13. Dai, X.; Yuan, X.; Wei, X. TIRNet: Object detection in thermal infrared images for autonomous driving. Appl. Intell. 2021,
51, 1244–1261. [CrossRef]

14. Hwang, S.; Park, J.; Kim, N.; Choi, Y.; Kweon, I.S. Multispectral pedestrian detection: Benchmark dataset and baseline.
In Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition, Boston, MA, USA, 7–12 June 2015;
pp. 1037–1045.

15. Karasawa, T.; Watanabe, K.; Ha, Q.; Tejero-de-Pablos, A.; Ushiku, Y.; Harada, T. Multispectral Object Detection for Autonomous
Vehicles. In Proceedings of the Thematic Workshops of ACM Multimedia 2017, Mountain View, CA, USA, 23–27 October 2017;
pp. 35–43.

16. Brazil, G.; Yin, X.; Liu, X. Illuminating Pedestrians via Simultaneous Detection and Segmentation. In Proceedings of the IEEE
International Conference on Computer Vision, Venice, Italy, 22–29 October 2017; pp. 4960–4969.

17. Li, C.; Song, D.; Tong, R.; Tang, M. Multispectral Pedestrian Detection via Simultaneous Detection and Segmentation. In
Proceedings of the British Machine Vision Conference 2018, Newcastle, UK, 3–6 September 2018; p. 225.

18. Wolpert, A.; Teutsch, M.; Sarfraz, M.S.; Stiefelhagen, R. Anchor-free Small-scale Multispectral Pedestrian Detection. In
Proceedings of the 31st British Machine Vision Conference 2020, Online, UK, 7–10 September 2020.

http://doi.org/10.1109/TPAMI.2014.2300479
http://www.ncbi.nlm.nih.gov/pubmed/26353336
http://dx.doi.org/10.1109/TPAMI.2016.2577031
http://www.ncbi.nlm.nih.gov/pubmed/27295650
http://dx.doi.org/10.1016/j.neucom.2019.12.110
http://dx.doi.org/10.1109/TPAMI.2009.122
http://www.ncbi.nlm.nih.gov/pubmed/20489227
http://dx.doi.org/10.1007/s10489-020-01882-2


Sensors 2021, 21, 4184 17 of 17

19. Zheng, Y.; Izzat, I.H.; Ziaee, S. GFD-SSD: Gated Fusion Double SSD for Multispectral Pedestrian Detection. arXiv 2019,
arXiv:1903.06999.

20. Nataprawira, J.; Gu, Y.; Goncharenko, I.; Kamijo, S. Pedestrian Detection Using Multispectral Images and a Deep Neural Network.
Sensors 2021, 21, 2536. [CrossRef] [PubMed]

21. Pei, D.; Jing, M.; Liu, H.; Sun, F.; Jiang, L. A fast RetinaNet fusion framework for multi-spectral pedestrian detection. Infrared
Phys. Technol. 2020, 105, 103178. [CrossRef]

22. Liu, J.; Zhang, S.; Wang, S.; Metaxas, D.N. Multispectral Deep Neural Networks for Pedestrian Detection. In Proceedings of the
British Machine Vision Conference 2016, York, UK, 19–22 September 2016.

23. Bochkovskiy, A.; Wang, C.; Liao, H.M. YOLOv4: Optimal Speed and Accuracy of Object Detection. arXiv 2020, arXiv:2004.10934.
24. Lecun, Y.; Bottou, L. Gradient-based learning applied to document recognition. Proc. IEEE 1998, 86, 2278–2324. [CrossRef]
25. Krizhevsky, A.; Sutskever, I.; Hinton, G.E. ImageNet Classification with Deep Convolutional Neural Networks. In Proceedings of

the 26th Annual Conference on Neural Information Processing Systems, Lake Tahoe, NV, USA, 3–6 December 2012; pp. 1106–1114.
26. Long, J.; Shelhamer, E.; Darrell, T. Fully convolutional networks for semantic segmentation. In Proceedings of the IEEE

Conference on Computer Vision and Pattern Recognition, Boston, MA, USA, 7–12 June 2015; pp. 3431–3440.
27. Guan, D.; Cao, Y.; Yang, J.; Cao, Y.; Yang, M.Y. Fusion of multispectral data through illumination-aware deep neural networks for

pedestrian detection. Inf. Fusion 2019, 50, 148–157. [CrossRef]
28. Li, C.; Song, D.; Tong, R.; Tang, M. Illumination-aware faster R-CNN for robust multispectral pedestrian detection. Pattern

Recognit. 2019, 85, 161–171. [CrossRef]
29. Wagner, J.; Fischer, V.; Herman, M.; Behnke, S. Multispectral Pedestrian Detection using Deep Fusion Convolutional Neural

Networks. In Proceedings of the 24th European Symposium on Artificial Neural Networks, Bruges, Belgium, 27–29 April 2016.
30. König, D.; Adam, M.; Jarvers, C.; Layher, G.; Neumann, H.; Teutsch, M. Fully Convolutional Region Proposal Networks for

Multispectral Person Detection. In Proceedings of the 2017 IEEE Conference on Computer Vision and Pattern Recognition
Workshops, Honolulu, HI, USA, 21–26 July 2017; pp. 243–250.

31. Hou, Y.; Song, Y.; Hao, X.; Shen, Y.; Qian, M. Multispectral pedestrian detection based on deep convolutional neural networks.
In Proceedings of the 2017 IEEE International Conference on Signal Processing, Communications and Computing (ICSPCC),
Xiamen, China, 22–25 October 2017; pp. 1–4.

32. Ding, L.; Wang, Y.; Laganière, R.; Huang, D.; Fu, S. Convolutional neural networks for multispectral pedestrian detection. Signal
Process. Image Commun. 2020, 82, 115764. [CrossRef]

33. Chen, Y.; Xie, H.; Shin, H. Multi-layer fusion techniques using a CNN for multispectral pedestrian detection. IET Comput. Vision
2018, 12, 1179–1187. [CrossRef]

34. Zheng, Z.; Wang, P.; Liu, W.; Li, J.; Ye, R.; Ren, D. Distance-IoU Loss: Faster and Better Learning for Bounding Box Regression.
In Proceedings of the Thirty-Fourth AAAI Conference on Artificial Intelligence, New York, NY, USA, 7–12 February 2020;
pp. 12993–13000.

35. Gani, M.O.; Kuiry, S.; Das, A.; Nasipuri, M.; Das, N. Multispectral Object Detection with Deep Learning. arXiv 2021,
arXiv:2102.03115.

36. Dollár, P.; Wojek, C.; Schiele, B.; Perona, P. Pedestrian Detection: An Evaluation of the State of the Art. IEEE Trans. Pattern Anal.
Mach. Intell. 2012, 34, 743–761. [CrossRef] [PubMed]

37. Zhang, L.; Liu, Z.; Zhang, S.; Yang, X.; Qiao, H.; Huang, K.; Hussain, A. Cross-modality interactive attention network for
multispectral pedestrian detection. Inf. Fusion 2019, 50, 20–29. [CrossRef]

38. Zhang, L.; Zhu, X.; Chen, X.; Yang, X.; Lei, Z.; Liu, Z. Weakly Aligned Cross-Modal Learning for Multispectral Pedestrian Detection.
In Proceedings of the 2019 IEEE/CVF International Conference on Computer Vision, Seoul, Korea, 27 October–2 November 2019;
pp. 5126–5136.

39. Zhou, K.; Chen, L.; Cao, X. Improving Multispectral Pedestrian Detection by Addressing Modality Imbalance Problems. In
Proceedings of the Computer Vision-ECCV 2020-16th European Conference, Glasgow, UK, 23–28 August 2020; pp. 787–803.

http://dx.doi.org/10.3390/s21072536
http://www.ncbi.nlm.nih.gov/pubmed/33916637
http://dx.doi.org/10.1016/j.infrared.2019.103178
http://dx.doi.org/10.1109/5.726791
http://dx.doi.org/10.1016/j.inffus.2018.11.017
http://dx.doi.org/10.1016/j.patcog.2018.08.005
http://dx.doi.org/10.1016/j.image.2019.115764
http://dx.doi.org/10.1049/iet-cvi.2018.5315
http://dx.doi.org/10.1109/TPAMI.2011.155
http://www.ncbi.nlm.nih.gov/pubmed/21808091
http://dx.doi.org/10.1016/j.inffus.2018.09.015

	Introduction
	Related Work
	Convolution Neural Networks
	Multispectral Pedestrian Detection
	Multispectral Fusion Framework
	Feature Fusion Methods

	Our Approach
	YOLOv4 for Multispectral Pedestrian Detection
	Fusion Architectures
	Multispectral Channel Feature Fusion

	Experiments
	Dataset and Metrics
	Implementation Details
	Ablation Studies
	Impacts of Fusion Architectures
	Comparison of the Three Fusion Methods

	Comparison with the State-Of-The-Art

	Conclusions
	References

