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Abstract: With the advent of the deep learning method, portrait video stylization has become more
popular. In this paper, we present a robust method for automatically stylizing portrait videos that
contain small human faces. By extending the Mask Regions with Convolutional Neural Network
features (R-CNN) with a CNN branch which detects the contour landmarks of the face, we divided
the input frame into three regions: the region of facial features, the region of the inner face surrounded
by 36 face contour landmarks, and the region of the outer face. Besides keeping the facial features
region as it is, we used two different stroke models to render the other two regions. During the
non-photorealistic rendering (NPR) of the animation video, we combined the deformable strokes
and optical flow estimation between adjacent frames to follow the underlying motion coherently.
The experimental results demonstrated that our method could not only effectively reserve the small
and distinct facial features, but also follow the underlying motion coherently.

Keywords: facial feature model; portrait video; non-photorealistic rendering; Mask Regions with
Convolutional Neural Network features (R-CNN)

1. Introduction

Portrait painting plays an important role in artwork. Since the advent of non-photorealistic
rendering (NPR), more and more techniques for image stylization have been proposed [1–3].
Furthermore, many researchers have focused on extending the techniques from generic images
to portraits [4–6]. Nevertheless, for portrait video stylization, there still exist some challenges to
achieving a consistent and temporally coherent animation from the video. One of the most important
things for portrait painting is to keep the rendering of distinct facial features while following the
consistent animation, especially for videos that contain small faces such as interview programs, news,
and lectures, etc. An important task for this kind of video is to keep the exact emotional expression of
the person.

To generate a temporally coherent animation from a video, many kinds of video stylization
techniques [1,7–13] have been implemented since the 1990s. In the process of achieving this goal,
it is very important to avoid the effect of the source image’s illumination and noise. Recently,
researchers have paid more and more attention to two main kinds of techniques: the point-based
rendering method [14–20], which works on a per-pixel basis to obtain stylized video; the stroke-based
rendering method [7–10], which uses stroke as a basic rendering unit to achieve the rendering results.
However, the point-based methods have no stroke models and the stroke-based methods lack the
deformation of strokes, so their animation results tend to be insensitive to the motion of the object,
which is important for following the underlying motion coherently.

As the deep learning method has become more popular, more techniques [6,21] based on deep
learning have been proposed for portrait images or video stylization. Gatys, L.A. [6] presented a
method that could transfer the painting texture from the source image with the Visual Geometry
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Group (VGG) [22] convolution neural network [23]. This method renders the painting with a mixture
of two parts: the first maintains the identity of the source image and then transfers the painting texture;
the second leads to the poor capture of the painting texture, and such deformations are the problem in
portrait rendering for the face. Zili Yi [24] also presented a method that could generate the stylization
for face images based on a single exemplar. However, the limitation of deep learning methods is that
the results might lose some of the detailed textures and thin edges, which is more serious for small
faces in some forms of video such as interview programs.

Therefore, it is necessary to develop a method that can automatically generate a coherent stylized
portrait video, keep the distinct facial features, and follow the underlying motion coherently at the
same time. To address this, we present a method that combines the NPR with stroke deformation and
facial feature model extraction. We first defined and generated a facial feature model, which consisted
of the 36 contour landmarks and the facial feature model (i.e., nose, mouth, eye) of the face. By adding
a feature point detecting convolutional neural network (CNN) at the end of the Mask R-CNN [25],
we could obtain the coordinates of the 36 contour landmarks and a mask image representing the facial
feature model. Then, we divided the input frame into three regions based on these outputs: the region
of the inner face surrounded by 36 contour landmarks, the region of the facial features; and the region
of the outer face. Next, we started to render the image by placing the strokes or using the original pixel
color for different regions and modeling the strokes using the mass-spring model. Then, we deformed
the strokes on the model dynamics by using the physics-based algorithm which applies forces on
the pixels inside the strokes. After the deformations, we deleted and added strokes and pixels for
the appearing and disappearing objects, then proceeded to the next frame until the video finished.
The experiment results showed that for portrait video stylization, our method could automatically
generate a coherent stylized portrait video, keep the distinct facial features, and follow the underlying
motion coherently.

The main contributions of our work include the following:

1. The implementation of an extended deep learning method to detect the face contour landmarks
and facial feature mask at the same time and treat them as a model instead of single
facial landmarks.

2. The proposal of a new stylization method for portrait videos to keep small faces recognizable.
3. A novel approach was presented that combined the facial feature model using the extended Mask

R-CNN and deformable strokes for video NPR.

The rest of the paper is organized as follows. We review some related work in Section 2,
and present our method in Section 3. Section 4 shows our experiment results, and Section 5 presents
our conclusions and scope for future work.

2. Related Work

A wide variety of methods for the NPR of portraits have been proposed recently, some of which
include algorithmic methods [26,27]. This kind of technique uses information such as Difference of
Gaussian (DOG), tangent flow, and edge detection extracted from the original image for the stylization.
With the development of deep learning, some works have started to use CNNs to achieve this goal,
such as in [28] where they used the convolution neural network to extract the exemplar image’s feature,
then transferred the source image to the example image’s style. However, neither the algorithmic
methods nor the deep learning method lost the information from the small edges nor failed to keep
the feature details when it came to small faces. To keep the features of the small faces, we chose to use
the deep learning method for the detection of face features.

The task of locating an accurate set of feature landmarks on the faces in the NPR of portrait videos
is very important; most of the previous methods accomplish this by giving a set of feature points [29,30]
or a few contours [31,32] from the source image. However, for facial landmarks, it is unclear as to how
many feature points are needed when describing, for example, the eye corner, especially for small
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facial features in a video, and with the contour-based method, some important parts such as teeth are
hard to model with contours.

To generate an animation from a portrait video, many stroke-based methods have been created.
The method in [9] was an early development for video painting, where they conducted the video
animation by translating and rotating the strokes within its limitations; the method in [15] treated
the strokes as points and used the optical flow for animation, and Krompiec, P. [33] presented a good
method that could animate the strokes along with the underlying objects; however, for rendering small
faces in videos, just keeping different sizes of the strokes to maintain the distinct features of the face is
not enough.

Furthermore, our method can automatically generate a coherent stylized portrait video that not
only keeps the distinct facial features, but also follows the underlying motion coherently.

3. Methods

Figure 1 shows an overview of the proposed method. The method uses the image sequences
as input, and outputs the rendered version with the region-based rendering strategy. Steps of the
proposed approach are as follows.
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Figure 1. Overview of the proposed method. 
Figure 1. Overview of the proposed method.

First, according to our objective, we generated the facial feature model from the source video
sequences using the extended Mask R-CNN, and based on this model, we separated each frame into
two categories: the facial feature model area and non-face area. Furthermore, the facial feature model
area was also subdivided into two regions: the region surrounded by 36 contour landmarks of the
face and the brow-eye-nose-mouth area. The results are shown in Figure 1, where three different
regions were obtained: subregion 1 (the face region surrounded by 36 contour landmarks), subregion 2
(the facial feature region of the brow, eye, nose and mouth) and subregion 3 (the outer face region).

Second, based on the extracted saliency map and tangent flows from the sequences, the render
started with the first frame of the source video through different rendering methods on the sub-regions.
For subregion 3, following the method in [33], strokes were placed and oriented based on the saliency
map and tangent flows, before we performed the texture mapping on them. However, for subregion 1,
the difference from [33] is that we located the smallest modeled strokes based only on the tangent flow.
In subregion 2, we colored the facial feature area in the rendered image with the same pixel colors of
the areas from the source image.

Finally, after rendering the first frame, we simulated the deformed strokes due to forces which
were calculated by the optical flows between frames, and during the simulation, we compared the
results with the reference frame to delete and add strokes until all video sequences were processed.
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3.1. Extended Mask R-CNN for the Facial Feature Model

As shown in Figure 2, the facial feature model referred to the combination of subregion 1 and
subregion 2. As one of the most effective instance segmentation methods, Mask R-CNN [25] is able to
give the pixel-level segmentation for the input. Thus, it can be used to generate the mask representation
of subregion 2. For the 36 contour landmarks of subregion 1, we designed a CNN regressor based on
the protogenic Mask R-CNN to obtain their coordinates in a more precise way.
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Figure 2. Facial feature model.

Mask R-CNN was proposed by He, K.-M. [25] for image segmentation and yields good
performance. Given an image as input, it can efficiently detect objects in an image while simultaneously
generating a high-quality segmentation mask for each instance. Furthermore, the Mask R-CNN itself
has a CNN framework to automatically extract feature maps for classification or regression; it is easy
to add a CNN branch to regress more precisely the points set on the boundary of the whole face.
Consequently, it is of importance to design the repressors with the feature maps extracted by the Mask
R-CNN and train the network to obtain a sufficiently good model. With the extended Mask R-CNN,
the edge of the facial features (brow, eye, nose, mouth) can become more smoothly fitted.

The architecture of the whole process of generating the facial feature model from the extended
Mask R-CNN is shown in Figures 3 and 4. As has been reported, Mask R-CNN uses the Resnet as the
backbone to extract the feature map and an FCN (Fully Convolutional Network) for mask prediction.
A ROIAlign layer has also been proposed to properly align the extracted features with the input. In our
extended Mask R-CNN, we kept the above modules to obtain the mask of the face model and added
another CNN branch to regress the 36 facial landmarks. A detailed description of the Mask R-CNN
can be seen in [25]. Figure 4 shows the detailed architecture of the extended CNN branch. Specifically,
the CNN took the aligned feature map with a size of 48 × 48 from ROIAlign and output the coordinates
of a total of 36 points (i.e., the output dimension is 72). Moreover, the CNN was composed of four
convolution layers and two fully connected layers. Each convolution layer was followed by Relu
activation and max Pooling for sampling. Additionally, the kernel size of the convolution layer was 3
× 3 except for the last one of 2 × 2.

During training, the loss function in the extended Mask R-CNN is as follows:

L = Lcls + Lbox + Lmask + Llandmarks (1)

where the Lcls, Lbox, and Lmask are the same as the Mask R-CNN, and the Llandmark is the ordinary least
square loss function,

Llandmark =
n

∑
i=1

(ŷlandmark
i − ylandmark

i )
2

(2)

where n = 36; ŷlandmark
i is the value of the ith andmark predicted by this CNN; ylandmark

i is the value of
the ith true landmark. Therefore, we minimized the Llandmark to finally obtain our output which had
36 face contour landmarks, here y belongs to 72 tuples.

The experiments for the training step are shown in Section 4.
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3.2. First Frame NPR

The stroke-based rendering method was applied in our method to generate the non-photorealistic
results. The strokes were initialized at the beginning of the video and were then deformed according to
the relative motion between the adjacent frames. Thus, it is of much significance to properly design and
initialize the strokes in the first frame. Following [33], we used the stroke model shown in Figure 5a
for the non-facial area to follow the underlying motion coherently during the video sequences and
keep the least number of strokes. This model is composed of six particles and nine springs for the
deformation and motion between frames. Furthermore, as our aim was for small faces in our videos,
we adopted another more suitable stroke model shown in Figure 5b to keep the distinct features in the
inner face area. To keep the details of the facial features in subregion 3, we blended the feature image
with the rendered image based on the mask for subregion 3. In general, the region-based rendering
procedure can be divided into two steps: the outer face area rendering and inner face area rendering.
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3.2.1. Outer Face Area Rendering

For subregion 3, we used the stroke model composed of particles and springs as shown in Figure 5a
for the rendering. The render started by randomly selecting an unprocessed pixel in subregion 3, then
created a stroke model that covered the pixels found by the saliency map and tangent flow, and this
procedure was repeated until all the pixels were processed. Then, the brush texture was mapped to
the stroke model with parameters such as position, length, thickness, orientation, and color. Based on
the saliency map, and keeping the boundaries along the flow directions, the strokes were adaptively
generated for different regions in this subregion.

From the above, we adopted the adaptive strokes with different models for subregion 1 and
subregion 3, while at the same time keeping the distinct features of the small faces based on the facial
feature mask in subregion 2. The result of the rendered experiment for first frame rendering is as
shown in Figure 6. Section 4 presents a detailed comparison of the results.
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3.2.2. Inner Face Area Rendering

The inner face area contained two components: subregion 1 and subregion 2. For subregion 1,
we employed a simpler stroke model, shown in Figure 5b, due to two reasons. First, the small faces in
the video account for fewer pixels, hence the strokes should be smaller to guarantee that the strokes
are not larger than the faces. The second reason is that small enough strokes can also retain more detail
in the faces. For instance, different areas, except the facial feature area, should be rendered with a
different color due to the light or makeup. Larger strokes would only be mapped with a unique color
texture and cannot keep such small differences in the face.

Therefore, we used four particles in the stroke model, and for subregion 1, the calculation method
of the particles’ location and orientation had some modifications. On one hand, instead of using
the saliency map, we selected a random pixel a in subregion 1, and picked b along the tangent flow
direction one by one until the flow difference of a and b was more than 30◦ or the number of the pixels
between a and b was more than 5, and then chose b as the second particle of the model. As the face
area was small, we set the thickness of the stroke model as a constant value 3, and the direction was
the gradient direction. This step is shown in Figure 5c.

To render subregion 2, the facial feature mask image was employed to obtain the original color
of the pixels in the reference source frame. As shown in Figure 7, by using the Alpha blending
method [34], we blended the pixels based on the facial feature mask image (Figure 7b) with the
rendered image (Figure 7a), and obtained the blended result (Figure 7c). The reason for this is that
when previously rendering the strokes on small faces, much of the orientation information will be
lost if using the tangent flow calculation method, and the strokes with a unique color will affect
the emotional expression of the person, which is important for interviews or talk-show programs.
Therefore, we extracted the facial feature mask image from the original image with the extended Mask
R-CNN to keep the distinct facial features.



Symmetry 2018, 10, 442 7 of 14
Symmetry ****, **, **FOR PEER REVIEW  7 of 14 

 

 

 

 

 

 

 

 

(a)  (b)  (c) 

Figure 7. Rendering of subregion 2. (a) Rendered image with Figure 5b; (b) Mask image; (c) Blended 

image. 

3.3. Video Sequence NPR 

After rendering the first frame, we started to animate the video sequences. Unlike most video 

stylization methods that only focus on the translation or orientation of moving strokes, we also 

performed deformations on strokes based on our previous work [33]. The exact calculation of the 

position and deformation of each stroke in the next frame was based on the physics-based framework 

[35], and the motion estimation method [36]. Furthermore, during the animation of the whole video, 

to avoid excessive memory use when rendering a large amount of strokes where some special 

phenomena exist, for example, when someone disappeared or appeared in the video, some strokes 

needed to be deleted and added in the corresponding region. Therefore, as in [33], the video sequence 

NPR had two steps: (1) Calculating the position of the strokes, and (2) The deletion and addition of 

the strokes. 

3.3.1. Calculation of the Position of the Strokes 

During the animation of the frame sequences, we calculated the position of each particle in the 

stroke model with two kinds of forces: the external force from the reference frame, and the internal 

spring forces. The external forces were calculated based on the motion estimation between frames 

where we used an accurate method [36] to calculate the smooth optical flow, treating this as the 

external force. Internal spring forces were calculated based on Hooke's law. When obtaining the 

position of the stroke, the only step different from [33] was in choosing the material point, as we had 

a different stroke model for the face area model. We registered the material point as simpler with the 

center point of the particles as in the red point shown in Figure 5b, the reason being that the stroke 

model in the face area was small, so this would minimize the calculation when undertaking the 

animation.  

Finally, the position of the stroke was calculated by  

)()( sfpf(p)x tt 


 (3) 

where )( px


 is the second-order time derivative of )( pxt
, and )( pxt

 represents the position of 

the particle p in frame t, )( pft
 is the external forces from the reference frame, and )(sft

 denotes 

the spring forces. We solved this equation by using a simple Euler’s method, finally obtained the 

position of all particles, and then used this result in register the point. 

Next, the target position of the material points of the stroke was calculated based on the reference 

material point and the estimated optical flow.  

3.3.2. Stroke Deletion and Addition 

As mentioned above, we directly rendered subregion 2 by using the original frame’s pixels. 

When undertaking the animation, the render in this region did not need to be modified. However, 

the render in subregion 1 and subregion 3, through the relative motion between neighbor frames, 

Figure 7. Rendering of subregion 2. (a) Rendered image with Figure 5b; (b) Mask image; (c) Blended image.

3.3. Video Sequence NPR

After rendering the first frame, we started to animate the video sequences. Unlike most video
stylization methods that only focus on the translation or orientation of moving strokes, we also
performed deformations on strokes based on our previous work [33]. The exact calculation of
the position and deformation of each stroke in the next frame was based on the physics-based
framework [35], and the motion estimation method [36]. Furthermore, during the animation of
the whole video, to avoid excessive memory use when rendering a large amount of strokes where
some special phenomena exist, for example, when someone disappeared or appeared in the video,
some strokes needed to be deleted and added in the corresponding region. Therefore, as in [33],
the video sequence NPR had two steps: (1) Calculating the position of the strokes, and (2) The deletion
and addition of the strokes.

3.3.1. Calculation of the Position of the Strokes

During the animation of the frame sequences, we calculated the position of each particle in the
stroke model with two kinds of forces: the external force from the reference frame, and the internal
spring forces. The external forces were calculated based on the motion estimation between frames
where we used an accurate method [36] to calculate the smooth optical flow, treating this as the external
force. Internal spring forces were calculated based on Hooke’s law. When obtaining the position of
the stroke, the only step different from [33] was in choosing the material point, as we had a different
stroke model for the face area model. We registered the material point as simpler with the center point
of the particles as in the red point shown in Figure 5b, the reason being that the stroke model in the
face area was small, so this would minimize the calculation when undertaking the animation.

Finally, the position of the stroke was calculated by

••
x (p) = ft(p) + ft(s) (3)

where
••
x (p) is the second-order time derivative of xt(p), and xt(p) represents the position of the

particle p in frame t, ft(p) is the external forces from the reference frame, and ft(s) denotes the spring
forces. We solved this equation by using a simple Euler’s method, finally obtained the position of all
particles, and then used this result in register the point.

Next, the target position of the material points of the stroke was calculated based on the reference
material point and the estimated optical flow.

3.3.2. Stroke Deletion and Addition

As mentioned above, we directly rendered subregion 2 by using the original frame’s pixels. When
undertaking the animation, the render in this region did not need to be modified. However, the render
in subregion 1 and subregion 3, through the relative motion between neighbor frames, should be
accounted for when the person is moving, disappearing, or appearing in the video, thus some deleting
and adding operations for the corresponding strokes should be considered to avoid the memory
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problem. Following the rendering steps for the first frame, we deleted the strokes based on the position
and the color difference of the strokes, and added new strokes on the deleted stroke area based on the
new render parameters such as color, tangent flow, position and the model styles, etc.

4. Results and Discussion

In this section, we evaluate the performance of our proposed method on the tasks of automatic
portrait video painting. We first introduce the videos and datasets used in our experiments in
Section 4.1. Then, the effectiveness and the performance of the extended Mask R-CNN is described
in Section 4.2. Section 4.3 discusses the proposed method’s limitations based on the existing facial
landmark detection method and the experimental results. Finally, a series of experiments for the NPR
of portrait videos and comparisons are presented in Section 4.4.

4.1. Datasets and Source Videos

We chose the open source dataset 300-VW [37–39] to prepare our own annotations and train our
extended Mask R-CNN. 300-VW was developed to be a comprehensive benchmark for evaluating
facial landmark tracking algorithms in the wild and it contains many long facial videos, especially
videos that contain small faces. Hence, we chose 20 videos containing small faces in this dataset,
and the folder index list for the videos is shown in Table 1, and five annotators in our laboratory
helped to annotate the frames (100 frames per video) with an open annotation tool called LabelMe [40].
The annotations per image included six classes of facial features (brow_l, brow_r, eye_l, eye_r, nose and
mouth) for the facial feature mask, and 36 landmarks for the face boundary. Based on [38], we used
part of the annotations for the 36 landmarks on face contour annotation, and used the same algorithm
in [38] to evaluate the annotation accuracy.

Table 1. Video index list in 300-VW.

Name Index No.

Video Folder index 001–004, 009–011, 013, 015, 016, 018, 019, 022,
025, 028, 031, 041, 047, 053, 405

To generate the portrait video stylization result, some videos were picked from 300-VW and
others were captured in real life by us to imitate interviews and talk-show programs.

4.2. Experiments and Performance for the Extended Mask R-CNN Method

With the 300-VW annotated datasets mentioned in the previous section, we divided the samples
into two groups: 90% for training and the remainder for testing. During training, we used the Adam
optimizer [41] for optimization with a learning rate beginning at 0.0001 and decayed by half after every
50 epochs. The batch size was set as 16. The training code was implemented in Keras and TensorFlow
and the whole procedure took about 14 hours on GTX1080.

Next, we analyzed the network performance. First, we used the RMSE (root mean square error)
to evaluate the error of the predicted value and real value. As shown in Figure 8a, the error of our
extended Mask R-CNN was less than 0.08. Figure 8b exhibits the testing result. As the testing result
showed, our extended Mask R-CNN could effectively generate the facial feature model we needed in
our NPR process.

Furthermore, the minimum size of the face that can be detected by the features was about 80 × 80
in 1080 p images. As we added a simple CNN branch based on the Mask R-CNN, the test time for the
1080 p image could be 4 fps, as the branch took about 20 ms separately.
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4.3. Comparison and Discussion of the Extended Mask R-CNN Method

For further comparison with the recent face landmark detection methods, most of the existing
methods only detect a finite number of landmarks [42]. The result of detecting 68 facial landmarks
is shown in Figure 9a, where we can see that the location of the landmark was very accurate, but
for our goal of keeping the detailed information of small faces, just the exact location is not enough.
However, when compared with our mask result (Figure 9b), the nose area could not be well defined
in the result in [42], and the eye area, which could be surrounded by six landmarks, was too small
to keep the details on the edge of the eye. Therefore, the extended Mask R-CNN was better than the
existing face landmark detection methods. However, one disadvantage of our method is that for the
side face, the performance was not more than 90% for the video taken by us when the head rotated
more than 30◦, so it needs to be improved in future work.
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4.4. Portrait Video NPR Experiments and Comparisons

As mentioned above, we started the first frame rendering by using the facial feature model,
tangent flow, and saliency map, and used different rendering strategies for different regions. At the
same time, comparisons with the state-of-art were also conducted to demonstrate the performance of
the proposed method.

Figure 10 shows a comparison of our results with those of [33]. We used a similar method for
the deformation of the strokes during the animation, the difference being the rendering method. We
created a facial feature model to separate the frame into three regions instead of just using the saliency
map, and used a new stroke model for rendering the face region as this method can keep the small
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features of a face. As can be seen in Figure 11a, the small distinct features are not expressed well in [33].
The first row in Figure 11 demonstrates the detailed comparison with [33]. The eyes were rendered by
only several strokes, so it is hard to see the expression in detail; however, our results (Figure 11c) using
the facial feature model kept the facial features that were clearly seen. Figure 11c,d show that during
the frame motion, the method could follow the underlying object motion with stroke deformation,
which in this sample, was the small deformation for whiskers.
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features are maintained; (d,e) keep the underline motion part based on the deformation strokes.

Figure 12 shows a detailed comparison of the small stroke model used in subregion 1, where we
can see that the edges of the face and the glasses were well kept in our results by using the small stroke
model. However, in the previous method [33], the big stroke model did not work well.
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Figure 12. Small stroke details in subregion 1, the inner face region. (a) Result of [32] using the big
stroke model; (b) Our results using the small stroke model.

Figure 13 shows a comparison of the video sequence results with another deep learning method [6],
where Gatys, L.A. [6] transferred the source image to the example image’s style. Therefore, the results
differed greatly with ours, but our areas of concern were the facial feature details and the temporal
rendering. As shown in Figure 14, their results did not clearly distinguish the details of the eyes
and teeth and the background strokes were very different for each frame’s style transfer; there were
many flickers in the whole video; moreover, around the body’s contour, a halo looked as if it had
been added, which was very unnatural. In our method, the results not only effectively kept the facial
features during the animation, but also produced fewer temporal artifacts without any unnatural
strokes rendered.
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From the above, our method was able to keep the distinct facial features and could also follow the
motion of underlying objects. These good performances can be attributed to the introduction of the
extended Mask R-CNN to generate a facial feature model and the deformation strokes. In addition,
the strokes in our method were also adaptively deleted and added during the frames, which helped to
generate a temporally coherent animation.

5. Conclusions

A robust method for stylizing portrait videos containing small faces was proposed in this paper.
Compared with previous methods, what was improved in this method was that our rendering method
first used the extended Mask R-CNN method to detect the face contour landmarks and facial feature
areas at the same time and treat them as a model instead of single facial features. In addition,
we combined this facial feature model with deformable strokes for video NPR. The experimental
results demonstrated that the proposed method could keep the distinct characteristics of a small
face. Future work will focus on the following aspects: First, to improve the accuracy of the side face
detection by increasing the diversity of the datasets. Second, to achieve natural rendering results for
the boundaries of the face and features by better separating out the different layers of the image and
using more different stroke models. Another aspect, i.e., age, sex, and race recognition, is becoming
more popular. The combination of age, sex and race recognition information with different styles of
NPR methods represents challenging and interesting future work.
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