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Abstract: Semi-supervised video object segmentation (VOS) has obtained significant progress in
recent years. The general purpose of VOS methods is to segment objects in video sequences provided
with a single annotation in the first frame. However, many of the recent successful methods heavily
fine-tune the object mask in the first frame, which decreases their efficiency. In this work, to address
this issue, we propose a symmetry encoder-decoder network with the attention mechanism for
video object segmentation (SAVOS) requiring only one forward pass to segment the target object
in a video. Specifically, the encoder generates a low-resolution mask with smoothed boundaries,
while the decoder further refines the details of the segmentation mask and integrates lower level
features progressively. Besides, to obtain accurate segmentation results, we sequentially apply the
attention module on multi-scale feature maps for refinement. We conduct several experiments on
three challenging datasets (i.e., DAVIS 2016, DAVIS 2017, and SegTrack v2) to show that SAVOS
achieves competitive performance against the state-of-the-art.

Keywords: video object segmentation; convolutional neural network; attention mechanism;
semi-supervised; encoder-decoder

1. Introduction

In recent years, convolutional neural networks (CNN) have been successfully used in many areas
of computer vision. Especially, CNN greatly promote the development of video object segmentation.
Video object segmentation (VOS) is aimed at automatically segmenting the target object in video
sequences. VOS has become a hot topic in recent years, which is a crucial step for many video
analysis tasks, such as video summarization [1], video editing [2], and scene understanding [3].
Existing VOS approaches can be classified into two settings based on the degrees of human
involvement, namely unsupervised and semi-supervised. Unsupervised methods [4–7] mainly segment
the target object from the background without any annotations, e.g., the initial object mask. On the
contrary, semi-supervised methods [8–12] include an initial object mask as critical visual cues of the
target. However, unsupervised methods cannot handle multiple object segmentation as they are not
competent to identify a specific instance.

In this work, we tackle the task of semi-supervised video object segmentation. While a wide range
of learning architectures is available [8,11,13–17], the paradigm splits the video object segmentation
into two main steps: train a fully-convolutional network (FCN) [18] to segment the target object firstly;
next, the general network is fine-tuned based on the first frame of the video, and hundreds of iterations
are performed to adapt the model to a particular video sequence.

Regardless of the high accuracies achieved by the above approaches [11,13,19], the fine-tuning
process is time consuming, which makes it not adaptable for real-time applications. To fill this gap,
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we perform video object segmentation with a comparable accuracy level to the state-of-the-art, while
our method could immediately segment video frames once obtained. Towards this goal, we present a
novel approach making use of both the previous mask and the reference frame. SAVOS propagates
the previous mask to the current frame and utilizes the reference frame to specify the target in the
current frame.

We propose a novel network for semi-supervised video object segmentation, whose intuition is
shown in Figure 1. SAVOS aims at segmenting target objects once having obtained a video sequence,
requiring only one forward pass. From experimental results, SAVOS is proven to be effective and
favorable against state-of-the-art methods.

Global 
Convolution 

Block
DecoderEncoder

Figure 1. The sketch of symmetry encoder-decoder network with the attention mechanism for video
object segmentation (SAVOS). Our model consists of three parts: encoder, global convolution block,
and decoder. The model could be adapted to segment an object of an arbitrary size in a video
sequence instantly.

As shown in Figure 1, our model generates the segmentation mask using a single pass of a
fully-convolutional network. Specifically, ResNet-50 [20] is adopted as the backbone of the encoder.
Inputs to our model contain two RGB images, each with a mask map. We designed an attention block
to focus on the target object to be segmented. Consequently, SAVOS works robustly without any online
learning or post-processing, resulting in great efficiency at test time. The whole pipeline is differentiable
and learns in an end-to-end manner using the standard stochastic gradient descent. The experimental
results showed that SAVOS outperformed previous approaches without additional fine-tuning.

The contributions of our model are summarized as follows:

• We introduce SAVOS, which requires only one forward pass through the symmetry
encoder-decoder network to generate all parameters that are needed to adapt to the specific
object instance.

• We design an attention module providing guidance to focus on the target object in the current
frame, which helps to improve accuracy.

• Extensive experiments are conducted on three datasets, namely DAVIS 2016, DAVIS 2017,
and SegTrack v2, to demonstrate that SAVOS achieves favorable performance compared to
the state-of-the-art.

The remainder of this paper is organized as follows. Section 2 briefly describes the existing
approaches correlated with unsupervised video object segmentation, semi-supervised video object
segmentation, and the attention mechanism, which motivate this work. Section 3 illustrates the general
pipeline with its shortness compared to most state-of-the-art VOS methods and further introduces the
motivation of our method. Next, we present in detail the design of SAVOS with a thorough analysis of
every component in Sections 4 and 5. Section 6 presents the performance of SAVOS on three public
datasets with comprehensive evaluation protocols and comparisons with state-of-the-art methods.
Finally, the conclusion and discussion of our future work are contained in Section 7.

2. Related Work

Due to the increasing need to process large amounts of video data automatically, many researchers
have been devoted to the area of video object segmentation. Video object segmentation methods are
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mainly divided into two groups: unsupervised methods and semi-supervised methods. Unsupervised
VOS methods do not require any manual annotations, while semi-supervised methods heavily rely on
annotations for objects in the first frame. We first briefly review entirely unsupervised and entirely
semi-supervised methods for completeness.

2.1. Unsupervised Video Object Segmentation

The purpose of unsupervised methods is to segment the foreground object without any
annotations of the object. Several types of techniques have been presented to generate object
segmentation via saliency [5,14,21], optical flow [22,23], or superpixels [24–26]. Papazoglou et al. [7]
proposed a fast and unsupervised VOS method, which simply aggregates the pixels in the
video to generate proposals by combining two motion boundaries extracted from optical flow.
Tomakov et al. [27] presented a fully-convolutional network to learn the motion pattern in videos
to segment video objects, which designed an encoder-decoder architecture to learn the rough
representation of optical flow field characteristics, and then iteratively refined it to produce
high-resolution motion labels. For the sake of higher-level information such as objectness, using object
proposals to track object segments and produce consistent regions was adopted in [28,29]. However,
these methods typically require a large amount of computational load to generate region proposals
and associate thousands of segments, so these methods are only applicable to offline applications.
In this work, we adopted semi-supervised tactics, which always obtain higher accuracy and efficiency
than unsupervised tactics, to handle video object segmentation.

2.2. Semi-Supervised Video Object Segmentation

Semi-supervised methods are aimed at segmenting a specific object or multiple objects with
the given annotated frame. Importantly, given the annotation frame, the model can obtain a good
appearance initialization that unsupervised VOS methods lack. Numerous semi-supervised algorithms
have been developed in the literature, including non-CNN methods and CNN-based methods.
Traditional non-CNN methods mainly rely on graphical models [14,15] or object proposals [30].
In [31], a patch-based probability graph model was provided for semi-supervised VOS using a time
tree structure to link patches in adjacent frames to infer pixel labels in a video accurately. Wen et al. [32]
combined segmentation and multi-part tracking into a unified energy target to handle the problem of
VOS, which can be solved by a random sample consensus style (RANSAC-style) approach.

Recently, the CNN-based method could achieve better accuracy than non-CNN methods.
Caelles et al. [13] utilized an FCN to learn the appearance of an object and then segment the rest of the
videos in parallel. Follow-up works extended CNN-based methods with diverse techniques, such as
semantic instance segmentation [33,34] and online adaptation [12]. Different from all the previous
approaches, our method works without any techniques like online learning or post-processing, which
are time consuming and computationally expensive. Some algorithms with offline and online learning
benefit from both strategies. Offline learning provides a refined mask from the estimation of the
previous frame, while online learning captures the appearance information of the specific instance.
Cheng et al. [8] presented a network that is end-to-end trainable, simultaneously predicting optical
flow and the pixel-level object segmentation in the video. The offline pre-training learns the whole and
then fine-tunes the specific object online. In [35], a method using a recurrent neural network (RNN)
was proposed to fuse the results of the binary segmentation network and the bounding box of each
target instance in each video frame, which can take advantage of the temporal structure of long-term
video data and reject outliers.

2.3. Attention Mechanism

Recently, one of the most promising research trends has been the incorporation of attention
mechanisms into deep learning frameworks, such as natural language processing [36–38], and
computer vision [39–42]. In the area of segmentation, semantic segmentation and panoptic
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segmentation [43–46] use the attention mechanism to guide the feed-forward network for segmenting
more accurately. Especially, the attention mechanism in video object segmentation helps to focus on
target objects and overlook confusing background [41,47,48]. As for the attention mechanism itself,
there exist different variants: hierarchical attention [49], self-attention [50], and coattention [51]. In [52],
they applied channel attention to recognition tasks. In this work, we utilize a coarse-to-refine process
to apply sequentially the attention module on multi-scale feature maps to focus on the target.

3. Motivation

3.1. Baselines

To date, most of the semi-supervised VOS methods have adopted the general pipeline to boost
performance (see Figure 2). The pipeline contains two components: two-stage processing (offline
training and online fine-tuning) and post-processing, which could significantly improve accuracy.

• Two-stage paradigm: A large number of CNN-based semi-supervised VOS methods adopt the
two-stage paradigm (see Figure 2): firstly, a base CNN is trained to segment the target object;
second, the trained network is fine-tuned based on the first frame of the test video to adapt to
the object appearance, leading to the performance boost. Perazzi et al. [11] proposed a method
combining offline and online learning strategies. The offline training phase feeds the coarsened
previous frame mask into the trained network to predict the object mask in the current frame.
Then, it further improves video segmentation quality by online fine-tuning. Caelles et al. [13]
firstly trained a base CNN to segment the foreground object from the background and then used
online fine-tuning to adapt to the specific object. Comparing with the aforementioned two-stage
strategies, Voigtlaender et al. [12] added one more pre-training step on the PASCAL dataset in the
first stage and further fine-tuned the model by online adaptation in the second stage.

• Post-processing: To promote accuracy, post-processing is also adopted in many VOS approaches.
In [13], boundary snapping was used to snap the object mask to accurate contours, which
resulted in more accurate results. Maninis et al. [34] employed two conditional classifiers for
post-processing to better model different distributions, one for predicting instance foreground
pixels and the other for predicting background pixels. Post-processing means such as conditional
random fields (CRF) and optical flow have been proven to be helpful to further refine segmentation
masks, achieving additional gains in many methods.

offline training

online 

fine-tuning

input frame

segmentation 

mask

post-processing

Figure 2. The general pipeline of the baseline methods to handle VOS.

3.2. Challenges and Solutions

Although both the two-stage paradigm and post-processing could lead to a boost in performance,
they are time consuming and computationally expensive. For example, the algorithm in [11] needed
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12 s to process a video frame, Caelles et al. [13] processed a video frame in 9 s, which are far from the
time demands of real-time applications. Handling VOS problems with the two-stage paradigm and
post-processing could result in a large number of parameters of models and require GPUs with large
memory to train models.

The purpose of this work is to improve efficiency while ensuring the accuracy of segmentation.
To speed up the process of segmenting video objects, the proposed method abandons the online
fine-tuning stage. Instead, we propose a one-phase method, which only demands one forward pass
through the symmetry encoder-decoder network to process each frame. Furthermore, we design an
attention module to improve accuracy. The attention module emphasizes the weight of the specific
object, assisting the network to learn knowledge of the target object, which will be described in the
next section.

4. Network Architecture

The presented model is a symmetry encoder-decoder structure that is capable of handling four
inputs and generating a segmentation mask. Figure 3 shows the architecture of SAVOS. An encoder
with two symmetry branches, a global convolution block, and a decoder comprise SAVOS. The network
was designed to be fully convolutional, being able to deal with arbitrary input image size and produce
a sharp segmentation mask. Given a reference frame and its corresponding ground-truth mask, SAVOS
aims to segment automatically the foreground object through the entire video. The key idea of SAVOS
is to take advantage of both the annotated reference frame and the previous mask estimation to predict
the object mask in the current frame in a deep network. The network matches the appearance of the
reference frame and the current frame to detect the target object. Meanwhile, the previous mask is
tracked by referencing the previous object mask in the current video frame.
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Figure 3. Overview of the network architecture of SAVOS. The whole pipeline includes an encoder
consisting of the target branch and the reference branch, a global convolution block, and a decoder
constituted by three attention modules. Skip connections are used to integrate low-level features with
high-level features.

4.1. Symmetry Encoder

We adopted the concept of “symmetry”, which emphasizes the networks that are not only the
architecture of the subnetworks are identical, but the weights have to be shared among them. In this
work, the encoder was designed to have two branches, which share the same architecture and the
weights. In Figure 3, the encoder contains two symmetry branches: a reference branch and a target
branch, between which the filter weights are shared. Inputs to the reference branch consisted of the
first frame of the video (as the reference frame) and its corresponding ground-truth mask. Meanwhile,
a current frame and a guidance mask corresponding to the previous frame served as inputs to the
target branch. The video frame and the mask were concatenated along the channel axis and then
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input into the symmetry encoder. The symmetry encoder maps its two branch data into the same
feature space.

ResNet50 [20] was used as the encoder backbone and modified to take a four-channel tensor as
the input. We initialized the network weights from the ImageNet [53] pre-trained model and gave the
newly-added filters random initialization.

4.2. Global Convolution Block

The outputs of the encoder were concatenated to be the input of the global convolution block,
which was able to localize the target object accurately by matching the global feature of the reference
and target branches. We used the global convolution network module in [54]. This module combines
1× k + k × 1 and k × 1 + 1× k convolution layers to enlarge the receptive field. Note that batch
normalization [55] was removed in this work.

4.3. Decoder

The output of the global convolution block and features in the target encoder branch via
skip-connections served as inputs to the decoder to produce a segmentation mask. To fuse features of
different scales efficiently, we used the attention module to be the building block of our decoder. Three
attention modules formulated the decoder, which was followed by two layers: a convolution layer and
a softmax layer. The finally generated target mask size was 1/4 of the input image size.

The attention module was designed to assist the network to concentrate on regions of interest and
learn useful features to segment the foreground object; see Figure 4. Currently, the attention mechanism
could be applied to help refine intermediate feature maps in the area of segmentation. Inspired by [56],
we incorporated the convolutional block attention module to obtain attention maps, which were then
multiplied by the feature map for further refinement. Given a feature map, channel attention and
spatial attention computed the complementary attention, the former focusing on what the target object
was and the latter focusing on where the target object was. We exploited finding an efficient location to
put the attention module in the network to make the best use of both channel and spatial attention
with a simple design.
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Figure 4. Illustration of the attention module. The upper branch contains the channel attention and
spatial attention, which help adaptively refine the feature map. The attention module has two inputs:
low-level feature map F1 and intermediate feature map F2, which can be obtained via skip connection
and flow from the global convolution block. F′ is the input of channel attention, F′′ the input of spatial
attention, and F the output of the attention module.

Given a low-level feature map F1 ∈ RC1×H1×W1 and an intermediate feature map F2 ∈ RC2×H2×W2 ,
the attention module inferred an attention map F ∈ RC×H×W , which is shown in Figure 4.
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The attention module exploited the inter-channel correlation of features to produce a channel
attention map. The input to the channel attention F′ is computed as:

F′ = f 3×3( f 3×3(F1)) (1)

where f 3×3 denotes the convolution operation with the filter size of 3× 3.
Spatial information of a feature map was firstly aggregated by using both average pooling and

max-pooling, forming two different spatial context descriptors: Fc
avg and Fc

max, which represent features
obtained from the average pooling and max-pooling operations. respectively. The channel attention
was computed as:

Mc(F′)=σ(MLP(AvgPool(F′))+MLP(MaxPool(F′)))

= σ(W1(W0(Fc
avg)) + W1(W0(Fc

max)))
(2)

where σ represents the sigmoid function, r represents the reduction ratio, W0 ∈
RC1/r×C1 , W1 ∈ RC1×C1/r. W0 and W1 are shared for both inputs, and W0 follows the ReLU
activation function.

Then, the input of the spatial attention F′′ is calculated as:

F′′ = Mc(F′)⊗ F′ (3)

We utilized the inter-spatial correlation of features to generate a spatial attention map.
Average-pooling and max-pooling operations were first applied along the channel axis and then
concatenated to produce an efficient feature descriptor.

Channel information of a feature map was aggregated by utilizing two pooling operations to
form two maps: Fs

max ∈ R1×H1×W1 and Fs
avg ∈ R1×H1×W1 . The spatial attention was computed as:

MS(F′′) = σ( f 7×7([AvgPool(F′′); MaxPool(F′′)]))

= σ( f 7×7([Fs
avg; Fs

max]))
(4)

where σ represents the sigmoid function and f 7×7 indicates a convolution operation with the filter size
of 7× 7.

5. Inference

In this work, we tackled the problem of semi-supervised VOS, which provides the ground-truth
mask of the first frame. The first frame was set as the reference to estimate the masks of the remaining
frames sequentially.

Single object: The probability map of the previous frame was used as the guidance mask for
the current frame without binarization. To adapt to the appearance of the target object, SAVOS
uses a forward pass when testing a video sequence. To promote the robustness of the target object
to scale-change, we processed video frames at different scales (e.g., 0.5, 0.75, and 1) for averaging
the results.

Multiple objects: To tackle multiple objects, we used the above model of a single object, but
handled multiple objects at the inference time. One traditional technique is to handle each object
independently and assign the label depending on the largest output probability. We used another
approach to handle the scenario by exploiting the disjoint constraint of objects. This approach improved
the accuracy compared to the traditional approach by setting non-maximum instance probabilities to
zeros at each estimation.
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However, it was still far from optimal as some useful information was lost. To this end, we
utilized the softmax aggregation proposed in [57,58], which combines multiple instance probabilities
softly, while constraining them to be positive and sum to one:

pi,m = σ(logit( p̂i,m)) =
p̂i,m/(1− p̂i,m)

∑K
j=0 p̂i,j/(1− p̂i,j)

(5)

where σ represents the softmax function and logit represents the logit function. The output probability
p̂i,m, where i indicates the pixel location and m indicates the instance, i, m = 0 denotes the background,
and K indexes the number of instances. We used Equation (5) to aggregate the network outputs of
instances at each step and pass the network outputs to the next frame.

6. Experiments

We experimentally present the performances of SAVOS on overlap similarity, running speed,
and contour accuracy tasks. In addition, several details were analyzed through ablation experiments
about the effectiveness of “lucid dream” data augmentation and the attention module. Section 6.1
describes the experimental settings, data augmentation, and evaluation measures. Section 6.2 reports
the results and discussions on the DAVIS 2016, DAVIS 2017, and SegTrack v2 datasets. Section 6.3
provides ablative studies to analyze the efficacy of “lucid dream” data augmentation and the attention
module, while Section 6.4 further verifies the generalization ability of our model with add-on studies.

6.1. Implementation Details

6.1.1. Datasets

For the evaluation, we conducted experiments on three complicated datasets: DAVIS 2016
dataset [59], DAVIS 2017 dataset [60], and SegTrack v2 dataset [61]. These three datasets provide
the pixel-level ground-truth mask. More specifically, DAVIS 16 and SegTrack v2 datasets provides
the binary (foreground-background) ground-truth, while DAVIS 17 provides the instance-level
segmentation ground-truth. Challenges such as fast motion, occlusion, and appearance change
are included in all these datasets. Hence, these datasets serve as a good platform for evaluating
different video object segmentation techniques.

6.1.2. Data Augmentation

Although the DAVIS 2017 training set contains 60 videos, it was not sufficient to train our
network from scratch with the pre-trained encoder backbone model. To tackle this issue, we
applied the “lucid dream” strategy [10], which uses the given first frame and its annotation mask to
generate training data, including five steps: illumination changing, foreground-background splitting,
object motion simulating, camera view changing, and foreground-background merging. Notably,
in contrast to [10], we did not produce the optical flow since our approach required no optical flow for
video segmentation.

6.1.3. Implementation

We trained SAVOS using 60 video sequences in the DAVIS 2017 training set [60] and tested on
the DAVIS 17 validation set. Although our model was trained on the DAVIS 2017 dataset, we found
it worked well on other datasets. Therefore, we evaluated on the DAVIS 2016 and SegTrack v2 [61]
validation sets using the model trained on the DAVIS 17 training set. PyTorch was used to implement
the algorithm. The entire network was trained end-to-end using the stochastic gradient descent
optimizer with momentum set to 0.5. The initial learning rate was set to 10−5 and gradually decreased
over time. We conducted all training and testing on a single NVIDIA GeForce 1080 Ti GPU.
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6.1.4. Evaluation Measure

The Jaccard index (J ), also known as intersection over union (IoU), is a common evaluation
metric for evaluating the segmentation quality. The mean of the IoU is calculated across all frames in a
sequence, so it is also referred to as mIoU.

Contour accuracy (F ) [59] is computed through a bipartite matching calculation between contour
pixels of the predicted segmentation mask and contour pixels of the ground-truth segmentation mask.
We computed the contour accuracy via the F1 score.

Given a segmentation mask S and the corresponding ground-truth segmentation mask S∗, the
Jaccard index (J ) is calculated as:

J =
S ∩ S∗

SUS∗
(6)

The contour accuracy F is computed by the F-measure of the contour-based precision Pc and
recall Rc between the contour pixels of the estimated segmentation mask S and the ground-truth
segmentation mask S∗, defined as:

F =
2PcRc

Pc + Rc
(7)

6.2. Comparing to the State-of-the-Art

6.2.1. DAVIS 2016 Dataset

The DAVIS 2016 dataset [56] comprises 50 sequences, 3455 annotated frames with a binary
pixel-level foreground/background mask. Due to the computational complexity being a major
bottleneck in video processing, sequences in the dataset were short in temporal extent ranging from
two to four seconds, but included all primary challenges that are typically found in longer video
sequences, such as background clutter, fast-motion, edge ambiguity, camera-shake, and out-of-view.
We tested SAVOS on the 480p resolution set.

In Table 1, we compare SAVOS with state-of-the-art semi-supervised methods, i.e., OSVOS [13],
OnAVOS [12], MSK [11], VPN [62], OSMN [63], and FAVOS [64], on the DAVIS 2016 validation set.

Table 1. Quantitative comparison on the DAVIS 2016 validation set. Online learning (OL) and
post-processing (PP) are highlighted. We classify semi-supervised methods according to whether online
learning is used. †: a variant without online learning. The rightmost column shows the approximate
runtimes of the corresponding algorithms (seconds per frame).

Method OL PP J Mean F Mean Time

MSK [11] X X 79.7 75.4 12 s
OSVOS [13] X X 79.8 80.6 9 s
OSVOSS [34] X X 85.6 86.4 4.5 s
OnAVOS [12] X X 86.1 84.9 13 s

VPN [62] 70.2 65.5 0.63 s
BVS [15] 60 58.8 0.37 s
OFL [14] 68.0 63.4 120 s
OnAVOS † 72.7 - -

Ours 80.3 79.5 0.51 s

As shown in Table 1, SAVOS obtained comparable result compared to the existing semi-supervised
methods. In contrast to the methods like OSVOS [13] and MSK [11], which apply both online
learning (OL) and post-processing (PP), our method outperformed them by 0.63% (80.3 vs. 79.8)
and 0.75% (80.3 vs. 79.7), respectively. Moreover, with OL, the methods [12,34] need to fine-tune a
general-purpose network on the first frame of each test video, which is computationally expensive and
inconvenient. With PP, for example, MSK [11] uses dense CRF [24] and optical flow, and OSVOS [13]
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applies boundary snapping to refine the output, requiring heavy consumption of time and calculation
resource. SAVOS is much more efficient and does not require online learning or post-processing in
both the training and testing phase.

Compared to the methods without OL, our approach achieved significant improvement. In terms
of the J mean, SAVOS outperformed VPN [62], BVS [15], and OnAVOS † [12] (without online learning)
by 10.1, 20.3, and 7.6, respectively. Seen from Figure 5, the proposed method was capable of dealing
with situations such as occlusion and confusing background in the DAVIS 2016 dataset. Meanwhile,
the proposed method could also handle the challenge of fast motion well in the SegTrack v2 dataset.

In Table 1, the rightmost column displays the runtimes of OSVOS [13] and OFL [14], which
were cited from [11,12], respectively. Compared with other state-of-the-art methods such as OSVOS
(9 s/f) and OnAVOS (13 s/f), SAVOS ran at 0.51 s per frame on average on DAVIS 2016 dataset, which
showed much faster speed. SAVOS showed outstanding efficiency against previous methods due to
fast inference without additional fine-tuning, i.e., online fine-tuning and post-processing.

Among methods without online fine-tuning, SAVOS greatly outperformed almost all other
methods. Compared to techniques with online learning, our method achieved comparable accuracy
under the condition of no further online fine-tuning and post-processing. Figure 5 shows some
qualitative visual results.

(a) Frame 00004 (b) Frame 00009 (c) Frame 00018 (d) Frame 00022 (e) Frame 00040

(f) Frame 00005 (g) Frame 00017 (h) Frame 00033 (i) Frame 00053 (j) Frame 00094

(k) Frame 00004 (l) Frame 00014 (m) Frame 00022 (n) Frame 00050 (o) Frame 00075

(p) Frame 00002 (q) Frame 00006 (r) Frame 00012 (s) Frame 00014 (t) Frame 00019

(u) Frame 00007 (v) Frame 00012 (w) Frame 00021 (x) Frame 00028 (y) Frame 00031

Figure 5. The qualitative segmentation results of our method on the DAVIS 2016 (first three rows: libby,
parkour, camel) and SegTrack v2 (fourth row: girl) datasets. The pixel-level output is indicated by the
red mask. The results show that our method is able to segment the object under several challenges,
such as occlusions, camera view change, and confusing background. The last row shows unsatisfactory
results on SegTrack v2.
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6.2.2. DAVIS 2017

We evaluated the proposed method on the DAVIS 2017 validation set [60], which consisted of
30 video sequences with various challenging cases including multiple objects with similar appearance,
heavy occlusion, large appearance variation, clutter background, etc. The mean of region similarity J
and the mean of contour accuracy F were used to evaluate the performance in Table 2.

Table 2. Comparisons of SAVOS and the other four state-of-the-art algorithms on the DAVIS 17
validation set. Segmentation results show that SAVOS achieves comparable performance.

Method J Mean F Mean

OSVOS [13] 52.1 -
OnAVOS [12] 61 66.1
FAVOS [64] 45.1 55.4
RGMP [58] 64.8 68.6
OSMN [63] 52.5 57.1

Ours 62.1 63.5

SAVOS performed favorably against most of the semi-supervised methods, e.g., OSVOS [13],
OnAVOS [12], FAVOS [64], and OSMN [63], with a 62.1 mean Jaccard index J and a 63.5 mean contour
accuracy F . Even compared to methods with fine-tuning (i.e., OSVOS, OnAVOS), SAVOS still achieved
better performance by a non-negligible margin while being faster.

6.2.3. SegTrack v2

SegTrack-v2 [61] contains 14 video sequences with 24 objects and 947 frames providing pixel-level
annotations. Under the condition of segmenting multiple objects, each target object segmentation is
treated as an independent problem with provided instance-level annotations.

We evaluated SAVOS on SegTrack v2 [61] using the exactly same model and parameters as in the
DAVIS experiments to estimate object masks. In Figure 6, our method shows competitive performance
with state-of-the-art methods that apply fine-tuning. Note that our network trained on the training set
of the DAVIS 2017 dataset did not see the SegTrack v2 dataset. Some qualitative results could be seen
from Figure 5. Hence, this experiment demonstrated the generalization performance of SAVOS.

7 0 . 5

5 8 . 4
6 7 . 5 7 0 . 3

6 5 . 4
7 2 . 1

7 7 . 6
7 1 . 1

O u r s [ 1 5 ] [ 1 4 ] [ 1 1 ] [ 1 3 ] [ 3 5 ] [ 1 0 ] [ 5 8 ]
0

1 0
2 0
3 0
4 0
5 0
6 0
7 0
8 0

acc
ura

cy

o u r m e t h o d v s . s t a t e - o f - t h e - a r t m e t h o d s
Figure 6. Segmentation results of SAVOS on the SegTrack v2 dataset. Compared to related
state-of-the-arts, SAVOS provides favorable results.
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6.3. Ablation Study

To understand the proposed method comprehensively, we conducted several ablation experiments.
Specifically, we constructed two variants and evaluated them on the DAVIS 2016 validation set to
validate the efficacy of different components in SAVOS, as shown in Table 3. In order to make a fair
comparison, we set the same parameters except for the specific declaration.

Table 3. Effectiveness of various components in SAVOS. All variants are evaluated on the
DAVIS 2016 dataset. Results below show that both “lucid dream” augmentation and the attention
module contribute to the performance of SAVOS.

Method Component J Mean F B
Lucid Dream Attention Module

Basic version 78.3 77.5
Variant 1 X 79.2 77.8
Variant 2 X X 80.3 79.5

6.3.1. Lucid Dream Augmentation

To demonstrate the effect of the “lucid dream” augmentation, we removed it from our network.
As shown in Table 3, we found that the region similarity was reduced from 79.2 to 78.3. This decline
demonstrated that the “lucid dream” data augmentation was useful to improve the performance.

6.3.2. Attention Module

For validation on the efficacy of the attention module, we constructed an algorithm by further
removing the attention block (see the third column in Table 3). In this way, the object region was
not specifically concentrated by the network. The fourth and fifth rows in Table 3 demonstrate that
the attention module was critical to the performance boost. The main reason was that the attention
module was gradually applied on multi-scale features maps, enforcing the network to focus on the
object region to generate more accurate results.

6.4. Add-On Study

In this section, additional components are added to SAVOS to investigate how these components
further improve the performance. We conducted this add-on study on the DAVIS 2016 validation set,
and the results can be seen in Table 4.

Table 4. Add-on study on DAVIS 2016. Models with additional components, i.e., online-learning
and CRF, are compared with each other. In the last row, corresponding additional time per frame
is provided.

Our +OL +CRF

J Mean 80.3 81.0 80.8
F Mean 79.5 79.8 79.3

time 0.51 s +1.81 s +2.71 s

6.4.1. Online Learning

We fine-tuned SAVOS on the first frame of a test video, like previous online learning methods,
to assist the network to learn the appearance of the target object. We used “lucid dream” data
augmentation to generate inputs to the reference branch and the target branch from a single image
by applying sequential transformations. The improvement (J : 80.3 to 81.0) was relatively small
compared with previous methods. This result implies that our method could almost achieve the
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same performance of online fine-tuning methods without the considerable computational overhead of
online learning.

6.4.2. CRF Refinement

We used the dense CRF [24], which helps to better localize the object contours, as the
post-processing to refine segmentation mask. We applied the same method in [58] to find the
hyper-parameter for dense CRF.

From Table 4, we observe that the dense CRF benefited the refining mask boundaries to be aligned
with targets and increased the overall overlapping area (J :80.3 to 80.8), but hurt the fine details (F :79.5
to 79.3), where F was very sensitive. The backbone architecture in our network could better handle
fine details than previous backbones (e.g., AlexNet, LeNet), not to mention the attention module used
in the decoder, which was able to recover fine details without additional post-processing.

7. Conclusions

In this work, we presented a symmetry encoder-decoder architecture with the attention module
for video object segmentation (SAVOS). Without online learning and post-processing, our network
achieved favorable performance, requiring one pass forward, which made it much faster than
comparable methods. In addition, to obtain accurate segmentation results, a coarse-to-fine process was
applied on multi-scale feature maps to refine the prediction. Extensive experimental results on three
challenging datasets, i.e., DAVIS 2016, DAVIS 2017, and SegTrack v2, demonstrated that the proposed
method achieved competitive performance.

There are several future directions for our method to improve. In our experiments, we found
that using the same model as in the DAVIS experiments on the SegTrack v2 dataset sometimes could
get unsatisfactory masks on specific categories, like soldier in Figure 5. It is supposed that edge
ambiguity may cause such unsatisfactory segmentation results. Hence, we could further improve
the generalization performance of SAVOS in different datasets. Next, optical flow techniques could
be incorporated into SAVOS to exploit temporal coherence between adjacent frames for further
performance boost.
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