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Abstract: Random linear network coding (RLNC) can greatly aid data transmission in lossy wireless
networks. However, RLNC requires computationally complex matrix multiplications and inversions
in finite fields (Galois fields). These computations are highly demanding for energy-constrained
mobile devices. The presented case study evaluates hardware acceleration strategies for RLNC in
the context of the Tensilica Xtensa LX5 processor with the tensilica instruction set extension (TIE).
More specifically, we develop TIEs for multiply-accumulate (MAC) operations for accelerating matrix
multiplications in Galois fields, single instruction multiple data (SIMD) instructions operating on
consecutive memory locations, as well as the flexible-length instruction extension (FLIX). We evaluate
the number of clock cycles required for RLNC encoding and decoding without and with the
MAC, SIMD, and FLIX acceleration strategies. We also evaluate the RLNC encoding and decoding
throughput and energy consumption for a range of RLNC generation and code word sizes. We find
that for GF(28) and GF(216) RLNC encoding, the SIMD and FLIX acceleration strategies achieve
speedups of approximately four hundred fold compared to a benchmark C code implementation
without TIE. We also find that the unicore Xtensa LX5 with SIMD has seven to thirty times higher
RLNC encoding and decoding throughput than the state-of-the-art ODROID XU3 system-on-a-chip
(SoC) operating with a single core; the Xtensa LX5 with FLIX, in turn, increases the throughput by
roughly 25% compared to utilizing only SIMD. Furthermore, the Xtensa LX5 with FLIX consumes
roughly three orders of magnitude less energy than the ODROID XU3 SoC.

Keywords: application-specific instruction-set processor (ASIP); flexible-length instruction extension
(FLIX); galois field; hardware acceleration; multiply-accumulate (MAC) operations; random linear
network coding (RLNC); single instruction multiple data (SIMD)

1. Introduction

Random linear network coding (RLNC) [1–3] is an increasingly popular coding method for
complex, chaotic, or lossy communication networks. RLNC reduces the number of transmissions
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needed to achieve a prescribed resilience level (probability of packet delivery) and has the potential
to reduce transmission delays. RLNC is well suited for wireless data transmissions [4–19],
data storage [20–23], and content distribution [24–30]. The practical usage of RLNC for the wide
range of communication applications in emerging cyber-physical systems (CPS) and the internet of
things (IoT) as introduced by fifth generation (5G) wireless systems requires high RLNC encoding and
decoding throughput while consuming only low amounts of energy. A general strategy for boosting
computing performance while lowering energy consumption is to employ an application-specific
instruction-set processor (ASIP) instead of a general-purpose fixed instruction-set processor. The ASIP
approach typically achieves speedups of up to three orders of magnitude, while reducing power
consumption to a fraction of a standard fixed instruction-set processor, such as a reduced instruction set
computer (RISC) processor [31–33]. While the computing aspects of RLNC encoding and decoding on
fixed instruction-set processors have been extensively studied, to the best of our knowledge, the RLNC
encoding and decoding performance on ASIP systems has not previously been examined in detail.
We conduct a case study with a specific contemporary ASIP example, namely the Tensilica Xtensa LX5
processor with tensilica instruction-set extension (TIE) [34] to quantify the RLNC performance of a
contemporary ASIP in comparison to a fixed instruction set processor.

We describe the development of the application-specific TIEs for RLNC encoding and decoding.
Specifically, we develop application-specific TIEs for the matrix multiplication and matrix inversion
over Galois fields to accomplish the RLNC encoding and decoding. We consider a range of TIE-based
hardware acceleration strategies ranging from elementary multiply-accumulate (MAC) units for matrix
multiplication to the parallelization of computations with the single instruction multiple data (SIMD)
and flexible length instruction extension (FLIX) strategies. We thoroughly evaluate the performance of
the developed ASIP system with the range of TIEs. In particular, we compare the Tensilica Xtensa LX5
with the range of TIEs in terms of hardware area (die size) as well as the number of compute cycles
required for the RLNC encoding and decoding and the corresponding achieved throughput levels.
We also evaluate the energy consumption. The performance comparisons with a state-of-the-art fixed
instruction set processor indicate roughly tenfold throughput increases while reducing the consumed
energy by roughly three orders of magnitude with the studied ASIP system.

This article is organized as follows: Section 2 gives the background on the main areas relating
to this case study, namely, the mathematics as well as the computational aspects of RLNC encoding
and decoding using Galois fields. Section 2 also briefly describes the main features of the Xtensa
LX5 processor and the TIE design flow. Section 3 introduces the developed TIEs for the MAC
operation, and the optimizations using the SIMD and FLIX strategies. Section 4 presents the evaluation
methodology which includes the evaluation of the hardware area (die size), the required compute
cycles and the achieved throughput for RLNC encoding and decoding as well as the consumed
energy. Moreover, Section 4 presents the evaluation results for the different Xtensa LX5 TIEs as well
as comparisons with a fixed instruction-set benchmark processor. Finally, Section 5 summarizes the
conclusions of this case study on RLNC encoding and decoding with an ASIP vs. a fixed instruction-set
processor and outlines future research directions.

2. Background and Related Work

2.1. Mathematics of RLNC

RLNC [3,35] combines source (original data) symbols through linear combinations in the Galois
field (GF(q)) to create coded (redundant) symbols. Source symbols can be represented as row vectors
of GF(q) elements. In a common communication scenario, such as Ethernet, with a maximum transfer
unit of 1500 bytes and a Galois field size of q = 28, each Ethernet frame is represented by m = 1500
elements of GF (28). Shorter frames require zero-padding at the end of each vector.

A given set of g source packets can be protected by r redundant coded packets during network
transport, whereby the number r, r ≥ 0, of redundant coded packets can be adjusted according to the
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expected losses during network transport. For RLNC encoding, a coefficient matrix C with g + r rows
and g columns is multiplied by the source data (symbol) matrix M to obtain the coded symbol matrix
X as

X = CM (1)

Each coded symbol (x) is represented as a row of matrix X, which is transmitted along with its
corresponding coefficient (row) vector c of matrix C as a coded packet.

The receiver collects the received coded symbols in matrix X̄ and the received coding vectors in
matrix C̄. When at least g linearly independent coded packets have arrived, the receiver conducts the
RLNC decoding by inverting matrix C̄ and multiplying by matrix X̄ to reconstruct the original data
(symbol) matrix M:

M = C̄−1X̄ (2)

Equations (1) and (2) indicate that the RLNC encoding and decoding have matrix multiplication
in common; moreover, RLNC decoding requires the matrix inversion of C̄ before multiplication.

Aside from the computation delay for RLNC encoding and decoding, the latency introduced
by RLNC depends on the employed network coding approach. There are two main approaches for
network coding for low-latency communications: coding based only on Exclusive OR (XOR) operations,
see, e.g., [36–42], and coding based on feedback from the receivers to the sender, see,e.g., [43–48]. The XOR
approach corresponds to network coding for binary Galois fields, GF(2). Conversely, we considered
RLNC with general Galois fields, GF(q), since they provide optimal throughput and have a negligible
linear dependency of the coding coefficient vectors when the dimension of the field is sufficiently large,
e.g., 8 or 16 [49,50]. Feedback-based approaches adapt various network coding parameters to establish a
closed-loop feedback system between the encoder and decoder [51,52]. In this study, we considered the
simpler batch-based network coding approach that does not require feedback. The batch-based approach
has been considered for a wide range of communication scenarios, such as delay-tolerant networks in [53],
video delivery networks in [54,55], industrial networks in [56,57], and some complex sensor networks
in [58]. Recent studies have adapted the batch positions and sizes to conform to different sliding
window policies in an effort to reduce the RLNC communication protocol delay [59–64].

2.2. Computation of RLNC

Systems with parallelization require multiple processors to accelerate the RLNC computations [65–72].
High-performance applications exploit the parallelization provided by general purpose computation on
graphics processing units (GPGPUs) [73]. However, the implementation of those applications is not an easy
task, since GPU code is developed independently from the main central processing unit (CPU) application.
In large-scale computing systems, such as desktop computers and servers with thousands of GPU threads,
the data transfer delays between the main CPU and the GPU memory can be amortized due to the vast
processing power from the numerous GPU threads. On the other hand, small-scale systems, such as
IoT nodes and smartphones, typically have only small numbers of GPU threads [74]. Therefore, on IoT
nodes and smartphones, the data transfer delay to the GPU threads typically cannot be amortized with the
moderately increased processing on the few available GPU threads.

Advances in semiconductor technology and programming schemes have led to mobile systems
with heterogeneous multi-core processors [75]. These processors can execute general instruction sets to
exploit data parallelization, such as SIMD and FLIX, enabling innovative network coding techniques.
One example of those extended functionalities is parallelized progressive network coding (PPNC)
with SIMD instructions [76] which statically partitions the coefficient matrix C̄ and the coded symbol
matrix X̄ vertically to threads running in parallel on the multiple cores.

RLNC computation on a fixed instruction-set Raspberry PI (Raspberry Pi Foundation, Cambridge,
United Kingdom) testbed was studied in Refs. [77,78]. Related energy saving strategies were studied
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in Refs. [79,80]. In particular, Arrobo and Gitlin [79] compared cooperative network coding with
a cooperative diversity coding approach. Fiandrotti et al. [80] introduced band codes, a variant of
network coding with controlled packet degree distribution. However, to the best of our knowledge,
the encoding throughput increases and the reductions of consumed energy that can be achieved by
computing the RLNC encoding and decoding with an ASIP have not yet been quantified. We note that
a circuit-level very large scale integration (VLSI) implementation of RLNC was examined in Ref. [81].
In contrast, we considered a contemporary ASIP, namely, the Tensilica Xtensa LX5 (Cadence Design
Systems, Inc., San Jose, CA, USA) processor with TIEs [34,82], which avoids the complexities and costs
of specific VLSI designs.

Efficient calculations over Galois fields were heavily investigated for Rijndael encryption [83–86]
and elliptic curve cryptography [87–89] which form the basis for data encryption mechanisms, such as
the advanced encryption standard (AES). AES does not use regular multiplication, but rather, involves
constant multipliers for mix-column transformation [90]. In contrast, RLNC requires multiplications
with arbitrary values. Therefore, the proposed AES computing architectures cannot be directly used
for RLNC.

2.3. Xtensa LX5 Processor and TIE Design Flow

The Xtensa LX5 core features two 128-bit local load/store units to allocate the data of the basic
registers, the application-specific registers, and the application-specific states. The Xtensa LX5 can
thus simultaneously load two 128-bit values from memory. Additionally, the Xtensa LX5 has five
stages of pipelining: instruction fetching, register access, execute, data-memory access, and write-back.
Additionally, there is a seven-stage pipeline extension with extra instruction fetching and data-memory
access stages, which provides access to the processor’s main memory. The Xtensa LX5 has a 64-bit
instruction register to hold the basic RISC and the application-specific instruction-sets from local
instruction memory buffers.

The design flow for the Xtensa LX processor family consists of three stages: functional C/C++
code, TIE creation, and TIE compilation. The flow starts with the profiling of the user-defined functional
application (reference) code written in C/C++ language. We implemented the RLNC encoding and
decoding algorithms directly in a reference C code, without a specific C code optimization. We deemed
C code optimization to be unnecessary, as the RLNC encoding and decoding algorithms can be directly
implemented through elementary C programming, and the focus of this case study was on hardware
acceleration strategies. In order to detect hotspots in the code, the Xtensa C compiler can rank code
regions by frequency, determine the loops that can be vectorized, generate dataflow graphs, and
perform operation counts of every code region. Alternatively, the hotspots can be manually detected
through inspection and the intuitive understanding of computing functionality. The TIE code creation
maps the functional behaviors of the detected hotspots to a set of TIE code instructions. For this case
study, we detected the hotspots through Xtensa’s automatic profiling tool. From the obtained profiling
data, we derived the hotspots and decided where to apply the TIE workflow to achieve accelerations.
The thus derived hotspots confirmed the hotspots that we anticipated from our intuitive understanding
of the computing functionality. We then proceeded to develop hand-crafted acceleration solutions, i.e.,
we wrote the TIE code manually without the assistance of an automatic code generation tool. Since the
TIE code resembles Verilog code, the programmed instructions, also known as operations, maintain
the register-transfer level of abstraction. It is noteworthy that the TIE code describes functionalities
through TIE functions rather than hardware structures, i.e., the Xtensa design flow does not require
hardware modules to be created, e.g., by writing Verilog code; instead, built-in functions, such as
TIEMUX and TIEADD, are specified to operate directly with the data.

The TIE compiler, in conjunction with the Xtensa C compiler, generates a set of software
tools, also known as function intrinsics, that tune the designer-defined TIE instructions with the
processor’s default setup. We conducted the verification with the automated instruction set simulator
(ISS). More specifically, the ISS verifies whether the results of the modified application code, which
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contains the custom TIE instructions, match the results of the user-defined functional application code.
If no discrepancies (errors) arise during the verification, the TIE compiler generates a hardware
implementation of the modified application code as a synthesizable Verilog optimized for the
Xtensa core.

3. Hardware Acceleration for RLNC through TIEs

3.1. Accelerating Matrix Multiplication with Multiply-Accumulate (MAC) Hardware

An elementary matrix multiplication implementation uses three nested loops [91]. The inner
loop executes multiply-add operations. A coefficient value of the coefficient matrix C (which does not
change in the inner loop) and a source packet value of the source matrix M are multiplied using Galois
field operations. The product is then “added” to the result within the Galois field, which corresponds
to an XOR operation.

We observed the following potential for optimization: First, the core operation is a multiply-add
operation in a Galois field using a static coefficient. This operation is simple enough to be implemented
in a MAC hardware unit. Second, the multiply-add operation is performed at consecutive memory
locations, therefore allowing SIMD operations, as further pursued in Section 3.2.

Multiply-accumulate (MAC) architectures are hardware units that execute integer-multiply,
integer-accumulate, and miscellaneous register instructions. Integrating the multiply and accumulate
(add) operations into a single instruction improves the accuracy (since only a single rounding operation
is required at the end of each combined multiply-add operation) and reduces the hardware cost.
The combined instruction is also known as fused multiply-add (FMA) instruction. The multiplication
and addition operations can be performed in parallel during one processor clock cycle, ensuring high
performance. While the multiplier is computing the result of two registers, the accumulator can store
the result of the previous multiplication operation by adding its value to the product of the former two
registers [92,93].

MAC architectures are common in multiple digital signal processing functions, such as the finite
fourier transform (FFT) and infinite impulse response (IIR), since most of those functions require the
computation of the sum of the products of a series of consecutive multiplications. However, in this
case study, we applied this architecture to matrix-matrix multiplication using Galois fields in which the
rows of the coefficient matrix C were multiplied with the columns of the source matrix M to generate
each element of the coded symbol matrix X.

The Galois field multiplication of two polynomials (8-bit values) in GF(28), a and b can be based
on the Russian Peasant Multiplication algorithm [94]. In particular, the final product polynomial (p) is
calculated using an XOR operation with the irreducible polynomial of grade 8, x8 + x4 + x3 + x + 1,
which is used for the shifting operation of the operand a illustrated on the right side in Figure 1.
In particular, the multiplication consists of two parts: computing the values of a to be used in the
algorithm and the calculation of the product (p). If the most significant bit of a after a preceding shifting
stage (s− 1) is a one, i.e., if a(s−1)[7] = 1, then the grade of the polynomial a must be reduced in shifting
stage s through an XOR operation with the irreducible polynomial. Otherwise, i.e., if a(s−1)[7] = 0,
then the values of a remain unaltered. The evaluation of the product (p) accumulates the values of a
after the various shifting stages which are selected according to the values of b.

Since the evaluation of product p depends on the values of a after the various shifting stages and
the successive accumulation of the various stages (s) of the p(s) values, the multiplication computation
cannot be parallelized. However, the multiplexing functionality can be implemented in a TIE with 15
multiplexers. The seven multiplexers on the left side of Figure 1 evaluate whether the a value must
be reduced (sifted) or not. The eight multiplexers on the right accumulate the product value of p.
In particular, the first accumulation multiplexer at the top-right of Figure 1 takes in the unshifted a
value, whereas, the seven subsequent accumulation multiplexers on the right side of Figure 1 take in
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shifted versions of a. Thus, only seven multiplexers are required for the shifting of a, even though
there are eight multiplexers that accumulate the product values.

The MAC unit can be designed in three different operand-size configurations: 8-bit only MAC,
16-bit only MAC, as well as 8-bit and 16-bit MAC. The 8-bit MAC consists of 15 multiplexers (routing
8-bit values), as illustrated in Figure 1. Analogously, the 16-bit MAC consists of 31 multiplexers
(routing 8-bit values). The 8-bit and 16-bit MAC is composed by two multiplexing sections: one 8-bit
MAC section and one 16-bit MAC section. These two MAC sections have the underlying structure of
the 16-bit MAC unit and thus require twice the number of multiplexers of the 16-bit MAC unit, i.e.,
62 multiplexers are required to implement this flexible 8-bit and 16-bit MAC. The selection of 8-bit or
16-bit operation is carried out by a 1-bit flag register.

a

ashift MUX

a(0)[7]

a(1)

MUX

b[0]

a

8′b0
p(0)

MUX

b[1]

a
(1)
shift MUX

a(1)[7]

a(2) MUX

b[2]

p(1)

p(2)

a(6)

a
(6)
shift MUX

a(6)[7]

a(7)

p(6)

MUX

b[7]

p(7)

Figure 1. Block diagram of the multiplier: Two 8-bit operands a and b are multiplied by the Russian
Peasant Multiplication algorithm [94] in the Galois field (GF(28)) to obtain the product (p). The seven
multiplexers on the left control the shifting of the operand (a); the shifting in a given stage (s) is
controlled by the most significant (7th) bit of operand a after the preceding (s − 1) shifting stage, i.e., by
the bit a(s−1)[7]. The eight multiplexers on the right accumulate the outcome of the product (the input
“8’b0” denotes eight bits with value zero), with the final product (p) provided by p(7).

3.2. SIMD

Single instruction multiple data (SIMD) is an optimization technique based on loop vectorization
that exploits the alignment of parallel data. In order to increase the computation performance and
reduce hardware costs, the SIMD architecture exploits consecutive and aligned memory accesses to
achieve a high vectorization efficiency [95]. Thus, by using SIMD, an operation can be simultaneously
performed on multiple data operands if the result of the operation on one operand does not affect
the result of this operation on the other (parallel) operands. Figure 2 depicts the block diagram of the
SIMD multiplier. For the 8-bit operand configuration, 16 source registers are multiplied in parallel by a
coefficient in 16 MAC units. The structure of each of those MAC units is identical to the MAC unit in
Figure 1, since the arithmetic operation is in GF(28).
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As Figure 3 illustrates, we loaded two 128-bit registers that allocated the source values (Line 5)
and the encoded values (Line 6). The coefficients were stored in an internal register that can be
accessed as a global state locally in the TIE file. Then, we computed those two arrays in 16 parallel
multiplications (Line 8). Finally, the resulting values were saved into the preloaded encoded register
(Line 10). This procedure is completely equivalent for the decoding operation.

For the configuration with 16-bit operands, eight 16-bit MAC units operate in parallel to conform
with the 128-bit LX5 RAM memory line. In our design, the coefficients were stored as a local register
in the TIE code file to reduce the usage of fetch and store registers when the encoding and decoding
operations were executed.

si si+1 · · · si+16 cj

MUL MUL · · · MUL

p pi+1 · · · pi+16

Figure 2. Block diagram of the single instruction multiple data (SIMD) multiplier for 8-bit operands:16
MAC units were employed in parallel to conform to the 128-bit memory interface of the LX5 processor.
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instruction-set extension (TIE) operations.

3.3. Matrix Inversion

We implemented the GF inversion of each value of the coefficient matrix C̄ of Equation (2) in a
TIE. Subsequently, the inverted values of the coefficient matrix were multiplied by the encoded symbol
matrix X̄ following Equation (2) to complete the RLNC decoding.

A direct GF(28) inverse implementation without any Galois field transformation is
computationally complex. Many applications use static lookup tables, which require 256 entries
for GF(28). When it is implemented in hardware, the table lookup is possibly the fastest approach;
however, the table lookup requires a large area, especially for large field sizes. A compromise is to
transform the elements from GF(28) into GF((24)2), and to compute the inverse in GF(24) by twice
looking up a table with 16 elements. The resulting element in GF((24)2) can then be transformed back
to GF(28) with the so-called fast inversion in composite Galois fields [96].

Figure 3. SIMD code: Illustration of the transformation of plain C code to a code with tensilica
instruction-set extension (TIE) operations.

3.3. Matrix Inversion

We implemented the GF inversion of each value of the coefficient matrix C̄ of Equation (2) in a
TIE. Subsequently, the inverted values of the coefficient matrix were multiplied by the encoded symbol
matrix X̄ following Equation (2) to complete the RLNC decoding.

A direct GF(28) inverse implementation without any Galois field transformation is
computationally complex. Many applications use static lookup tables, which require 256 entries
for GF(28). When it is implemented in hardware, the table lookup is possibly the fastest approach;
however, the table lookup requires a large area, especially for large field sizes. A compromise is to
transform the elements from GF(28) into GF((24)2), and to compute the inverse in GF(24) by twice
looking up a table with 16 elements. The resulting element in GF((24)2) can then be transformed back
to GF(28) with the so-called fast inversion in composite Galois fields [96].

Figure 4 gives the block diagram of the matrix inversion in hardware. An initial 8-bit value a is
split into two 4-bit registers, a0 and a1. Then, MAC operations in Galois fields are used to evaluate the
inverse, which requires table lookups of 16 pre-computed reciprocal values in GF(24). The resulting
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two 4-bit inverse values, b0 and b1, are then joined through elementary bit rearrangements to obtain a
single 8-bit value that represents the 8-bit inverse of a.

Similarly to the inversion of an element in the Galois field (GF(28)), the computation of an element
for GF(216) can be decomposed into GF(((24)2)2), allowing the reuse of structures created for the 8-bit
inverse calculation. As a result, the inverse is computed in GF(24) by using four times a lookup table
with 16 elements. This strategy can be extended to the computation of various elements using large
Galois fields, effectively keeping the area consumption low at the expense of increasing the number of
computation cycles.

a
T (a)

a1, a0

LAMBDA
ADD

MUL MUL

ADD

X−1

MUL MUL

b1, b0
T−1(b1, b0)

a−1

Figure 4. Block diagram of the matrix inversion: One 8-bit value is split into two 4-bit registers. The
inverse operation is carried out through the multiplication of each 4-bit value with its reciprocal in
GF(24), which is obtained from a lookup table. The resulting two 4-bit values are reorganized using bit
arrangements to obtain the 8-bit inverse value.

3.4. FLIX

The flexible length instruction extension (FLIX) combines multiple instructions into one instruction
using the tensilica instruction-set extension (TIE) [97,98] programming language. The FLIX acceleration
method can save cycles at the expense of an increased number of gates, i.e., an increased chip area [99].

The loading instructions tie_load_reg() to load the source and the encoding and
decoding registers, the multiplication instructions tie_16x_b8_mult(), and the storing instructions
tie_store_reg() to store the resulting encoding and decoding values in Figure 3 can be combined into
one FLIX TIE instruction. Each of the instructions in Figure 3 is divided into slots with independent
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operations filling the slots either completely or partially. In this respect, a slot must be understood as
a sequence of bits composed of an opcode, which provides the slot identity, and the operation and
operand specifiers, such as source and destination registers. Specifically, the LX5 core has a 32-bit FLIX
instruction format with two slots for the 8-bit and 16-bit load and store instructions and one slot for
the multiplication instructions. This FLIX TIE requires all the operations and operands, which run in
parallel, to be available multiple times in hardware. As a consequence, the FLIX optimization requires
a large chip area.

As part of the exploitation of the FLIX feature, we placed the input vector and the output vector
in two different memories. These two different memories made the input vector and the output vector
accessible by the processor through two different memory ports. Thus, it was possible for the load
operation and the store operation to be executed simultaneously within the FLIX environment. In a
similar fashion, a load or a store operation can run in parallel to a MAC operation if the two operations
work on disjoint registers. The user/designer only defines the possibility of composing multiple
operations into one parallel FLIX command. The actual composition and insertion into the binary
design are conducted by the compiler in one of its optimization phases.

4. Evaluation

This section presents the evaluation results in terms of die size, number of clock cycles, throughput,
and energy consumption for RLNC encoding and decoding with the Tensilica LX5 processor using
the MAC, SIMD, and FLIX TIE extensions. These different TIE extensions were compared with RLNC
encoding and decoding through the execution of the plain C reference code on a Tensilica LX5 processor
without any TIE. The plain C reference code was compiled with the gcc-O2 optimization. We also
compared the TIE extensions with a fixed instruction set benchmark processor.

4.1. Evaluation Setup

4.1.1. Evaluation Metrics

• Die size (Number of gates): The die size corresponds to the number of NAND-2 gates (specifically,
2-input NAND gates for 8-bit operands) that are required to map the register-transfer level (RTL)
circuit to NAND-2 gates [100] in order to achieve the prescribed RLNC encoding and decoding
functionality. The gate count of the TIE is measured as the number of NAND-2 equivalents as
every logical equation can be expressed with only NAND gates [101]. We obtained the die size (in
number of equivalent NAND-2 gates) directly from the Instruction Set Simulator (ISS) in the Xtensa
Development Environment, Version 6.0.2 with the default profiler settings.

• Clock cycles: The number of clock cycles represents the number of computing cycles required
to execute RLNC encoding or decoding of a generation of g symbols, each of size m bytes, with
the LX5 processor. One clock cycle represents the time required between two successive pulses
of the internal oscillator of the processor [102] which, in the current study, operated at a clock
frequency of 300 MHz. Similar to the die size, we obtained the clock cycles with the ISS in the
Xtensa Development Environment, Version 6.0.2, with the default profiler settings.

• Speedup: We defined the processor speedup as the ratio of the number of computing cycles
required by the reference implementation to complete a prescribed task to the number of
computing cycles required by the optimized (accelerated) implementation to complete the same
prescribed task [103]. We considered the plain-C code executed on the LX5 processor, i.e., the
basic LX5 processor without any application specific Tensilica Instruction-set Extension (TIE), to
be the reference implementation.

• Throughput: We evaluated the GF(28) and GF(216) RLNC encoding and decoding throughputs
as the size (g · m) of the generation in bytes divided by the required computing time, obtained as
the number of computing cycles times the inverse of the clock frequency. We report the encoding
and decoding throughputs in units of MiB/s, whereby 1 MiB = 220 bytes.
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• Energy consumption: We obtained the consumed power levels for each TIE acceleration strategy
as follows. We conducted RTL synthesis of the LX5 with TIE processor with the Synopsys Design
Compiler to obtain a so-called netlist. Then, we employed Mentor Questasim to conduct a netlist
simulation of the processor running the algorithm to obtain the toggle activity data for every
flip flop and wire. Finally, we employed Synopsys PrimeTime to conduct a power consumption
analysis for the netlist under the obtained toggle activity. The obtained power levels represent
the power consumed by all elements of an equivalent digital circuit that executes the same
functionality as our RLNC encoding and decoding algorithm. Specifically, for the evaluation
of the consumed energy, we considered the GF(28) RLNC encoding of a generation followed
immediately by the corresponding RLNC decoding to evaluate a complete encoding and decoding
sequence. We obtained the average consumed power in Watts = Joules/s for the sequence of
RLNC encoding and decoding. We evaluate the energy consumption as the ratio of consumed
power (in Joules/s) to the throughput (in MiB/s), i.e., the energy consumption is in units of
Joules/MiB of GF(28) RLNC encoding and decoding.

4.1.2. Fixed Instruction-Set Processor Benchmark

We consider the state-of-the-art ODROID XU3 (Hardkernel Co., Ltd., AnYang, GyeongGi, South
Korea) system-on-a-chip as a fixed instruction set processor benchmark. The ODROID XU3 integrates
a “big” Samsung Cortex A15 quad-core CPU and a ”LITTLE” Samsung Cortex A7 quad-core CPU
(Samsung Group, Seoul, South Korea) and has 2 GB LPDDR3 RAM, eMMC 5.0 flash storage, and
several peripheral interfaces, such as USB, UART, and I2C. For a fair comparison with the Tensilica
Xtensa LX5 single-core processor, we considered only one processor core (thread) of the big CPU.
Conducting comparisons between a multicore ASIP, such as the Tomahawk processor [104], and
multicore fixed instruction set multicore processors is an interesting direction for future research.
The ODROID XU3 employed the default ARM SIMD instructions, also known as NEON that were
developed to increase the processing performance for the Cortex A-x core families and were operated
and evaluated with the state-of-the-art RLNC encoding and decoding computing methodology for
fixed instruction set processors in [105].

4.2. Die Size and Gate Count

Table 1 gives the gate counts of the TIEs for the different hardware acceleration strategies
using 8-bit and 16-bit register configurations, i.e., 8-bit and 16-bit word lengths (operands). First,
we compared the MAC TIE acceleration with a traditional multiplier. In particular, we considered
the Mastrovito Standard Base Multiplier, as it has one of the lowest gate counts among traditional
multipliers [88,106]. The Mastrovito Standard Base Multiplier requires 64 AND gates and 84 XOR gates
in the Galois field (GF(28)). These gate counts are equivalent to a total of 464 NAND-2 gates. Our 8-bit
GF(28) multiplier, described in Section 3.1, has a size of 968 NAND-2 gates, i.e., about twice the number
of gates of the Mastrovito Standard Base Multiplier [88]. This shows that the TIE acceleration comes at
the expense of area deployment to perform arithmetics, specifically, the multiplexing (see Section 3.3) in
parallel. In particular, our primitive MAC unit requires more than twice the number of gates required
for the Mastrovito multiplier.



Electronics 2018, 7, 180 11 of 22

Table 1. Die size evaluation: Number (count) of NAND-2 equivalent gates for 8-bit operands in
the Tensilica Instruction-Set Extensions (TIEs) for the different hardware acceleration strategies.
The right-most column reports the gate counts of the SIMD and FLIX strategies as multiplicative
factors with respect to the gate counts of the MAC strategy (the 8/16-bit SIMD and FLIX strategies
consider the 16-bit MAC as corresponding basis.)

Acceleration Strategy Number of TIE Gates Increase as a Factor
(In Number NAND-2 Gates) w.r.t. MAC

Original (basic Xtensa LX5 w/o TIE, 0 –
used for benchmark C code)

Multiply-Add (MAC) 8 bit 968 0
Multiply-Add (MAC) 16 bit 1183 0
SIMD MAC 8 bit 10,542 10.9
SIMD MAC 16 bit 11,245 9.5
SIMD MAC 8/16 bit 33,768 28.5
Flexible length instruction extension (FLIX) 8/16 bit 45,412 38.4
Inverse 8/16 bit 12,692 –

The SIMD parallel processing of multiple data values requires multiple parallel processing units.
In our case, we employed multiple parallel multipliers. It can be observed from Table 1 that the SIMD
MAC TIE for 8-bit operands requires 10,542 gates. To put this gate count in perspective, note that
the 8-bit MAC utilizes 968 NAND-2 gates. Accordingly, the 8-bit SIMD Multiply-Add approach should
require 16 × 968 = 15, 488 NAND-2 gates, since we effectively employed 16 8-bit MAC units. However,
in our implementation, the coefficients of C were stored in an internal 256-bit register that was
preloaded in each MAC unit. This optimization reduced the total gate count by almost one-third for
the SIMD with 8-bit MAC. On the other hand, for the SIMD with 16-bit MAC for GF(216), this pre-load
register optimization was counterbalanced by additional circuitry to manage the 16-bit processing
with elementary NAND-2 gates (processing 8-bits). Thus, the 11,245 NAND-2 gate count for SIMD with
16-bit MAC was slightly more than eight times the gate count for the 16-bit MAC.

The flexibility to compute data with two different word lengths (operand sizes) comes at the
expense of a gate count increase to 33,768 NAND-2 gates. The flexible SIMD for 8-bit and 16-bit
operands essentially require the gate counts for the individual 8-bit SIMD and the 16-bit SIMD as
well as additional circuitry to coordinate the processing as well as the load and store operations for
transferring the data from and to the 128-bit wide registers of the LX5.

It can be observed from Table 1 that the FLIX acceleration strategy requires the highest number
of gates, 45,412 in total. This high gate count and corresponding large die size are required since
the FLIX strategy encapsulates multiple operations, such as the SIMD Multiply-Add and the inverse
instructions, into a single instruction that is executed in a single clock cycle. Consequently, more gates
are required to execute these instructions in parallel.

4.3. Clock Cycles and Speedup

Figure 5 shows the numbers of clock cycles for the different acceleration strategies, and the
corresponding speedups are shown in Figure 6. It can be observed from Figure 6a that for the RLNC
encoding, the SIMD integration achieves very substantial speedups (approximately 350–380 fold) while
requiring a moderately large (around 10.5 thousand NAND gates) TIE. In contrast, the FLIX conversion
achieves only slightly higher speedups (approximately 420–460), while requiring a very large TIE
(around 45.4 thousand NAND gates). We note that the SIMD instruction is encapsulated within the FLIX
instruction, i.e., FLIX essentially represents the combination of SIMD and FLIX.
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Figure 5. Comparison of number of clock cycles for random linear network coding (RLNC) with a
generation size of g = 16 and packet size of m = 1536 bytes. The plain C results correspond to the
implementation without any application specific Tensilica Instruction-set Extension (TIE). The MAC,
SIMD, and FLIX results correspond to the different examined TIEs with the LX5 core instruction-set.
For the decoder, we separately report in part (b) the numbers of clock cycles for the matrix inversion,
specifically with elementary multiplication operations (Plain C Inv.) with a look-up table (Plain C
Inv. LUT) and with a TIE (TIE Inverse), and for the matrix multiplication (MAC without and with TIE),
as well as the numbers of clock cycles for the complete decoding with SIMD and FLIX TIEs.

It can be observed from Figures 5b and 6b that the TIE inverse achieves a speedup (ratio of
number of clock cycles of plain C inverse to TIE inverse) in the order of 104. The plain C inverse
computation directly inverts to GF(28) (or GF(216)) through elementary Galois field multiplication
operations. On the other hand, the TIE inverse computation transforms each given GF(28) element
into two GF(24) elements (or four GF(24) elements for GF(216)) (see Section 3.3) and finds the inverse
values through table lookups. From examining the inversion speed-up on the order of 104 closer, it can
be observed from Figure 5b that the plain C inverse with lookup table requires about two orders of
magnitude fewer clock cycles than the plain C inverse with elementary multiplication operations.
The inversion with TIE, in turn, requires about two orders of magnitude fewer clock cycles than the
plain C inverse with the lookup table. Thus, we conclude that the table lookup is responsible for about
two orders of magnitude of the speedup, and TIE acceleration is responsible for the remaining two
orders of magnitude of the inversion speedup.
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Figure 6. Speedups for different acceleration strategies with respect to the plain C implementation.
For the decoding, we considered in part (b) the following speedups: “Inv., Mult.” is number of clock
cycles for “Plain C Inv.” divided by number of clock cycles for “TIE Inv.”; “Inv., LUT” is number of
clock cycles for “Plain C Inv. LUT” divided by number of clock cycles for “TIE Inv.”; “SIMD/FLIX vs.
TIE” is number of clock cycles for (“TIE Inv” + “TIE MAC”) divided by number of clock cycles for
“SIMD/FLIX” (complete decoding); “SIMD/FLIX vs. Plain C” is number of clock cycles for (“Plain C Inv.
LUT” + “Plain C MAC”) divided by number of clock cycles for “SIMD/FLIX” (complete decoding).

The speedup for the matrix multiplication step of the RLNC decoding, i.e., the ratio of the number
of clock cycles for the plain C MAC to the number of clock cycles for the TIE MAC in Figure 6b is
equivalent to the corresponding MAC encoding speedup in Figure 6a. This is because the matrix
multiplication step of the RLNC decoding has essentially the same computational complexity as the
RLNC encoding. Notice that the clock cycle numbers for plain C MAC and TIE MAC in Figure 6b
match the plain C and MAC clock cycle numbers in Figure 6a.

The SIMD and FLIX results in Figure 6b are for the complete decoding (matrix inversion followed
by matrix multiplication) with the SIMD and FLIX TIEs. Complete decoding, conducted by a
concatenation of the TIE inverse and the TIE MAC, would require roughly 250,000 clock cycles.
The SIMD and FLIX accelerations reduce the computation time down to the order of 10,000 clock
cycles. The SIMD and FLIX speedups reported in Figure 6b correspond to the aggregate of the number
of clock cycles of the plain C inverse and the plain C MAC divided by the number of clock cycles for
complete decoding with SIMD or FLIX. Note that a large portion of the SIMD and FLIX speedup is
due to the speedup achieved by the table lookup of the TIE inverse, i.e., the left-most set of bars in
Figure 6b.

Importantly, it can be observed from Figures 5 and 6 that 8-bit, i.e., GF(28), and 16-bit, i.e., GF(216),
operations give essentially the same numbers of computing cycles and therefore, speedups. This is
because the Tensilica LX5 can be flexibly configured to process 8-bit or 16-bit data. More specifically,
the clock cycle evaluation considers the computation time (runtime) for one generation of a given
size of g · m bytes. For a given acceleration strategy, the computation time is mainly governed by the
density (level of parallelism) of the computing and the processor’s memory interface. The processor’s
memory interface is able to handle 128 bits/cycle. For a given acceleration strategy, i.e., a given level
of parallelism of the computing, the processor can be flexibly configured to conduct computations
with the 128-bit data set with a similar efficiency to sixteen 8-bit values or eight 16-bit values. Thus,
the clock cycle count for RLNC encoding or decoding of one generation of a fixed size in bytes is nearly
the same with either 8-bit or 16-bit processing for a given acceleration strategy.
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Close inspection of Figures 5b and 6b reveals that the 16-bit decoder gives slightly lower cycle
counts and correspondingly slightly higher speedups than the 8-bit decoder. This is mainly due to
the data transformations involved in the matrix inversion which can be executed slightly faster with
larger registers.

Overall, we conclude from this evaluation of the computation cycles and speedups that the Xtensa
LX5 with the SIMD and the FLIX TIE instructions achieves very substantial improvements compared
to an Xtensa LX5 without any TIE. In order to put this RLNC computing performance of an ASIP in
perspective, we compare it with a state-of-the-art fixed instruction processor in the next section.

4.4. RLNC Encoding and Decoding Throughput

Figures 7 and 8 present the RLNC encoding and decoding throughput for various generation
sizes (g) and packet sizes (m) in bytes. We compared the ODROID XU3 processing 8-bit, i.e., GF(28),
operands with SIMD (NEON) [105] with the Xtensa LX5 processing 8-bit, i.e., GF(28), and 16-bit,
i.e., GF(216), operands with the SIMD and FLIX TIEs. It can be observed from Figures 7 and 8
that the encoding and decoding throughputs are generally inversely proportional to the generation
size (g). In particular, it can be observed from Figure 7a that the encoding throughput of around
1200–1500 MiB/s for g = 16 is reduced to approximately 300–375 MiB/s for g = 64 in Figure 7b.
Increasing g by a factor of four to g = 256 in Figure 7c further reduces the encoding throughput
by one-fourth. This encoding throughput scaling inversely with the generation size g is due to
the proportional increase of the computational complexity as g source symbols need to be linearly
combined through MAC operations, see [105] (Equation (3)) for details.

For decoding, it can be observed from Figure 8 that, generally, the same throughput reduction as
for encoding occurs with an increasing generation size (g). Moreover, it can be observed from Figure 8
that there is a tendency for the decoding throughput to increase with the symbol size (m); this effect
of m is most pronounced for small generation sizes (g) and diminishes for large g. In particular,
it can be observed that for large symbol sizes (m), the decoding throughput approaches the encoding
throughput observed in Figure 8. The decoding throughput is governed by the combination of the
computational complexity for the matrix inversion and the matrix multiplication. With an increasing
symbol size (m), the matrix multiplication complexity (which is proportional to m) dominates over
the inversion complexity (which only depends on g). Thus, for large m, the relative impact of the
matrix inversion diminishes and the decoding throughput becomes mainly governed by the matrix
multiplication complexity.

It can also be observed from Figures 7 and 8 that similar to the clock cycle and speed-up results in
Section 4.3, the 8-bit SIMD and FLIX LX5 give essentially the same throughputs as the 16-bit SIMD and
FLIX LX5. Thus, the Xtensa LX5 can flexibly conduct RLNC encoding and decoding with 8-bit operands
or 16-bit operands, i.e., in both GF(28) and GF(216), whereas 16-bit operation is very challenging for
conventional fixed instruction set processors. Thus, the Xtensa LX5 readily accommodates GF(216)

RLNC, which has very low linear dependencies [50].
Importantly, the results in Figures 7 and 8 demonstrate that RLNC encoding and decoding can

be effectively accelerated with an ASIP. It can be observed from Figure 7 that an approximately 25
to 30 times higher RLNC encoding throughput occurs for small generation sizes (g) and a 7 to 10
times higher RLNC encoding throughput occurs for large g with the Xtensa LX5 ASIP compared to
the ODROID XU3 fixed instruction set processor. Similarly, it can be observed from Figure 8 that
the ASIP increases the RLNC decoding throughput by approximately 10 to 15 times compared to
the fixed instruction processor. The ASIP achieves these RLNC encoding and decoding performance
improvements through data processing parallelization with SIMD and FLIX TIE instructions translated
into custom chip hardware.
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Figure 7. RLNC encoding throughput (in MiB/s = 220 Byte/s) comparison between ODROID XU3
with SIMD (NEON) instructions and Xtensa LX5 core with SIMD and FLIX TIE instructions for various
generation sizes (g) and symbol (packet) sizes (m).

4.5. Energy Consumption

It can be observed from Table 2 that the Tensilica LX5 processor without TIE consumes over an
order of magnitude less energy than the ODROID XU3. The FLIX TIE further reduces the energy
consumption by over two orders of magnitude compared to the Tensilica LX5 without TIE. Thus,
overall, the ASIP approach in the form of the Tensilica LX5 with FLIX TIE reduces the energy
consumption by over three orders of magnitude compared to the fixed instruction-set processor
in the form of the ODROID XU3.
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Figure 8. RLNC decoding throughput (in MiB/s = 220 Byte/s) comparison between ODROID XU3
with SIMD (NEON) instructions and Xtensa LX5 core with SIMD and FLIX TIE instructions for various
generation sizes g and symbol (packet) sizes m in bytes.

Table 2. Energy consumption for RLNC encoding followed by RLNC decoding.

Operation Energy Consumption (J/MiB)
ODROID XU3 4.3
Xtensa LX5 Plain C code w/o TIE 0.17
Xtensa LX5 FLIX TIE 0.0014

We note that the ODROID XU3 platform has four main power-consuming components:
the Cortex-A7 CPU, the Cortex-A15 CPU, the DDR3 RAM, and the GPU. We operated the ODROID
XU3 in single thread mode, i.e., we utilized only a single thread (core) of the A-15 quad-core processor.
Thus, the power consumption contributions of the other components were essentially negligible [107].
The energy results for the Xtensa platform consider all Xtensa subsystems, including the memory
subsystem. In particular, the Xtensa LX5 completed the RLNC encoding and decoding with an SRAM
scratchpad module that is positioned next to the processor on the same chip.
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The energy consumption reductions with the Tensilica LX5 with FLIX TIE were due
to the high energy-efficiency of computations with application-specific configurable hardware.
Pre-configured fixed instruction set processors generally consume much more energy than specialized
hardware [31–33]. This case study quantified this energy consumption reduction to be over three
orders of magnitude for the RLNC encoding and decoding.

5. Conclusions

This case study investigated the use of an application-specific instruction-set processor (ASIP) for
random linear network coding (RLNC). RLNC is highly useful for protecting wireless communication
in a wide range of settings, including Internet of Things (IoT) settings where small devices need
to communicate reliably. RLNC requires computationally demanding matrix multiplications and
inversions, limiting the use of RLNC in small battery powered IoT nodes.

This case study focused on the Tensilica Xtensa LX5 processor which can accelerate computations
in hardware though configurable tensilica instruction-set extensions (TIEs). We outlined the
development of TIEs for the multiply-and-accumulate (MAC) function, which is at the center of
the matrix multiplication in Galois fields required for RLNC. Furthermore, we outlined acceleration
through TIEs that implement single instruction multiple data (SIMD) and flexible-length instruction
extension (FLIX) strategies. We comprehensively evaluated the developed TIE hardware acceleration
strategies for RLNC by measuring the die size (gate count), clock cycles required for RLNC encoding
and decoding, as well as RLNC encoding and decoding throughput and the consumed energy.
We found that the ASIP with TIEs increases the RLNC encoding and decoding throughput by roughly
an order of magnitude while reducing the energy consumption by over three orders of magnitude
compared to a state-of-the-art preconfigured fixed instruction set processor. These performance
comparisons provide insightful benchmark data for designers of minuscule IoT devices that need
to communicate reliably over wireless links. Due to the pronounced reduction in consumed energy,
the use of an ASIP can dramatically extend the battery life while enhancing the communication
performance compared to general purpose processors.

There are interesting directions for future research on boosting computation performance for
RLNC encoding and decoding. The present study considered a single core ASIP. Future research
should examine multicore ASIPs, such as the Tomahawk processor [104]. Extending the SIMD and
FLIX TIE instructions to such a multi-core reconfigurable platform may achieve additional performance
increases while still keeping the energy consumption low. However, a multi-core platform will likely
increase the programming complexity as the parallel computation model should efficiently exploit
the hardware resources of the multiple cores. Another research direction is to evaluate the computing
performance for novel flexible forms of RLNC, such as Fulcrum RLNC [108] which employs two
layers of RLNC for a given generation of source symbols to flexibly reach devices with heterogeneous
capabilities.
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